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Abstract

We leverage a novel spatial IV approach to develop a reduced-form estimator that maps
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local level, which appear to propagate through input-output linkages rather than labor
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1 Introduction

The decline of manufacturing employment in western industrialized countries since the 1990s

has received considerable attention in both the academic and the political arena. Recovering

manufacturing jobs in the U.S. was one of the major electoral commitments of the Trump

campaign for the 2016, 2020, and 2024 presidential races, promising a “manufacturing renais-

sance” and to bring back the thousands of manufacturing jobs lost to countries like China.1

But how many thousands of jobs precisely? This aggregate number plays a key role in policy

making.

In spite of the importance of this aggregate effect to the public debate, it remains enshrouded

by uncertainty. This is partially due to the fact that policy makers are often interested in the

nation-wide manufacturing labor decline, whereas credibly exogenous variation for reduced-

form identification is only available at a much more granular level. Thus, studies in this

domain typically take either commuting zones (e.g., Autor et al. 2013, henceforth ADH) or

manufacturing plants (Bernard et al., 2006) as their unit of analysis. While this allows for

credible identification of local elasticities with respect to import competition, extrapolating

such estimates to the aggregate level can be misleading due to neglecting general equilibrium

spillover effects (see e.g., Acemoglu and Restrepo 2020; Moll 2021; Wolf 2023 for discussions

of this issue).

Our paper aims to overcome this disconnect between local and aggregate effects for locally

estimated trade shocks by proposing a reduced form aggregation technique from granular

labor markets to national outcomes. To this end, we develop a maximum likelihood in-

strumental variable estimator for causal spillover effects between commuting zones on the

level of manufacturing sub-industries. To the best of our knowledge, this is the first paper

to tackle a reduced-form aggregation of local trade shocks taking inter-dependence between

commuting zones into account. So far, the study of indirect effects of trade shocks relied on

1See e.g., President Trump’s 2024 campaign speech in Georgia: https://www.politico.com/news/

2024/09/24/trump-georgia-jobs-00180758.
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the calibration of a structural model, spelling out the inter-dependencies between units ex-

plicitly (Caliendo et al., 2019; Galle et al., 2023). We leverage recent advancements in spatial

econometrics that facilitate the application of reduced-form methods in this area. Though

we operate under a different set of assumptions than structural aggregation would typically

require, we are able to rationalize the difference between the overall manufacturing employ-

ment effect of the China shock in the U.S. predicted by ADH and Caliendo et al. (2019). We

consider reduced form approaches to estimating inter-dependencies between units a valuable

complement to structural models due to the lesser degree of parametric assumptions and

larger flexibility. Our results do not only have aggregate, but also local implications. In-

cluding spillovers in the results suggests that the manufacturing employment burden of the

China shock shifts away from the North Atlantic and Pacific regions and more towards the

Mid-South Atlantic manufacturing belt. Moreover, we provide some evidence that our local

predicted employment losses correlate well with other outcomes driven by the China shock,

suggesting that our method improves precision over previous estimates.

Our proposed approach to identify spillovers builds on the work by Tan et al. (2025), who

estimate the rate of distance decay of multiple parameterized spatial weighting matrices

jointly with all other parameters in a spatial Durbin model.2 This allows for endogenous

connectivity between units, even in short panels. However, the estimator in Tan et al. (2025)

is not directly applicable to two-stage least square designs, which are commonly used in the

local trade shock literature.3 Thus, our contribution is to depart from the assumption of

exogenous treatment variables and embed the estimator in a multi-equation instrumental

variable model, in which both the direct treatments and their spatial lags can be instru-

mented. Given our overarching goal of aggregating local trade shocks, we also incorporate

analytical weighting of residuals. This reflects the common practice in local labor markets

2This approach is a priori agnostic about the drivers of spillovers, which we define as the effect of trade
exposure in economically connected regions on a local labor market. Potential driving mechanisms are
discussed in Section 4.3.

3More precisely, many studies at the local labor market level, including our ADH application, use Bartik
(1991)-type estimators which are a special case of two-stage least squares.
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research of weighting observations by population size (e.g., ADH, Acemoglu et al. 2016, Ace-

moglu and Restrepo 2020).

Empirically, we focus on the impact of the rise of Chinese import penetration in the US,

since this is arguably the most salient trade shock to date in terms of academic and political

coverage. Our first finding is that locally, spillovers do matter. In almost all of the three-digit

NAICS manufacturing industries we analyze, we find significant spillover effects of import

competition in nearby commuting zones. A priori, the sign of the spillover terms is theoreti-

cally ambiguous, but we find that they are on average positive, such that the adverse overall

manufacturing employment effects of the China shock are mitigated. However, there are

also a few regions which experience exacerbated employment losses due to inter-dependence,

most notably the southern states along the Atlantic coast.

In Section 4.3 we discuss the underlying mechanisms driving spillovers. Our results sug-

gest that cross-commuting-zone indirect effects propagate via the product market rather

than through labor mobility. We find that input-output linkages are strongly associated

with spillovers on the commuting zone level. The type of linkage matters however, as up-

stream and downstream linkages have opposite signs when (conditionally) correlated with

local spillover effects. Specifically, strong downstream industry dependence is associated

with positive spillovers and the converse for upstream dependence. Thus, local labor mar-

kets which are specializing in industries that use manufacturing products as inputs and sell

to the final goods market tend to benefit from general equilibrium effects, whereas regions

specializing in industries further upstream tend to lose.

When excluding commuting zone inter-dependence from our three-digit industry models, our

aggregate results are consistent with ADH who find that about 23% of the U.S. manufac-

turing employment decline can be attributed to the China shock. Incorporating spillovers

between commuting zones reduces this number to about 16%, which is in turn consistent

with the findings in Caliendo et al. (2019). However, we find that this aggregate difference

is not significant from a statistical standpoint. Thus, for this application we can not re-
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ject that directly scaling local estimates - as done in ADH - provides a valid measurement

of the aggregate effect. This insight underlines one advantage of reduced form compared

to structural aggregation techniques, namely the possibility to quantify uncertainty around

the aggregate outcome. Importantly, this result is not mechanical and in other contexts,

aggregate elasticities may diverge more substantially from local ones. Indeed, we find that

in several manufacturing sub-industries, omitting spillovers leads to significantly distorted

aggregate estimates, though this is not the case for total manufacturing employment overall.

Causal spatial models fine-tuned for specific contexts - such as our approach to local trade

shocks - could help shed light on the micro-macro disconnect in other domains where identi-

fication relies on local variation, but also macro outcomes are of substantive interest. Some

prominent examples are the labor market effects of technology adoption (Autor and Dorn,

2013; Acemoglu and Restrepo, 2020), fiscal multipliers (Nakamura and Steinsson, 2014; Du-

por and Guerrero, 2017; Auerbach et al., 2019), or the impact of financial shocks on living

standards (Beraja et al., 2019; Auclert et al., 2019; Mian and Sufi, 2011). Some of these

examples also develop explicit structural models to map the local effects into macro elas-

ticities, to which we argue a spatial approach could be complementary. For example, Wolf

(2023) establishes conditions under which local fiscal multipliers are informative about their

aggregate counterpart. If these conditions do not hold, one may instead fall back onto a

reduced form aggregation technique. Overall, we argue that the approach which we propose

in this paper could - subject to context-specific adaptations - find application across a range

of domains in economics.

The remainder of this article is organized as follows: Section 2 motivates our empirical setup

and provides details with respect to our proposed estimation strategy. It also presents Monte

Carlo simulations of our estimator that demonstrate the consistency of our estimator using

artificial data. Section 3 briefly describes the data sources we use. Section 4 presents our re-

sults, discussing both the aggregate and distributional implications, and provides suggestive

evidence on the drivers of inter-dependencies. Finally, Section 5 concludes.
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2 Empirical Setup

2.1 Motivation of Estimation Approach

When writing down a theoretical model of the distributional or aggregate consequences of a

trade-shock, it is inevitable to allow the locally exposed units to inter-depend. For Caliendo

et al. (2019) these units are U.S. states whereas they also are commuting zones in Galle et al.

(2023), but invariably they are allowed to be exposed to bilateral spillovers through either

the labor market (spatial substitution of labor) or the product market (trade of intermediate

inputs, final goods market competition). Incorporating commuting zone inter-dependence

into a reduced form setup comes with some complications. In theory, the net effect of these

forces can be identified by simply estimating the treatment effect of import competition in

connected units on a commuting zone’s outcome variable (Behrens et al. (2012) makes this

point for gravity models). In practice however, two challenges lead to complications in doing

this. First, it is not straightforward to determine to which degree units are connected with

each other. Second, even if connectivity could be directly observed, estimates of spillover

treatment coefficients could be biased in the presence of a correlated error structure. Yet,

assuming independence of residuals seems unwarranted in our application. We propose

solutions for both issues tailored to the local trade shocks literature. In the remainder of

this section, we motivate our approach to addressing these problems before proceeding to

the estimation of the model in the following section.

The first issue, modeling connectivity between units, has been tackled for various contexts

in the spatial econometrics literature. To be more precise, call the weighted average over the

treatment of a unit’s neighbors its spillover treatment (or a “spatial lag” of the treatment

variable). The imminent question is, how the weights in this spillover treatment should

be chosen, such that more connected units, on average, receive a higher weight. In an

application with substantially fewer observations N than panel time periods T , this would

not require any further assumptions as the weight assigned to every unit in each other unit’s
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spillover treatment could be estimated non-parametrically.4 Recently developed applications

of shrinkage methods to this type of estimator allow for similar identification, even if T < N

(Ahrens and Bhattacharjee, 2015; De Paula et al., 2024; Lam and Souza, 2020). The local

trade shock literature however tends to work with short and wide panels, such that even

with a shrinkage estimator, non-parametric identification of spillovers is infeasible.5 In this

situation, we rely on the standard, but nonetheless strong, assumption that connectivity

between units is related to bilateral distance. For spillovers in the labor market, we consider

this assumption to be quite credible, since the reluctance of people to move far away in

response to economic shocks is a well-documented empirical regularity (see e.g., Blanchard

and Katz 1992; Glaeser and Gyourko 2005; Autor et al. 2025). However, this is, in our

view, less clear for spillovers in the product market. When thinking about the determinants

of multilateral resistance terms in trade, the literature has often found geographic distance

to be an important factor (e.g., Behrens et al. 2012; Allen 2014; Brancaccio et al. 2020;

Allen 2014). More broadly, bilateral distance is a key determinant of trade costs and widely

used to estimate them in structural gravity models (Yotov et al., 2016; Head and Mayer,

2014). Yet, we also know that not all shocks which are transmitted between firms are

related to geographic distance. For example, Giroud et al. (2024) find that productivity

spillovers between plants generally decay with distance, unless both plants belong to the

same firm. As pointed out by Bloom et al. (2013), geographic distance should not matter

for a product-market spillovers on firms which mainly export to the global market, but only

for firms whose sales are local. When it comes to a shock in local import competition, we

also only expect the latter to be affected (on the product market) since they compete for

the local demand. We therefore consider it plausible, in the context of local trade shocks,

that geographic distance captures meaningful product market spillovers. The fact that we

find strong inter-dependencies which appear to transmit through the product market further

4I.e., one could in principle estimate a separate coefficient for the treatment of each unit j ̸= i’s effect
on i.

5For example, in the case of the China shock in the U.S. we have N = 722 and T = 2.
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corroborate this interpretation. If part of this spillover were orthogonal to bilateral distance,

we would underestimate commuting zone inter-dependence.

Under this premise, one widely used approach in spatial econometrics is to let other unit’s

weights in the spillover treatment be determined by a decay function of bilateral distance.

However, this literature has been criticized for assuming prior knowledge of the spatial rate

of decay, which is typically unavailable (see e.g, Gibbons and Overman 2012). Thus, the

more recent literature only assumes a functional form for the dependence of spatial weights

on distance, but estimates its unobserved rate of decay endogenously. We build on Tan

et al. (2025) which in turn is draws on Lee (2004) to estimate multiple spatial decay rates

in a short panel via maximum likelihood in a short panel. We embed this method in an

instrumental variable model in which both the import competition as well as their spillover

treatments are instrumented, allowing for analytical weighting of the residuals by commuting

zone population share. We focus on the spatial lags of the treatment variables and drop the

Durbin term, since it is unlikely to be causally identified in our context as we lack an

instrument for it.6 Even though there is a functional form assumption in parameterizing the

spatial weights, we find in our Monte Carlo simulations that a misspecified decay function

still performs well in identifying spillovers given that the decay rate can flexibly adjust in

the estimation procedure (see Section 2.3).

This method allows us to estimate the weights all units j ̸= i should receive when calculating

the spillover treatment variable for unit i jointly with all other parameters of the model.

Yet, the question remains how to identify the coefficient on this variable causally, given that

this type of spatial lag treatment is confounded in the presence of correlated errors (see

Section 2.3). That is, while the baseline design may estimate the local elasticity consistently,

spillover coefficients can still be biased in the presence of spatially correlated errors. For

instrumental variable research designs, we suggest to use the spatial lag of the instrument as

an instrument for the spatial lag of the treatment, similarly as in the spatial 2SLS literature

6Appendix A1.2 shows how to extend the model to also include a Durbin term if deemed desirable in
another context.
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(Betz et al., 2020; Fingleton and Le Gallo, 2008; Kelejian and Prucha, 1998), and embed

this idea in the maximum likelihood estimation in the following section. Of course, this

method is of little help if the baseline research design is not an instrumental variable model,

but the effects of local trade shocks are almost always identified using Bartik (1991)-type

instruments. One condition for this approach to work is that unit’s weights in the spatial lag

are not an outcome of the import competition treatment. This requirement is mechanically

fulfilled for an exposure measure based on geographical distance, since it is an immutable

pre-determined characteristic of commuting zones.

2.2 Specification & Estimation

This section formalizes the specification motivated previously and outlines its empirical es-

timation, though some details are relegated to the appendix. Our methodological contribu-

tion lies in embedding the joint estimation of multiple distance decay parameters, one for

each spatially-lagged treatment variable, within a two-stage least squares (2SLS) framework.

Rather than assuming a common spatial weighting matrix with fixed decay, we allow each

spillover channel to have its own spatial reach, inferred directly from the data. This gen-

eralization extends traditional spatial 2SLS frameworks, which typically impose uniform or

exogenous weights.

Our main specification aims to model both direct and spatial spillover effects of import

competition. To that end, we estimate one model for each NAICS 3-digit manufacturing

industry j, of which there are 21 in total. The outcome variable is the decadal change in

industry employment relative to working-age population in commuting zone i at time t,

denoted yijt = ∆
Lijt

Wpopit
in which L is full-time equivalent labor and Wpop refers to working-

age population. Similarly to ADH, the treatment variable for local import competition is

calculated as a Bartik (1991) instrument and takes the form xijt =
Lijt

LUS
jt

∆MUS
jt

Lit
, in which

”US” superscripts indicate that a variable is at the national level and ∆Mjt is the decadal

change in U.S. imports from China in industry j and period t. For comparability, we use
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the same time periods as ADH,7 over which ∆M is positive for all of our manufacturing

sub-industries. Since the import competition shock affected all manufacturing industries,

we also include the other 20 industries J ̸= j in the regression for industry j. However,

estimating all cross-industry impacts separately would be problematic for several reasons.

First, this would imply that even before considering spillovers we would have to estimate

21 × 21 coefficients with 1444 data points. Also including cross-industry spillovers would

double this number, leaving barely two data points per coefficient. Moreover, as discussed

in Section 2.2, obtaining standard errors for out method with as many as 21 spatial lags

would be computationally very intensive and likely quite unstable. Therefore, we collapse

other manufacturing industries into one variable measuring the average Bartik term for all

industries J ̸= j as x̃ijt =
1

Nind−1

∑
v ̸=j

Livt

LUS
vt

∆MUS
vt

Lit
in which Nind is the number of industries

in our data. Thus, the second stage of our model for industry j becomes:

yijt = β1jxijt + β2jx̃ijt + γ1j

N∑
k=1

wik(φ1j)xkjt+

γ2j

N∑
k=1

wik(φ2j)x̃kjt + cijtκj + εijt

(1)

In which cijt is a 1 ×K vector of realizations for the K control variables in the model (in-

cluding an intercept), κj is a K × 1 vector of coefficients, wik is the i, k’th element of a

spatial weighting matrix, φ1j and φ2j are spatial decay parameters, and βij, β2j, γ1j, as well

as γ2j are scalar coefficients. Finally, εijt is an error term which is allowed to be spatially

correlated. In spatial terms, this second stage would classify as a “spatial lag of X” (SLX)

model (see e.g., Halleck Vega and Elhorst 2015). Thus, our main specification does not

feature a spatial autoregressive term, i.e., the outcome variable is not regressed on a spatial

lag of itself. In Appendix A1.2 we discuss that extending the model to include such a term

is straightforward from an estimation perspective. However, we lack a good instrument for

71990-2010, though the second time period is only observed until 2007 and then scaled by a factor of
10/7. Again, to be comparable to ADH we follow the same procedure.
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this autoregressive term in our application, such that we consider the SLX specification more

credible. This does not imply that we underestimate indirect effects, but it means that we

cannot disentangle based on Equation 1 to which degree they are transmitted through yijt

or independent of it. Also, similarly as in Tan et al. (2025), Equation 1 is not identified if

the decay parameters are zero, such that we assume φ1j, φ2j > 0. In practice however, it can

happen that the decay parameters approach zero in the estimation procedure, in which case

we would recommend to simply discard the respective spatial lag.8

We strongly expect β1j to be negative for all industries since import competition in firms’

own industry should depress local manufacturing employment. All else equal, we expect a

positive coefficient on β2j, as import competition in other industries may lead to local labor

reallocation to industry j if workers lost their jobs elsewhere. For the spillover coefficients,

the sign is a priori more ambiguous. On the one side, import competition in neighboring

commuting zones could depress local employment growth if firms rely on each other’s inter-

mediate inputs. On the other hand, geographic relocation of labor and competition in the

product market may lead us to observing positive γ1j and γ2j. We discuss and empirically

evaluate these forces in more detail in Section 4.3.

From the formulation in Equation 1, it is clear that the spillover variables in the model rep-

resent weighted treatments of neighboring units. The most common choices for functional

forms in the spatial literature relating these weights to bilateral distance between unit i and

k, dik, is either exponential decay (wik = e−φjdik) or inverse distance (wik = 1/d
φj

ik ). For our

main specification, we choose exponential decay since it leads to a better fit to the data in

terms of the log-likelihood and is less volatile in our Monte Carlo simulations. Yet, we also

report alternative specifications using inverse distance decay functions in Appendix A2.2.9

In order to assure that estimation results do not depend on the chosen units to mea-

8In our main specification, we discard the spatial lags for which a one-sided t-test cannot reject the
hypothesis that φ = 0, though this only happens for very few spatial lags in our application and results are
not sensitive to this choice, as documented in Appendix A2.2.

9All of the alternative specifications in Appendix A2.2 are consistent with our main results and all except
one of them produce a very similar aggregate manufacturing employment decline as the model in the main
text.
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sure distance dik, it is common practice to normalize the bilateral weights wik. The two

most widespread techniques are row and scalar normalization (see e.g., Ord 1975; Corrado

and Fingleton 2012). Under the former, we have wnorm
ik = wik∑

k wik
and under the latter

wnorm
ik = wik/λmax , in which λmax represents the largest eigenvalue of the entire N×N matrix

of bilateral weights. Though row normalization is computationally much more efficient, we

consider the scalar norm conceptually more appropriate for our context of application. The

reason for this choice is that row normalization implicitly imposes equal overall connectivity

for all units in the sense that the sum over all weights associated with each commuting zone

is one. It is just the distribution but not the overall sum of weights which varies across units.

We consider this property undesirable for the application to trade shocks, since more remote

locations should be considered less exposed to spillovers overall than commuting zones which

have close neighbors with strong import exposure on all sides. Therefore, the main results

reported in Section 4 rely on scalar normalization, though we also report row normalized

results in Appendix A2.2, for which the aggregate manufacturing employment decline turns

out to be very similar. For the sake of consistency, we include exactly the same control

variables in cijt as ADH do in their model.

The specification in Equation 1 would in isolation likely produce biased estimates for all co-

efficients of interest since import competition is presumably correlated with many other de-

terminants of local manufacturing employment growth. Thus, we use the Bartik instrument

zijt =
Lijt−1

LUS
jt−1

∆MOthers
jt

Lit−1
to correct for endogeneity in xijt as suggested by ADH. ∆MOthers

jt refers

to the change in Chinese exports to other high income countries at time t in industry j.10

Similarly, we use z̃ijt =
1

Nind−1

∑
v ̸=j

Livt−1

LUS
vt−1

∆MOthers
vt

Lit−1
to instrument for x̃ijt. As for the spillover

treatments, we suggest to use
∑N

k=1wik(φ2j)zkjt as an instrument for
∑N

k=1 wik(φ2j)xkjt and∑N
k=1wik(φ2j)z̃kjt for

∑N
k=1 wik(φ2j)x̃kjt. In other words, we simply use the spatial lags of

the exogenous variables to instrument for the spatial lag of the endogenous variables. Since

these are linear transformations, the exclusion restriction and first-stage relevance assump-

10Again we use the same other high income country as ADH to ensure comparability - namely Australia,
Denmark, Finaland, Germany, Japan, New Zealand, Spain, and Switzerland.
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tion will be satisfied if they are satisfied for zijt and z̃ijt. This is confirmed by the Monte

Carlo simulations in Section 2.3, for which this strategy consistently identifies the spillover

coefficients γ1j and γ2j. Thus, the model is exactly identified for this application with four

endogenous variables in the second stage.

Including the spatial decay parameters renders the model non-linear, such that we also re-

quire a non-linear estimation technique. In principle, one could take a generalized method of

moments approach to this model, but we choose to estimate it via maximum likelihood since

this is the method chosen by the preceding literature on which we build. In this section, we

focus on the estimation using a notational setup tailored to the China shock specification

in Equation 1, employing instruments as detailed above. The likelihood of an extension of

the model to the general case with an arbitrary number of spatial lags and instruments as

well as a Durbin term is presented in Appendix A1.2. For more concise notation, denote

the coefficient vector βj =

[
β1j β2j γ1j γ2j κT

j

]⊤
. Moreover, φj =

[
φ1j φ2j

]⊤
, and

Γj is the K + 4 × 4 matrix of first-stage coefficients for industry j. Also denote Cjt the

N ×K matrix of control variables in the model, i.e., stacking cijt across observations. Again

stacking Cjt over time periods we get Cj =

[
CT

j1 · · · CT
jT

]T
. Also let bold lower case

symbols stand for vectors of the corresponding variable stacked over commuting zones and

time, such that for example xj is a column vector of length N · T . The spatial weighting

matrix W (φ1j) is N × N with wik(φ1j) as its i-th k-th element and define W (φ2j) analo-

gously. Again for concise notation let W(φ1j) = IT ⊗ W (φ1j) and let the equivalent hold

for the second spatial lag. This allows us to concisely write down the matrices of sec-

ond stage covariates Xj =

[
xj x̃j W(φ1j)xj W(φ2j)x̃j Cj

]
and first stage covariates

Zj =

[
zj z̃j W(φ1j)zj W(φ2j)z̃j Cj

]
. Finally, to be consistent with the previous liter-

ature on trade shocks in local labor markets we want our model to allow for weighting of

observations, which has not been the case for this type of estimator before. Specifically, let

Ωt the denote an N ×N diagonal matrix containing observations’ analytical weights at time

t. By extension, Ω is the NT×NT block-diagonal matrix with the t-th block occupied by Ωt.
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For our application to ADH, these entries are given by relative commuting zone population

size at time t and are thus the same across all industry regressions. If there is no unmodeled

heterogeneity of treatment effects, this implies that we estimate a population average impact

of import competition (Solon et al., 2015). The case of an unweighted regression is nested

by simply setting all diagonal terms of Ω to one.

Taking all of this together, the full log likelihood of the model in Equation 1 instrumented

as described above is:

Lj(βj,Σj,Γj,φj) = −NT (k + 5)

2
ln(2π)− NT

2
ln(|Σj|)−

1

2
tr


 (yj −Xjβj)

T

(X
(:,1:4)
j − ZjΓj)

T


T

Σ−1
j

 (yj −Xjβj)
T

(X
(:,1:4)
j − ZjΓj)

T

Ω

 (2)

In which Σj is the 5× 5 variance covariance matrix of residuals in the first and second stage

regression equation of the industry j model and the (:, 1 : 4) superscripts onXj imply that the

first four columns are selected (the endogenous variables). The optimum of Equation 2 with

respect to all except the spatial decay parameters yields the standard closed-form expressions

for 2SLS estimators. As for the decay parameters φj, there is no closed form expression for

the optimum. Thus, one has to identify these parameters either by numerically optimizing

Equation 2 concentrating out the parameters with closed-form solutions in Equation 2 for

each guess, or by solving the system of first-order conditions iteratively. The first-order

condition for φ1j is:

tr

∂W(φ1j)

∂φ1j

ΘT
1jΣ

−1
j

 (yj −Xjβj)
T

(X
(:,1:4)
j − ZjΓj)

T

Ω

 = 0 (3)

In which Θ1j =

[
xjβ1j zjΓ

(1,−3)
j zjΓ

(1,3)
j − xj

]⊤
. An analogous first-order condition has

to hold for φ2j with Θ2j =

[
x̃jβ2j z̃jΓ

(2,−4)
j z̃jΓ

(2,4)
j − x̃j

]⊤
. Though it is slightly more
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involved due to the multi-equation instrumental variable setup, Equation 3 bears a strong

resemblance to the first-order condition of the spatial decay parameter in Tan et al. (2025).

We show in Appendix A1.1 that the problem is not necessarily globally convex with respect

to the spatial decay parameters, such that it is advisable to verify second-order conditions

when solving the system via Equation 3 and its analogue for φ2j.
11 Alternatively, when

directly maximizing Equation 2 over the decay parameters, the possibility of non-convexity

in parts of the likelihood’s domain implies that it is important to use a global optimizer.12

This would likely cause computational issues in contexts with a large number of separate

spatial decay parameters, but does not pose a major obstacle to our application which only

features two of them per industry.

So far we have remained relatively vague with respect to the error structure of our specifi-

cation. Assuming i.i.d errors would be counterintuitive for our model since we instrument

our spillover treatments. If error terms were truly unrelated across space, these would be

exogenous and would not need to be instrumented. For our application to ADH however,

there could plausibly be geographically correlated unobservables contained in εijt, such that

we consider it necessary to instrument spillovers. Thus, our error term could have unmod-

eled autocorrelation of the form εj = Wεjεj + uj in which Wεj is an arbitrary connectivity

matrix and uj is an i.i.d. residual. If one were to include this error structure explicitly

in the model, it would become a special case of feasible generalized least squares (FGLS)

with the weights depending on Wεj , implying that our model’s point estimates will still be

consistent when ignoring Wεj (Kelejian and Prucha, 1998). We confirm this in our Monte

Carlo simulations in Section 2.3. However, it also implies that standard errors based on

the information matrix approach are likely incorrect. Therefore, we use a spatial moving

block bootstrap (Gonçalves, 2011; Künsch, 1989) to quantify uncertainty.13 We prefer this

11Appendix A1.1 also contains the full expressions of the relevant second-order conditions.
12Specifically, we use an adaptive differential evolution optimizer from the BlackBoxOptim package in the

Julia programming language.
13Since the speed of spatial decay is not fixed a priori in our application we prefer to retain a relatively

large spatially connected block of the data such that it can capture spatial dependence even if decay is
estimated to be quite slow. Thus, we resample 80% of the data in each iteration of the bootstrap.
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approach over the added complexity of modeling error dependence explicitly which would

require estimating more decay parameters. Additionally, the bootstrap has the advantage

of making our results more robust to other types of unmodeled dependence such as tempo-

ral autocorrelation and may provide asymptotic refinements (Cameron et al., 2008).14 The

associated disadvantage is that estimation becomes computationally quite costly since there

is no closed-form solution for Equation 3, such that for each bootstrap resample we must

solve for the decay parameters numerically.15 We provide details on the computation as

well as smaller calculation-related issues concerned with the implementation of the model in

Appendix A1.3.

Having outlined our estimation procedure, the following subsection will apply it to a sim-

ulated data generating process to show that, at least in this controlled environment, our

method identifies all coefficients of interest consistently.

2.3 Monte Carlo Simulations

How well does the theory outlined in Section 2.2 work in practice to identify spillovers?

In this section we simulate data which mirrors the local trade shock setup and apply our

estimator while knowing the true size of all coefficients. To remain closely aligned with our

empirical application, the simulation is based on Equation 1, augmented with normally dis-

tributed, but spatially autocorrelated errors of the form discussed in Section 2.2. Moreover,

we assume that the cijtκj is unobserved to the researcher, correlates with the treatment, and

affects the outcome yijt. Thus, it acts as a confounder to our estimates of interest. In the

simulation, zijt is assumed a valid instrument for xijt and analogously for z̃ijt and x̃ijt. As

14As predicted by Tan et al. (2025), we get an approximately normal distribution for the resampled esti-
mates, but the bootstrap produces some heavy outliers in our applications, to which the standard deviation
is sensitive. Thus we use an outlier-robust estimator for the standard deviation of resampled estimates. We
resort to the MAD (median absolute deviation) scaled by a statistical constant, which is the most common
outlier-robust alternative to the standard deviation. In unreported results we find very similar standard
errors for other outlier-robust methods proposed by Rousseeuw and Croux (1993).

15Though time consuming, the computation remains manageable for our purposes. When running 2000
bootstrap iterations parallelized on 64 cores, it takes about 15 minutes per industry under row normalization
and two and a half hours under scalar normalization.
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described in Section 2.2, we take the spatial lags of these instruments to instrument for the

spatial lags of the treatments. For the simulation we take T = 2 and N = 2000. Geographic

distances between the units are also drawn from a normal distribution. The true second stage

coefficients in the reported simulation are β1j = 0.6, β2j = 0.8, γ1j = 0.5 and γ2j = 0.7.16

Moreover, the true spatial decay parameters are φ1j = 10 and φ2j = 5. Since we assumed a

positive correlation between the outcome and unobserved confounders, all direct coefficients

would be upward biased when computed without the instrumental variable correction. Be-

cause the error terms are spatially correlated, this would also translates into an upward bias

on both spillover coefficients when estimating the second stage Equation 1 in isolation.

The results from running the full model as in Equation 2 including our proposed instruments

are reported in Table 1. We document simulation results for all commonly used combina-

tions of decay function and normalization technique. For each combination we compute the

mean bias, the mean absolute bias and the root mean squared error. Each entry in table

1 corresponds to the t-statistic for to test whether the error metric is statistically different

from zero. Systematic differences from zero in the error metrics would indicate that the

simulated estimates are not consistent.

The sub-panel labeled misspecified refers to simulations in which the estimation assumes

an inverse distance decay function for the spatial weighting matrices, but the true decay

function is exponential. Through these simulations, we aim to get a sense for the sensitivity

of the estimation to functional form misspecification.

For the correctly specified cases, all simulated error metrics cannot be distinguished from

zero on conventional levels of statistical significance, as indicated by the small t-values in

Table 1. Thus, our method yields consistent results in this application for a short panel

setup with spatial error correlation, unobserved confounders, and multiple spillover treat-

ments. Reassuringly, the treatment coefficient estimates remain consistent even when the

functional form of the spatial decay function is misspecified. Intuitively, even if the func-

16The numerical values of the coefficients has no effect on the simulation results with respect to consistency,
as long as the assumption that φ1j , φ2j > 0 is satisfied.
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Table 1: Simulation Results: t-values for RMSE and Bias Metrics for β and φ
Parameters under Different Spatial Weight Specifications

Normalization Decay Type β1 β2 β3 β4 φ1 φ2

Panel A: Scalar Normalized
Exponential Decay
t-RMSE 1.33 0.07 1.41 1.31 0.11 0.91
t-Mbias -0.03 0.22 -0.00 0.67 0.14 -0.33
t-Mabias 1.26 0.29 1.31 1.29 0.25 1.28

Inverse Distance
t-RMSE 0.22 0.20 0.28 0.24 0.06 0.12
t-Mbias 0.02 0.03 0.06 0.06 0.06 0.16
t-Mabias 0.52 0.28 0.55 0.24 0.08 0.29

Misspecified
t-RMSE 0.19 0.18 0.19 0.17 0.94 0.91
t-Mbias -0.11 -0.11 -0.11 -0.10 0.21 0.44
t-Mabias 0.25 0.12 0.30 0.10 0.91 0.69

Panel B: Row Normalized
Exponential Decay
t-RMSE 1.33 1.16 1.45 0.13 0.12 0.12
t-Mbias -0.02 0.21 -0.07 0.05 0.15 0.12
t-Mabias 1.28 1.22 1.35 0.32 0.34 0.14

Inverse Distance
t-RMSE 1.45 1.40 1.39 1.13 0.43 0.57
t-Mbias -0.02 0.10 0.04 -0.13 0.22 0.53
t-Mabias 1.36 1.32 1.29 1.28 0.74 0.88

Misspecified
t-RMSE 1.42 0.41 1.38 0.12 1.56 0.20
t-Mbias -0.00 0.17 -0.01 0.30 -2.21 -0.23
t-Mabias 1.30 0.36 1.29 0.40 3.62 0.63

Note: Each row reports t-statistics computed from 1000 Monte Carlo replications. Values
are based on the ratio of the mean metric to its empirical standard deviation. True parameter
values are β1 = 0.6, β2 = 0.5, β3 = 0.8, and β4 = 0.7. φ1 and φ2 are decay parameters
for spatial weights. The “Misspecified” case refers to estimation with inverse distance decay
when the true decay function is exponential. Abbreviations: RMSE = Root Mean Squared
Error, Mbias = Mean Bias, Mabias = Mean Absolute Bias, t(RMSE), t(Mbias), t(Mabias)
denote corresponding t-values for each metric.



tional form is wrong, letting the decay parameter adapt endogenously still leads to a decent

approximation of spillover exposure. Of course, this means that the spatial decay parameters

are not necessarily identified correctly in the misspecified case, but we consider the causal

coefficients to be the object of more substantive interest. As pointed out in Section 2.2, the

model in Equation 2 is not identified if the spatial decay parameters are zero. In unreported

simulations we also find highly unstable behavior when estimating the model under a true

spatial decay parameter which approaches zero. Thus, we exclude spatial lags for which the

decay parameter cannot statistically be distinguished from zero in the results reported in

Section 4.17

Even though all simulations are consistent, we find that relative to the other cases, the com-

bination of scalar normalization and inverse distance decay produces very volatile results.

This is mirrored in the local trade shock application in which the scalar normalized inverse

decay specification also produces much more uncertain estimates with respect to the aggre-

gate employment effect than the others (see Appendix A2.2).

Overall we think the simulation results provide reassuring evidence, suggesting that the

subsequent causal interpretation of the results is well-founded.

3 Data

We construct a panel dataset of local labor markets at the commuting zone level for the years

1990 and 2000. For local employment by industry we rely on the aggregation of the County

Business Patterns Database by (Eckert et al., 2021). We map NAICS (North American In-

dustry Classification System) 3-digit employment from counties to commuting zone and join

it with the commuting-zone level control variables from ADH. Commuting zones are defined

according to the 1990 delineation, and we use consistent geographical crosswalks to assign

counties to commuting zones.18 We obtain 1990 commuting zone shape files required for the

17Though this point is conceptually important, in our case results are stable when including spatial lags
for which φ is numerically positive but statistically zero.

18All spatial visualizations and distance matrices used in estimation are based on this 1990 geography.
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spatial analysis from the U.S. health inequality project.19 The location of a commuting zone

is operationalized as the geographical centroid implied by the shape files. We further include

data on working-age population at the commuting zone level, using intercensal estimates

from the U.S. Census Bureau’s County Characteristics dataset.

We source the trade data used for empirical application from the United Nations Comtrade

database. The datasets contain bilateral, yearly product-level trade flows classified under

the Harmonized System (HS) for the years 1995-2007 and the Standard International Trade

Classification (SITC) for the period 1990-1995.20 To achieve harmonization of different clas-

sification schemes across years, as well as to aggregate trade flows to a sectoral level, we

perform trade data concordance between the HS and SITC classifications and the NAICS

system. The concordance procedure maps 4-digit product codes from the HS and SITC

classification systems to corresponding 4-digit NAICS sectors using standardized crosswalks.

This mapping relies on the concordance package in R, which implements official correspon-

dence tables and reweighting procedures for partial matches (Liao et al., 2020). We then

reweigh product-level trade flows by proportionally allocating each trade value across its

matched NAICS 4-digit industries according to concordance shares. Specifically, each prod-

uct code from the HS or SITC classification is mapped to one or more NAICS sectors using

standardized concordance tables, and the trade value is distributed across matched sectors

in proportion to their concordance weights. This approach ensures that aggregated trade

values at the industry level reflect the underlying product composition of trade, accounting

for many-to-many and partial matches between classification systems.

Finally, to measure upstream and downstream industry inter-dependency in our drivers anal-

ysis, we rely on the industry-by-industry use tables from the Input-Output Accounts Data

at the Bureau of Economics Analysis (BEA) by the U.S. Department of Commerce.21

19See: https://healthinequality.org/data/
20The latter is used for earlier years due to greater coverage
21Since we are interested in overall rather than first-order dependence, we transform the use- into total

requirement tables by computing the technical coefficient and Leontief inverse matrices. Unfortunately, the
BEA tables only contain information on 18 out of the 21 manufacturing industries we analyze. Thus, our
input-output analysis excludes beverage & tobacco manufacturing as well as well as textile product mills

19



4 Results

4.1 Local Spillover Effects & Distributional Implications

In Table 2, we present the detailed treatment coefficient estimates by industry from our main

specification. A separate table detailing the associated decay parameters estimated for each

industry is reported in Appendix A2.1. The standard errors are bootstrapped as detailed in

Section 2.2 and Appendix A1.3. Before analyzing their impact on aggregate employment,

we assess whether our results point to the existence of spillovers between commuting zones

on the local level. Overall, our estimates suggest significant inter-dependencies between

commuting zones as formalized by the spillover treatments in Section 2.2. Specifically, we

find indirect effects which are statistically strongly different from zero in almost all NAICS

3-digit manufacturing industries, as reported in Table 2. Importantly though, the magnitude

of the indirect effect coefficients in Table 2 cannot be directly interpreted in economic terms

due to their dependence on the spatial decay parameters and the distribution of the treatment

variable. Thus, a small coefficient can be economically quite sizable if its respective decay

parameter or treatment variable is also small. The signs of the coefficients however are

interpretable, though it is not clear from Table 2 whether the positive or negative effects

dominate overall. Therefore, we will subsequently report results by mapping the regression

coefficients in Table 2 into predicted job losses.

In these terms, the overall indirect effect of the trade shock on commuting zones is on

average positive. This is consistent with the structural literature which suggests that overall,

inter-dependencies mitigate the negative employment effect of trade shocks (Caliendo et al.,

2019). Though these estimates are informative about the magnitude of cross-commuting

zone effects, they do not yet tell us much about the channels which drive them. We relegate

this discussion to Section 4.3, in which we argue and provide evidence that these spillovers

and leather products manufacturing. However, each of these industries employs less than 100’000 workers by
2010 and we thus consider it unlikely that their omission in the input-output analysis substantially affects
our results.
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Table 2: Sector-wise Estimates: Direct and Indirect Effects

NAICS Description Direct Effect Indirect Effect

Own Ind Other Ind Own Ind Other Ind

311 Food -0.014** -0.001 0.026*** 0.070***
(0.006) (0.001) (0.008) (0.004)

312 Beverage & Tob. -3.523*** -0.002** 0.886*** -0.003**
(0.069) (0.001) (0.193) (0.001)

313 Textile Mills -0.109*** 0.017*** -0.022*** -0.010***
(0.001) (0.001) (0.002) (0.002)

314 Textile Product Mills -0.009*** -0.002*** -0.001 0.009***
(0.000) (0.000) (0.001) (0.001)

315 Apparel -0.019*** 0.006*** 0.004*** 0.073***
(0.001) (0.001) (0.000) (0.007)

316 Leather -0.007*** 0 0.002* -0.017***
(0.000) (0.000) (0.001) (0.003)

321 Wood -0.017*** 0.010*** 0.005*** 0.027***
(0.001) (0.001) (0.002) (0.000)

322 Paper -0.037*** 0.003*** 0.005*** -0.007***
(0.005) (0.000) (0.002) (0.001)

323 Printing etc. -0.018*** 0.004** 0.025*** -0.012***
(0.000) (0.002) (0.006) (0.002)

324 Petroleum and Coal -0.197*** 0 0.040*** 0.003***
(0.002) (0.000) (0.003) (0.001)

325 Chemicals -0.036*** 0.004*** -0.001 0.002
(0.000) (0.001) (0.005) (0.002)

326 Plastics and Rubber -0.007*** 0.008*** -0.231*** 0.052***
(0.001) (0.001) (0.005) (0.001)

327 Nonmetallic Minerals -0.029*** 0.006*** 0.008*** 0.080***
(0.001) (0.002) (0.001) (0.003)

331 Primary Metals -0.016*** 0.021*** -0.076*** 0.040***
(0.001) (0.001) (0.019) (0.013)

332 Fabricated Metals -0.018*** 0.021*** 0.005 0.012***
(0.002) (0.002) (0.007) (0.004)

333 Machinery -0.013*** 0.040*** 0 0.015***
(0.000) (0.006) (0.001) (0.004)

334 Computers and Electronics -0.007*** 0.015** 0.006*** -0.075***
(0.002) (0.006) (0.002) (0.009)

335 Electrical Equipment etc. -0.011*** 0.011*** 0.001*** 0.006
(0.001) (0.001) (0.000) (0.004)

336 Transportation Equipment -0.009 0.015*** -0.012 -0.019*
(0.006) (0.002) (0.013) (0.010)

337 Furniture etc. -0.004*** 0.004 -0.002*** 0.007***
(0.000) (0.003) (0.001) (0.002)

339 Miscellaneous -0.006*** 0.009*** 0.002 0.005*
(0.002) (0.001) (0.004) (0.003)

Note: Estimates from the scalar normalized, fully instrumented specification under exponential
decay parameterization forW(φ). The first column refers to β1 for each industry, the second to
β2, the third for γ1, and the fourth to γ2. Significance levels are denoted as ∗p<0.1; ∗∗p<0.05;
∗∗∗p<0.01.



transmit through the product- rather than the labor market.

In the Appendix Table A2.1 we report the spatial decay parameters which are jointly esti-

mated with the coefficients from Table 2. These estimates underline a point already made by

Tan et al. (2025), namely that it is important to allow decay parameters to vary by spatial

lag. Clearly, the decay parameters for own industry and other industry spillover treatments

differ quite significantly, such that setting φ1j = φ2j would be rejected by a likelihood ratio

test.

In terms of the direct effects, the estimated results in Table 2 mostly concur with our a

priori expectations. We know from ADH that the coefficient estimates in the first column,

i.e., the direct effect of local own-industry import competition, should be negative, at least

for manufacturing jobs overall. Consequently, also we find strongly negative coefficients on

this variable for all industries we analyze. With respect to a local shock in other manufac-

turing industries’ import competition, we expected to find positive coefficients, since labor

may be reluctant to move geographically, but does change sector in response to local trade

shocks (Autor et al., 2025). If import competition leads to job losses in other industries, we

expect, all else equal, some substitution into the own manufacturing industry since skills are

likely to be substitutable to some degree between different manufacturing industries. This is

consistent with the positive coefficients on x̃ijt, which we find in almost all industries. The

exception, are beverage and textile product manufacturing for which these coefficients are

negative, though still small in absolute magnitude.22

In order to map these coefficients into actual job losses, we follow a similar strategy as ADH

and Acemoglu et al. (2016), though in our case the China shock affects several treatment

variables (own and other industry competition as well as their spatial lags). Adapted to our

setup, counterfactual employment LCF
ijt in industry j, commuting zone i and time t is:

22One way to explain this result is that the employment substitution effect has a smaller, counteracting
force related to local demand for final goods. If manufacturing import competition in other industries leads
to job losses and lower disposable income for some part of the population, this would negatively affect local
demand for final goods. This channel may be disproportionally strong for textile product, food, and beverage
manufacturing since they sell their products mostly on the final- rather than the intermediate goods market.
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LCF
ijt = Lijt −

∑
k∈S

βk
j∆τ kj Wpopijt (4)

In which S is the set of treatments which are statistically distinguishable from zero and

∆τ kj is the change in the k−th counterfactual treatment variable for industry j attributed to

productivity gains in China.23 Applying Equation 4, we obtain the predicted overall impact

of the China shock on total manufacturing jobs in each U.S. mainland commuting zone.24

Though this masks substantial industry heterogeneity to which we will return in Section 4.2,

the total manufacturing employment impact is an important benchmark, since this is what

much of the literature including ADH is focused on. The geography of these impacts for

the 2000 to 2010 time period is illustrated in Figure 1. On average, our predicted local job

losses are less severe than in ADH. This is expected if spillovers mitigate the overall impact

of the China shock. However, it should be noted that this difference to previous estimates

is quite heterogeneous across regions. Concretely, our specification implies less drastic job

losses in the Mid Atlantic and Pacific region, but also exacerbated negative effects for the

South Atlantic and West North Central commuting zones. The most striking difference is

in the Pacific region, in which our estimates imply that on average about 2300 fewer jobs

were lost due to the China shock than predicted by ADH. We visualize the geography of

these differences in detail in Appendix A2.2. Overall, our specification implies a shift of the

employment burden of the trade shock from north to south on the east coast and away from

the west coast relative to the previous literature.

Another result contrasting with prior estimates is that our model implies a substantial share

(about 15%) of commuting zones having gained from the shock in terms of manufacturing

employment. These are the labor markets in the lightest color bin in Figure 1. Under the

ADH specification, these 15% of commuting zones were predicted to have lost on average

23Thus, ∆τkj is the observed change in the treatment variable multiplied with the share of Chinese export

growth attributed to productivity gains. ADH shows that this share is given by the adjusted R2 of the
first-stage regression. We follow their strategy to identify it separately for xijt and x̃ijt in every industry.

24Specifically, the impact of the shock in each industry is Lijt−LCF
ijt . The overall impact on manufacturing

employment is simply the sum across industry level treatment effects.
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Figure 1: Predicted impact of the China shock on manufacturing employment 2000 to 2010.

Note: Counterfactual employment in each commuting zone is based on Equation 4 and summing over
industries. We choose to visualize the impact in the second time period (2000 to 2010), since most of the
shock materialized then.

almost 1200 manufacturing jobs, whereas our specification suggests average gains of about

422 jobs in these local labor markets. As visualized in Figure 1, these net winners mostly

concentrate in the central U.S. and Florida. Those are regions which tend to specialize

in sectors for which the net impact of the China shock was positive, such as furniture or

machinery manufacturing (see Section 4.2).

Overall, the results imply that commuting zone inter-dependencies shape the impact of the

China shock significantly and meaningfully alter the spatial distribution of the employment

burden from import competition.

Local Correlation Validity Checks. How precise are our local impact estimates relative

to the previous literature? While we do not have a ground truth to which we can compare our

impact estimates, one natural approach is to investigate how well our predicted employment

impacts are correlated with known outcomes of the China shock other than manufacturing
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job destruction. There is a vast range of such outcomes which have been studied in recent

years. Some examples are marriage rates and fertility (Autor et al., 2019), life expectancy

(Pierce and Schott, 2020), wages (Chetverikov et al., 2016), or voting behavior (Rodrik,

2021; Autor et al., 2020) to just name a few. Given the volume of this literature, we consider

it the most transparent approach to correlate our impact estimates with the alternative

outcomes studied in ADH itself, listed in Table 3 (and Table 8 in ADH respectively). We

Table 3: Adjusted R² and F-statistics (in parentheses)

Our Estimates ADH Estimates

∆ Total Income Transfers 0.029 (44.01) 0 (0.32)
∆ TAA Transfers 0.052 (80.05) 0.003 (4.8)
∆ Unemployment Transfers 0.031 (47.23) 0.01 (16.25)
∆ Social Security Retirement 0.006 (10.11) 0.001 (2.33)
∆ Social Security Disability 0.017 (26.36) 0 (0.54)
∆ Federal Income Transfers 0.029 (44.51) 0.003 (5.62)
∆ Education Transfers 0.028 (42.91) 0.01 (16.12)
∆ Medical Transfers 0.013 (19.89) 0.001 (0.01)

Note: Reported R2 and F-statistics are obtained from univariate commuting
zone level regressions of the column variables on our and ADH predicted job loss
estimates. For details on the computation of the variables in the first column,
refer to Table 8 in ADH.

report correlation results of all secondary outcomes studied in ADH with our predicted local

manufacturing job impacts as well as the ones implied by ADH estimates in Table 3. The first

number in each cell represents the adjusted R2 of the regression and the parenthesis reports

the corresponding F-statistic. Both numbers are a measure of how well the variation in the

alternative outcome can be explained by a simple uni-variate regression on the manufacturing

employment loss predicted by us and ADH. We expect that our impact estimates should

correlate better with these known outcomes of the China shock since incorporating spillovers

and sectoral heterogeneity gives our model more flexibility. Yet, a higher correlation with

these outcomes is not mechanical since they are out of sample and there is a bias-variance

trade-off involved in incorporating new terms in a model such as our spillover treatments.
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Our aim with this correlation exercise is to show that the added complexity of our model

indeed does lead to more precise local impact predictions. The results are reassuring that

including commuting zone inter-dependencies improves local explanatory power of the shock

since both F-statistics and R2-s increase substantially and uniformly for our treatments, as

reported in Table 3.25 Even though this is only suggestive evidence, it is robust26 and thus

increases our confidence in arguing that our local impact estimates paint a more precise

picture of the distribution of job losses across commuting zones than the previous literature.

4.2 Aggregate Results

Having established that spillovers matter locally, we turn to investigate how these results

translate into aggregate outcomes. In terms of the point estimate, the nation-wide effect of

Chinese import competition is mitigated substantially. Specifically, including spillovers into

our model decreases predicted aggregate job losses from 1.44 million to about 0.91 million.

The former estimate, based on a specification that excludes spillovers, is remarkably close

to the aggregate impact predicted by ADH, which lies at about 1.5 million lost manufactur-

ing jobs.27 Also our point estimate when including spillovers is consistent with the existing

literature, which uses calibrated structural models rather than reduced form techniques to

take inter-dependencies into account. Specifically, our 0.91 million job loss estimate corre-

sponds to about 15.7% of the total observed manufacturing job decline in the US, which is

25Part of the increased explanatory power in our model is driven by including spillovers and part by
industry heterogeneity. We show this by reproducing Table 3 in Appendix A2.1, but comparing our estimates
including only direct effects with our model including direct and indirect effects. The explanatory power
of the direct effects model is generally in between the full model and the ADH estimates, suggesting that
about 60-70% of the difference in Table 3 stems from industry heterogeneity with the being accounted for
by measuring inter-dependence.

26Most importantly, since ADH estimates the impact of the China shock on the variables reported in
Table 3 also in log changes, we report an equivalent table for log changes in Appendix A2.1 as a robustness
check. Still, R2 and F-statistics rise uniformly with the exception of medical transfers, but this is also the
only variable for which ADH does not find a change in response to the China shock.

27In terms of the share in the employment decline explained by the China shock this is about one-fourth.
This is also similar to the manufacturing effect predicted by Acemoglu et al. (2016) when taking sectoral
linkages and aggregate demand into account.
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very close to the share estimated by Caliendo et al. (2019).28 Thus, our approach can ra-

tionalize the difference between these papers. Our conclusion however differs from Caliendo

Figure 2: Aggregate Employment Effects

Note: Industry level aggregate effects are estimated using the counterfactuals obtained in Equation 4. The
blue models only include direct treatments whereas the orange total effect also includes spillovers. Industry
codes on the x-axis are Naics 3-digit manufacturing sub-industry classifications. Standard errors are based
on outlier-robust variance-covariance matrices from the bootstrapped coefficient estimates.

et al. (2019) in the sense that we report considerable uncertainty around these aggregate

estimates. For the direct effect only specification, which excludes spillovers, we estimate an

aggregate standard error of 0.27 million manufacturing jobs around the implied total job

loss. The full specification which additionally captures indirect effect features an aggregate

standard error of 0.31 million jobs. Thus, we cannot reject the null hypothesis that these

aggregate impacts differ from each other on the 95% significance level. In other words, even

though our point estimates rationalize the discrepancies observed using varying approaches

in the prior literature, our model implies that the estimated differences are not statistically

28Concretely, the Caliendo et al. (2019) estimate this share to be 16%. We compare our estimates to
theirs in shares rather than absolutes, since Caliendo et al. (2019) focus on the years 2000-2007 whereas
we follow ADH in considering the 1990-2010 period. For our computation, we take the difference between
the aggregate manufacturing employment in the US in December 1990 and December 2010 according to the
Federal Reserve Economic Data (FRED).

27



distinguishable from zero at conventional significance levels, albeit economically meaningful.

Thus, the approach followed by ADH to scale up local estimates without considering inter-

dependencies appears to produce valid results for the overall manufacturing impact of the

China shock.

The same is however not true when looking at aggregate job impacts on an industry-by-

industry basis. While in most industries including spillovers does not change total impacts

significantly from a statistical standpoint, there are a few in which it does. Thus, if one were

specifically interested in the aggregate impact of the China shock on Petroleum, Coal, or

Furniture manufacturing ignoring spillovers would lead to misguided conclusions about the

aggregate effect.29 It is also worth pointing out that in some industries, including spillovers

in the specification may not significantly change the point estimate, but mproves estimation

precision by substantially reducing standard errors. In other words, spillovers may be quan-

titatively small in the aggregate but still explain much variation in the error term, leading

to more precise overall impact estimates. Examples of this in Figure 2 are the industries

322, 326, and 336.

How is it possible that spillovers are statistically significant locally, but not in the aggregate

for most industries? One factor is that cross-commuting zone spillovers of the own industry

and other industries could have opposite signs, such that they cancel each other out. As is

evident from Table 2, this is the case for some, but not all industries. Moreover, as spec-

ified in Equation 4, commuting zones are weighted by their working age population when

mapping regression estimates into job losses. It turns out that on average, smaller com-

muning zones are more exposed to spillovers. Thus, they are impacted significantly locally,

but down-weighed in the aggregate. Finally, the covariance structure of spillover and direct

effect coefficients matter. In practice, their covariance is often positive in this application,

leading to larger standard errors in the aggregate.

29These industries correspond the the NAICS codes 324 and 337 in Figure 2.
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4.3 The Drivers of Inter-dependencies

Our estimation strategy identifies spillovers as a treatment effect, but does not apriori point

to the mechanisms underlying their propagation. In this section, we aim to shed light on

some of the channels driving the observed inter-dependencies across local labor markets fol-

lowing an import competition shock.

The direction of spatial spillover effects in response to a trade shock are a priori ambiguous.

Table 4: Input-Output Linkages Regressions

Dependent variable: Spillovers per worker

Downstream exposure per worker 1.093∗∗∗ 1.089∗∗∗ 1.113∗∗∗ 0.783∗∗∗

(0.264) (0.264) (0.245) (0.295)
Upstream exposure per worker −0.818∗∗∗ −0.777∗∗∗ −0.839∗∗∗ −0.779∗∗∗

(0.259) (0.259) (0.242) (0.260)

Time Dummies × ✓ ✓ ✓
Regional Dummies × × ✓ ✓
ADH Controls × × × ✓
Observations 1,444 1,444 1,444 1,444
Adjusted R2 0.022 0.027 0.202 0.223

Note: Upstream and downstream exposure of manufacturing industries are computed based
on the 1992 Bureau of Economic Analysis use table’s Leontief inverse. Commuting zone
exposure is calculated multiplying each industry’s total upstream/downstream dependence
with its employment share in the relevant commuting zone. The reported overall exposure
variables sum over this measure for all manufacturing industries. ADH controls refers to
the full set of control variables employed by Autor et al. (2013). For readability, coefficients
and standard errors are scaled by 100. Significance levels are denoted as ∗p<0.1; ∗∗p<0.05;
∗∗∗p<0.01.

In the labor market, theory suggest that substantial positive spillovers could arise if workers

migrate from adversely affected to neighboring regions in search of employment (Caliendo

et al., 2019; Galle et al., 2023). However, the existing reduced form evidence suggests that

labor relocation in response to the China shock is much more modest. ADH find no effect

of the China shock on local population growth and Autor et al. (2025) even report that and

outwards mobility is reduced. Our own estimates of the effect of import competition on
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working-age population growth confirm these findings: We detect no significant increase in

population outflows. If anything, we find a positive effect of the shock in some industries on

population growth, which would be consistent with the results in Autor et al. (2025). The

sole exception is a shock in coal and petroleum manufacturing import competition, for which

we do find reduced population growth rates. However, given the relatively small magnitude

of that industry, we interpret this effect as second-order. Details on these results can be

found in Appendix A2.3. It should be noted however, that labor market adjustment may

occur through changes in commuting patterns rather than residential relocation. If displaced

workers seek employment in neighboring commuting zones without moving their residence,

this would generate positive spillovers in employment, but would not be detected as a pop-

ulation outflow.

Product market linkages provide another plausible transmission channel. Manufacturing

firms in connected commuting zones may participate in supply chains as either costumers

or suppliers. Acemoglu et al. (2016) estimate that within commuting zones, import compe-

tition in upstream linked industries affects employment growth negatively whereas the sign

of downstream effects is ambiguous. It is however not immediately clear, whether the same

holds true across commuting zones. Our evidence suggests that industry linkages on the

product market could be an important driver of cross-commuting zones spillovers. Specifi-

cally, local labor markets which specialize in industries that are highly exposed to upstream

shocks tend to experience more negative spillovers relative to their working age population.

The opposite is true for upstream exposure. To operationalize this, we construct upstream

and downstream exposure measures using the 1992 Bureau of Economic Analysis use ta-

ble. To account for higher-order linkages, we apply the Leontief inverse of the input-output

matrix. Following Acemoglu et al. (2016), we use the 1992 table as it largely predates the

China shock, ensuring that linkages are not yet endogenous to import penetration. Com-

muting zone exposure is computed by weighting each industry’s exposure by its employment

share within the zone, and overall exposure sums this measure across all manufacturing in-
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dustries. Though this is only suggestive evidence based on conditional correlations, it does

appear highly robust, as summarized by the regressions in Table 4. Moreover, the opposite

sign of down- and upstream exposure is consistent with the theory and findings in Acemoglu

et al. (2016). Thus, we consider this strong evidence in support of spillovers propagating on

the product market, with upstream shocks leading to negative and downstream shocks to,

on average, positive spillovers.

A third channel could be demand spillovers via the final goods market. Though some ex-

posed local labor markets suffered real income losses due to import exposure, most gained

substantially (Galle et al., 2023). Thus, on average, final goods demand should have risen in

most connected commuting zones. This may however not hold true in the most negatively

affected regions, which geographically cluster together (as is evident from Figure 1). Yet,

this remains speculative as we lack cross-commuting-zone data on sales by industry and

destination to empirically assess this mechanism.

Each of these channels is likely to be at work to some degree. Yet, we interpret this evidence

as supportive of the hypothesis that spillovers mostly propagate in the product market rather

than through labor mobility. Specifically, downstream linkages amplify positive spillovers,

whereas upstream linkages exacerbate negative ones. This indicates that a substantial part of

the heterogeneity in observed spillovers could be explained by input-output linkages, though

a structural approach would be more suited to a precise decomposition than our reduced

form model.

5 Conclusion

In this paper, we build on recent developments in spatial econometrics to aggregate the ef-

fects of locally estimated trade shocks to national outcomes. Applying our estimator to the

case of Chinese import competition in the U.S., we find that accounting for general equilib-

rium spillovers reduces the estimated aggregate employment loss from approximately 1.42
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million to 0.91 million. Though spillovers are highly significant at the local level, the aggre-

gate difference is not. As such, we cannot confirm the hypothesis that neglecting spillovers

overstates the national employment impact of the China shock. However, this result masks

substantial heterogeneity: for several manufacturing sub-industries, the aggregate effect dif-

fers significantly once spillovers are incorporated, highlighting the importance of accounting

for inter-dependencies when aggregating local reduced-form estimates.

At the local level, we provide suggestive evidence that our model paints a more accurate

picture of employment losses than the previous literature. Though the average commuting

zone is better off when taking spillovers into account, there is strong regional heterogene-

ity. Specifically, we find that the Mid-Atlantic and Pacific regions experienced fewer job

losses than previously estimated, while the West North Central and South Atlantic regions

suffered more pronounced declines. Our results suggest that approximately 15% of local

labor markets emerge as net winners of the China shock in terms of manufacturing employ-

ment. Regarding underlying mechanisms, our evidence points to the product market - as

opposed to labor mobilty - as the main channel through which spillovers propagate. We find

that exposure to shocks in upstream industries is associated with negative spillovers, while

downstream linkages are correlated with positive indirect effects, underscoring the role of

production networks in shaping inter-regional dependencies.

Overall, the issue of mapping locally estimated treatment effects to national outcomes re-

mains a central issue in economics. We argue that, with appropriate adaptations, the

methodology proposed here could find application in other fields facing this challenge.

32



A1 Appendix

A1 Estimation Framework

A1.1 Second Order Conditions

This section reports the second order conditions of the model developed in Section 2.2 with

respect to the spatial decay parameters. These are necessary to see that the likelihood

may not be globally convex and therefore to check solutions which satisfy the first-order

conditions. We have:
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= −tr
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1jΣ
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j
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And the equivalent expression for φ2j. For the cross-derivative we have:

∂2L
∂ρ1j∂φ2j

= −tr

(
∂W(φ1j)

∂φ1j

ΘT
1jΣ

−1
j Θ2j

∂W(φ2j)

∂φ2j

Ω

)
(6)

Note that the sign of both Equation 5 and 6 depends on Θ1j and Θ2j, which in turn

contain data of arbitrary sign and covariance structure. Thus, the Hessian of the log likeli-

hood with respect to φj could be locally indefinite or positive definite. Therefore, it is not

guaranteed that the problem is globally convex and global optimization strategies should be

used to solve for the decay parameters after concentrating out all other coefficients.

A1.2 The General Likelihood

In the main text we discuss a version of the estimator which is tailored to the local trade

shocks application. In general however, an arbitrary number of spatial lags could be esti-

mated, as in Tan et al. (2025). Moreover, one could also allow for a Durbin term, i.e., a
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spatial lag of the outcome variable in the model - though we omit this term in our application

since we only include spillover coefficients for which we have credibly exogenous variation.

In this general version of the model, denote l the number of spatially lagged treatment co-

efficients and ρW(φ0)y the Durbin term in which ρ is a spatial autoregressive coefficient

and φ0 is a spatial decay parameter.30 The first l columns of X and Z are now treatment

variables and the next l columns their spatial lags. These are followed by K control columns

(including an intercept) and finally the W(φ0)y column. Thus, X and Z are now of dimen-

sion NT × 2l +K + 1. Also the coefficient terms are augmented accordingly such that β is

of length 2l+K + 1 (with the last entry being ρ) and Γ is 2l+ k+ 1× 2l. Similarly, φ now

is an l + 1-vector. Then, the likelihood of the whole system is:

L(β,Σ,Γ,φ) = −NT (k + 2l + 1)

2
ln(2π)− NT

2
ln(|Σ|) + T ln(|INT − ρW(φ0)|)−

1

2
tr


 (y −Xβ)T

(X(:,1:2l) − ZΓ)T


T

Σ−1

 (y −Xβ)T

(X(:,1:2l) − ZΓ)T

Ω

 (7)

In which INT is an NT×NT identity matrix. The first and second order conditions follow

similarly as in Section 2.2 and Appendix A1.1. Once more, the problem is not guaranteed to

be globally convex with respect to the elements of φ, such that global optimization methods

are recommended.

A1.3 Details on Computation

There are a few subtleties involved in estimating the model detailed in Section 2.2. One is

that we include regional dummies as control variables in all specifications, but also use spa-

tially clustered subsamples for our bootstrapping procedure. Therefore, it can occur that in

some bootstrap iterations, a given region is entirely omitted, leading to multicollinearity in

the regional dummy variables. To avoid this issue, we have to exclude the constant regional

dummy implying that some iterations effectively have one less control variable.

30In this general version, we omit industry subscripts for more concise notation.
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Another point which should be mentioned with respect to the bootstrap is the type of opti-

mization method used to compute φj. As highlighted in Section 2.2, we recommend using

a global optimizer, which we do for the full sample and point estimates. However, using a

global optimizer for each bootstrap iteration to compute uncertainty would make the prob-

lem computationally too expensive. Therefore, we resort to a gradient-based optimization

method which is initialized at the full-sample optimum for each bootstrap iteration. We

consider this reasonable since the full sample optimum provides us with a strong prior of the

vicinity of the domain in which the bootstrapped estimates may lie.

Finally, it should be noted that, even though the space of the decay parameters is in theory

unbounded in the positive domain, we have to impose an upper bound on them such that

the spatial weighting matrix remains computable (i.e., does not produce numbers so small

that they are returned as not available). We consider this innocuous however since only very

few iterations converge to this upper bound and even before reaching it most entries in the

spatial weighting matrix essentially converge to zero.

A2 Results Appendix

A2.1 Local Results

We document the decay parameters we estimate associated with our main specification in

Table 5 by industry. The magnitude of the decay parameter itself is not well interpretable,

but it should be noted that in most industries φ1 differs significantly from φ2. This high-

lights the importance of allowing decay parameters to vary across spatial lags rather than

imposing a uniform parameter for all variables. As discussed in the main text we exclude

spatial lags for which the decay parameter cannot be distinguished from zero in a one-sided

t-test, since the model would not be identified if φ = 0. Note however, that our results are

not sensitive to this and including these spatial lag only changes the aggregate predicted job

losses minimally (from about 0.91 to 0.93 million).

Mapping the coefficients in Table 2 into local manufacturing employment effects, we obtain
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Table 5: Estimates of spatial decay parameters by industry

Industry φ1 φ2

311 1.02 (0.40) 12.72 (0.01)
312 1.41 (0.63) 1.88 (0.73)
313 12.69 (3.94) 5.39 (5.11)
314 45.42 (13.17) 41.83 (13.65)
315 28.96 (0.05) 2.72 (1.50)
316 1.13 (1.11) 0.59 (0.15)
321 9.94 (0.13) 0.00 (0.34)
322 4.11 (0.53) 10.83 (0.10)
323 20.41 (1.66) 10.11 (2.70)
324 1.62 (0.95) 13.73 (0.12)
325 6.52 (11.78) 12.10 (6.54)
326 13.08 (0.18) 4.75 (1.06)
327 2.97 (0.29) 10.17 (0.04)
331 9.40 (0.08) 3.05 (0.75)
332 4.34 (0.43) 1.90 (0.71)
333 3.82 (4.43) 12.44 (2.06)
334 3.74 (0.46) 14.54 (0.11)
335 3.77 (0.02) 1.16 (0.56)
336 16.75 (0.17) 3.70 (0.62)
337 12.01 (0.00) 0.01 (0.20)
339 13.35 (0.05) 0.23 (0.41)

Note: For each industry, the reported decay parameters are estimated jointly with the
other components of the model, as detailed in Section 2.2. Standard errors are reported
in parentheses.

Figure 1 in the main text. We can obtain the same mapping for the effects implied by ADH

and plot the difference between our and ADH local predicted manufacturing losses. This al-

lows us to visualize the the difference in the geographical distribution of job losses discussed

in Section 4.1. We plot this difference in Figure 3, in which blue commuting zones indicate

that ADH predicts higher job losses than we and orange the implies the opposite. This

visualization underlines the geographic differences highlighted in Section 4.1. The mitigated

employment losses in the Pacific mid-Atlantic region are clearly visible. Additionally, we

predict that Florida was hit much less hard by the shock than previously presumed. How-

ever, we also predict even heavier losses than the existing literature in south Atlantic local

labor markets, which was already thought to be among the most affected regions.
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Figure 3: The difference between our and ADH predicted effects of the China shock on
manufacturing employment 2000 to 2010.

Note: Counterfactual employment in each commuting zone is based on Equation 4 and summing over
industries. We choose to visualize the impact in the second time period (2000 to 2010), since most of the
shock materialized then.

In Section 4.1 we benchmark the correlation of our and ADH local predicted effects by cor-

relating them with a series of known outcomes of the China shock. Table 6 and 7 provide

more details on that analysis. Firstly, Table 6 shows that the results from the main text

hold also under a log specification (which is the alternative specification ADH use in Table

8). The exception are the medical transfers and social security disability insurance outcome

variables, for which ADH impacts actually correlate slightly better than ours in the log spec-

ification. It should be noted however, that in the case of social security disability benefits

both correlations are insignificant. And we consider the medical transfers the least informa-

tive variable in this exercise, since it is the only one for which ADH actually do not detect a

significant impact of the China shock. Therefore, we argue that overall Table 6 corroborates

the interpretation of Table 3 in the main text.

Our model is substantially higher parameterized than ADH and naturally the question comes

up which additional feature drives this heightened precision. Specifically, one may be con-
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Table 6: Adjusted R² and F-Statistics (in parentheses)

Our Estimates ADH Effect

Log Change in Total Income Transfers 0.019 (29.45) 0.001 (3.16)
Log Change in TAA Transfers 0.001 (2.68) 0 (1.18)
Log Change in Unemployment Transfers 0.016 (24.33) 0.006 (9.16)
Log Change in Social Security Retirement 0.005 (7.94) -0.001 (0.23)
Log Change in Social Security Disability -0.001 (0.25) 0 (0.28)
Log Change in Federal Income Transfers 0.026 (39.32) 0.005 (8.95)
Log Change in Education Transfers 0.017 (25.87) 0.006 (9.96)
Log Change in Medical Transfers 0 (0.38) 0.002 (3.68)

Note: Reported R2 and F-statistics are obtained from univariate commuting zone level regres-
sions of the column variables on our and ADH predicted job loss estimates. For details on the
computation of the variables in the first column, refer to Table 8 in ADH.

cerned that the higher correlations are driven by allowing for industry heterogeneity rather

than allowing for spillovers. In Table 7 we aim to show that both of these additions con-

tribute substantially to the precision of our estimates. To this end, we compare our model

ignoring spillover terms (direct effect) with the full specification (total effect) also featuring

commuting zone inter-dependencies. Evidently, the total effect including spillovers correlates

Table 7: Regression Results: Adjusted R² and F-Statistics (Level Change)

Direct Effect Total Effect

Change in Total Income Transfers 0.018 (26.87) 0.029 (44.01)
Change in TAA Transfers 0.047 (71.72) 0.052 (80.05)
Change in Unemployment Transfers 0.027 (41.56) 0.031 (47.23)
Change in Social Security Retirement 0.002 (4.38) 0.006 (10.11)
Change in Social Security Disability 0.009 (14.66) 0.017 (26.36)
Change in Federal Income Transfers 0.024 (36.18) 0.029 (44.51)
Change in Education Transfers 0.03 (45.86) 0.028 (42.91)
Change in Medical Transfers 0.006 (9.44) 0.013 (19.89)

Note: Reported R2 and F-statistics are obtained from univariate commuting zone level
regressions of the column variables on our and ADH predicted job loss estimates. For
details on the computation of the variables in the first column, refer to Table 8 in ADH.

substantially better with all outcomes, indicating that commuting-zone inter-dependencies

contribute substantially to the heightened precision of our estimates. The exception are ed-
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ucational transfers, for which the F-statistic of the direct effect only specification is slightly,

but not significantly, higher.

A2.2 Aggregate Results

The aggregate results in our main specification impose an exponential decay scalar normal-

ized parameterization of the estimated spatial weighting matrices, as detailed in Section 2.2.

Here, we show how the aggregate results change when deviating to other common param-

eterizations. As summarized in Table A2.2, the results remain remarkably stable across

Table 8: Aggregate Employment Effects

Row Normalized Scalar Normalized

Exponential Decay -0.881 (0.342) -0.906 (0.304)
Inverse Distance -0.947 (0.328) -1.443 (0.437)

Note: Each aggregate effect is expressed in millions of manufacturing jobs.
Standard errors are reported in parenthesis.

different parameterizations. The exception is the scalar normalized inverse distance speci-

fication, for which both the aggregate effect and the uncertainty around it is substantially

higher. However, as pointed out in Section 2.3, this specification is also quite instable and

highly volatile in our Monte Carlo simulations, such that we somewhat discount it. The

other three combinations of decay function and weighting matrix normalization all yield re-

sults with numerically very similar and quantitatively equivalent interpretations as our main

result (which is in the upper right corner of Table A2.2).

A2.3 Drivers of Inter-dependencies

While the results of our product market mechanism analysis are reported in the main text,

this section documents our regression results for the labor market drivers of spillovers. Sim-

ilarly to ADH, we modify our main specification to check for a causal effect of import

competition on commuting zone working-age population growth.31 This exercise confirms

31The only difference is that we do it on the industry level rather than manufacturing employment overall.
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Table 9: Population IV Estimates: Effect of Industry Import Competition Exposure on
Working-Age Population Change

Dependent Variable: 100 ∗∆ log working-age pop

Industry (NAICS) Estimate p-value

311 0.036** 0.023
312 -0.805 0.396
313 0.018** 0.026
314 0.005** 0.023
315 0.003* 0.053
316 0.002 0.179
321 0.004 0.580
322 0.010 0.240
323 0.006 0.687
324 -0.249*** 0.001
325 -0.004 0.434
326 0.011** 0.042
327 0.007 0.383
331 -0.003 0.235
332 -0.006 0.356
333 -0.002 0.445
334 0.000 0.420
335 0.004** 0.048
336 -0.004 0.397
337 0.004*** 0.005
339 0.003 0.123

Note: Regressions include controls for lagged manufacturing
share, year fixed effects, education, foreign-born share, female
employment, task routineness, and regional dummies (the full
set of control variables in ADH). Significance levels are denoted
as ∗p < 0.1, ∗∗p < 0.05, ∗∗∗p < 0.01.

the corresponding results in ADH with our data and on the NAICS 3-digit level: The trade

shock does not appear to lead to detectable working-age population outflows.32 We esti-

mate these effects by running our main specification without spillover terms and x̃ijt, only

using zijt as an instrument for xijt, but including all control variables as well as regional

and census division dummies. The dependent variable is ∆ln(Wpopijt). The corresponding

industry-by-industry coefficients are reported in Table 9. These results point to labor mo-

bility playing a limited role as a mechanism driving cross-commuting zone spillovers, with

the caveats highlighted in Section 4.3 in the main text.

32With the exception of 324 Coal and Petroleum manufacturing, as discussed in Section 4.3.
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