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ABSTRACT

Artificial intelligence (AI) has ceased to be a collection of discrete tools. It is now a general-purpose cognitive 
infrastructure—an expanding layer that mediates learning, resource allocation, decision-making, and power across 
economies and polities. From finance and healthcare to education, defense, and public administration, AI systems 
increasingly shape both productivity and the legitimacy of institutions themselves.

This paper conceptualizes AI as Public Infrastructure (AIPI)—a governance framework for managing the interface 
between globally produced AI systems and domestic institutions. AIPI operates as a filter-translation membrane, 
channeling the inflow of capabilities through cultural, legal, ethical, economic, and contractual layers before embedding 
them in critical national workflows. 

Drawing on real-world governance practice, we identify three dominant styles—market-led, state-led, and hybrid—
defined by how authority, accountability, and coordination are distributed across public and private actors. Using 
country cases, we show the conditions under which AI capabilities cross into public-infrastructure status and thus 
warrant infrastructure-grade obligations. 

For small and mid-tier states, the realistic strategic aim is governed dependence—the deliberate alignment of imported 
frontier systems with national priorities and assurance capacity—rather than unattainable autonomy. To operationalize 
this perspective, we introduce the Infrastructure Status Index (ISI) as a jurisdiction- and domain-specific metric. ISI 
scores a given country × sector on four dimensions—Essentiality, Embeddedness, Legitimacy, Governance—to answer 
two questions: (1) has the national capability crossed public-infrastructure thresholds? (2) where does governance lag 
adoption?

Taken together, the AIPI–ISI frameworks form a national/sectoral design and oversight architecture: they translate 
diagnosis into clear obligations and pathways for implementation, so imported AI can be embedded purposefully and 
accountably.

Keywords: Artificial intelligence; AI as Public Infrastructure; AI governance; AI-human collaboration;  Infrastructure 
Status Index

1. INTRODUCTION

When large language models such as ChatGPT, Claude, Gemini, and Llama experienced disruptions in late 2024, many 
users discovered they had already integrated these systems into daily routines. Drafting emails, preparing reports, and 
troubleshooting code had become AI-supported practices. When access was interrupted, knowledge workers reacted 
much like they would to an unexpected power or internet outage during critical work. This dependence revealed a 
deeper shift: people no longer view AI as an optional productivity tool but as part of everyday intellectual infrastructure. 
For younger cohorts—especially Generation Z, accustomed to iterative, experiment-driven work—AI systems are 
expected to deliver rapid, high-quality outputs that enable continuous testing and decision-making. As a result, AI has 
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become a societal intelligence substrate—a pervasive coordination layer shaping how humans and machines collaborate 
and divide responsibilities across tasks.

Artificial intelligence has thus evolved from a specialized technical capability into the most powerful general-purpose 
technology yet developed—one that now functions as both a cognitive infrastructure and an expanding mechanism of 
cultural, political, and economic influence. It discovers patterns, allocates attention, mediates information flow, and 
increasingly acts with growing autonomy. Unlike earlier digital infrastructures that primarily connected communication 
nodes, AI connects and reconfigures decision nodes across every domain of social organization—from healthcare and 
education to finance, security, and governance itself.

Three critical properties distinguish AI’s infrastructural character. First, it demonstrates generalizable inference that 
transfers across domains, enabling a single model to simultaneously reshape medical diagnosis, legal research, and 
creative production. Second, AI exhibits continuous adaptivity: provider-side changes to weights, data, and policy 
propagate as software, shifting behavior without user hardware redeployment—often faster than governance cycles. 
Third, AI creates deep institutional coupling: once procedures and expectations center on model outputs, institutions 
become dependent on stable data flows, vendor updates and access, and—above all—the power grid that keeps systems 
running. These properties jointly endow AI with infrastructural permanence: once embedded, it becomes integral to how 
institutions perceive, decide, and coordinate.

Yet AI systems built in different technological centers reflect divergent civilizational grammars: American models 
encode pragmatic individualism and market optimization; Chinese systems emphasize collective harmony and guided 
social order; European frameworks prioritize rights-based rationality and procedural accountability. While all draw on 
the shared archive of human knowledge, each translates this corpus through distinct cultural and institutional filters, 
producing plural “AI dispositions” — subtle defaults in what systems prioritize, explain, or restrict — rather than a 
single universal intelligence. These dispositions shape how algorithmic systems allocate trust, responsibility, and value
—making AI simultaneously a technical and a normative export.

For most countries—particularly small and mid-tier states—the strategic challenge is not to build frontier models but to 
navigate this multipolar AI order intelligently. They are simultaneously participants in and customers of competing 
technological powers whose influence now extends not only through trade and security alliances but also through the 
export of AI infrastructures, models, and embedded normative frameworks.

Thus, the policy challenges of these states are threefold: to prepare domestic institutions and populations for 
dependable, fair, and secure AI use; to select and align external AI systems with national priorities and cultural 
coherence; and to negotiate sustainable business arrangements—contracts, licensing, audit rights, liability provisions, 
and exit clauses—that determine whether imported AI can function as stable public infrastructure.

The economics of frontier AI—with enormous capital costs and massive power needs—concentrate control in a few 
technological powers and reduce transparency. This creates a transitional zone of unmanaged dependence where system 
reliability and governance maturity diverge.

To address these interlocking challenges, this paper introduces two complementary frameworks: AI as Public 
Infrastructure (AIPI) and the Infrastructure Status Index (ISI). AIPI conceptualizes the interface between global AI 
supply and domestic application as a governance membrane or translation layer—a multi-domain filtration and 
coordination system that processes the inflow of AI capabilities through layers of cultural, legal, ethical, economic, and 
contractual compatibility before embedding them in social systems. It functions as meta-infrastructure: not merely an 
operational backbone, but an institutional nervous system for governing and legitimizing infrastructural technologies.

The ISI operationalizes the AIPI vision by measuring four co-evolving dimensions—Essentiality, Embeddedness, 
Legitimacy, and Governance—to map where infrastructural consolidation is strong or exposed, where societal adoption 
outpaces institutional readiness, and where policy reinforcement is needed. Together, AIPI and ISI are complementary 
frameworks that provide a diagnostic and design architecture for intelligent dependence: enabling nations to participate 
in the global AI economy while maintaining contestability, exit rights, public trust, and value coherence.

AIPI–ISI frameworks move beyond conventional AI readiness indices that quantify access and capacity. They address a 
deeper question confronting all societies: not whether to adopt AI, but how to institutionalize adaptive, equitable, and 
resilient intelligence under assurances commensurate with the technology’s speed, scope, and stakes. In doing so, they 
offer a pathway for navigating the plural, multipolar AI order—one that acknowledges asymmetric power while 
preserving the possibility of selective, accountable absorption of global AI capabilities aligned with national 
development, cultural coherence, and long-term sovereignty.



Descriptive vs normative scope. This paper is descriptive in using the Infrastructure Status Index (ISI) to assess 
essentiality, embeddedness, legitimacy, and governance dependency across domains, and normative in proposing when 
these conditions should trigger public-infrastructure designation and the associated obligations in section 6. “AIPI-like 
(emerging)” in the tables is therefore a descriptive signal of infrastructural dependence; formal designation is a policy 
decision guided by thresholds and governance capacity.

1.1 Normative Assumptions, Trade-offs, and Scope Conditions

Our analysis treats dependence and governance as conditions to be managed, not as goods or bads in themselves. 
Classic infrastructures (electricity, internet) also create dependence; AI differs in three ways that warrant governance 
attention: (i) continuous adaptivity (behavior changes post-deployment), (ii) opacity and upstream control (provider 
updates alter outcomes that downstream institutions cannot independently check), and (iii) value transmission (global 
providers export policy defaults and risk tolerances). These features make unmanaged dependence unusually 
consequential for rights, competition, and public accountability. 

Governance is not costless.

Higher Governance scores are not inherently better. Governance can over-regulate (innovation drag), enable regulatory 
capture, reflect limited state capacity, or entrench authoritarian control (surveillance, censorship). AIPI recommends 
proportionate, minimally sufficient, and testable governance: focus on change control, documentation/auditability, 
monitoring, interoperability/portability, and continuity—with anti-capture safeguards (independent audit, transparency 
of consultation), innovation guards (sandboxes, sunset/renewal clauses), and capacity realism (phased implementation).

Pluralism without vacuity.

AIPI–ISI are instrumentally universal (the functions any public system needs to handle adaptive AI) but value-
configurable (who sets standards, how legitimacy is demonstrated, what counts as redress). The Legitimacy dimension 
is therefore context-indexed: in liberal democracies it may emphasize participation and rights review; in state-centric 
regimes it may emphasize statutory mandates, supervisory agencies, or performance legitimacy. What is constant is 
public accountability to an accepted authority, not a single political ideology.

2. THEORIZING INFRASTRUCTURE: FROM MATERIAL TO 
ALGORITHMIC SYSTEMS

2.1 Infrastructure as Analytical Concept

Although infrastructures are built as technical installations, in practice they operate as socio-technical arrangements that 
organize and stabilize everyday routines—shaping how people decide, work, and communicate. As Star and Ruhleder 
note, “infrastructure is relational”: something becomes infrastructure when people depend on it, when it recedes into the 
background of daily life, and when failure suddenly exposes the magnitude of that dependence [7]. Infrastructure thus 
structures how daily activities unfold, how public services (electricity, water, transport) are delivered, and how social 
embeddedness and integration are achieved. Three themes recur in how infrastructures are understood and studied:

• Embeddedness. Mature infrastructures fade into the background; they are noticed mainly when they break.

• Coordination and standardization. Shared standards, protocols, and expectations let heterogeneous systems 
interoperate without constant renegotiation.

• Distribution and power. Access and reliability vary by economic conditions, institutional capacity, and 
political choice—so questions of who benefits, who pays, and who is left out are never purely technical.

These themes matter even more as infrastructures shift from purely physical systems to hybrid sociotechnical networks. 
Digital platforms, cloud services, data pipelines, and algorithmic tools now coordinate workflows across organizations, 
govern access to data and functions, and deliver public as well as commercial services. Lacking the material weight of 
traditional utilities, they nonetheless exhibit core infrastructural properties—generality, dependence, standardized 
interfaces, concentrated control, and durable path-shaping effects that persist well beyond initial adoption.

Clarifying Uses of “Infrastructure.”



Throughout this paper, infrastructure is used in several nested senses that must be distinguished for analytic clarity:

• Technical infrastructure: the physical layer—compute, data centers, networks, and energy systems enabling 
AI operation.

• Software or platform infrastructure: shared digital services such as APIs, model repositories, cloud 
platforms, and data pipelines that provide reusable functionality.

• Cognitive infrastructure: algorithmic and data systems that mediate reasoning, recommendation, and 
decision processes across domains.

• Public infrastructure: technologies or services that, once essential to daily and institutional life, require 
public obligations for continuity, fairness, and accountability.

• Meta-infrastructure (governance infrastructure): the coordinating frameworks—standards, oversight 
bodies, contracts, audit systems, and legal protocols—that govern the other layers.

AIPI refers to AI systems that already perform societal functions equivalent to public utilities—broadly used, 
expectation-bound, and dependence-creating. The AIPI framework itself is a meta-infrastructure: a governance 
architecture that enables states to manage those systems responsibly. National AIPI capacity denotes the institutional 
ability to implement this governance layer through standards, contracts, monitoring, and oversight.

2.2 From Tool to Public Infrastructure: A Staged Model

Technologies typically move from optional, bounded tools to infrastructural backbones as usage stabilizes, interfaces 
standardize, and dependence grows. AI follows this path across three overlapping phases:

• Tool stage. Individuals and organizations adopt AI for specific, intermittent tasks (writing support, analytics, 
code assistance). Traditional and AI-mediated methods coexist in a mixed, experimental mode. 

• Infrastructural adoption. AI integrates into enterprise platforms and sectoral software; pre-processing, 
retrieval, and recommendation layers begin to guide everyday coordination and decision-making. Over time, 
AI-mediated workflows become the default rather than the exception. 

• Public infrastructure. AI-supported options become widely available and affordable, embedded in the tools 
and services used by the general population. Opting out remains possible in principle but increasingly 
inconvenient in practice, with clear distributional consequences. 

Public-infrastructure characteristics. The shift from sectoral or organizational infrastructure to public infrastructure is 
marked by three properties that justify heightened obligations:

1. Broad societal relevance. Services reach wide populations and multiple domains of life, even as access quality 
may vary.

2. Explicit institutional responsibility. Expectations and mandates for regulation, oversight, continuity of 
service, and long-term stewardship become clearer and more formalized.

3. Deep societal dependency. Interruptions generate significant harms; stability, fairness, and accessible redress 
acquire utility-like salience. 

These properties align with standard criteria for public-infrastructure treatment: non-rival benefits at scale, social value 
exceeding private appropriation, coordination and network effects, difficulty or undesirability of exclusion, and 
unreliable market provision due to concentration or natural-monopoly dynamics. When these conditions coincide, 
collective governance—through standards, oversight, portability, and continuity planning—becomes warranted.

2.3 Algorithmic Infrastructure: From Stable Utilities to Adaptive Systems

Infrastructure theory developed around material systems (roads, electricity) and informational systems 
(telecommunications, the internet) usually assumes that infrastructures remain relatively stable between major upgrade 
cycles. Contemporary AI systems differ from earlier infrastructures in that they are learning, continuously updated 
systems. Changes in training data, model weights, prompts and policies, safety settings, or underlying knowledge 
sources can substantially alter how they “see” the world, structure arguments, and shape downstream decisions even 



after deployment. Because of this functional adaptivity, AI infrastructure is no longer a relatively stable base layer; it 
becomes a dynamically evolving component within a broader sociotechnical system.

Several features mark the move from sector- or organization-level AI systems to public AI infrastructure (AIPI) that 
serves populations, communities, and the general public.

First, AIPIs have broad societal relevance: they support everyday life across diverse groups and provide generally 
accessible, content-independent intellectual services—such as search, guidance, explanation, translation, and basic 
problem-solving—that are not narrowly tailored to any single organization’s objectives. By contrast, sectoral or 
corporate AI infrastructures are designed around specific institutional goals and typically offer closely supervised, 
domain-specific services.

Second, AIPIs carry explicit institutional, civic, and legal responsibility. Whereas sectoral infrastructures are governed 
primarily according to organizational priorities, AIPIs require durable arrangements for regulation, oversight, continuity, 
fairness, and long-term stewardship anchored in the public interest. This includes mechanisms to safeguard fundamental 
rights and legitimate interests when different groups use AI systems to gain advantage over others. Governments and 
regulators are expected not only to respond to such conflicts ex post, but also to anticipate likely forms of abuse, 
criminal exploitation, and systemic harm when designing legal and governance frameworks.

Third, AIPIs generate deep societal dependency: as individuals and communities come to rely on them, disruptions 
carry significant social consequences and generate strong expectations of stability, equity, and accountability.

AIPIs exhibit six distinctive properties (detailed in Section 4) necessitating continuous governance: (i) opacity 
(inscrutable internal operations), (ii) adaptivity (post-deployment behavioral change), (iii) failure ambiguity (silent, 
statistical harms), (iv) generativity (open-ended, cross-domain capabilities), (v) dual-use (beneficial tools repurposed 
for harm), and (vi) global concentration (data and computational advantages producing worldwide control 
concentration).

2.4 Thresholds for Public Infrastructure Status

This paper classifies an AI capability as public infrastructure when at least three of four conditions are fulfilled across 
one or more critical sectors. These conditions capture essentiality (whether withdrawal causes material disruption), 
embeddedness (the number and depth of dependent systems), legitimacy and public expectation (utility-like demands 
for reliability and redress), and governance dependency (the degree of upstream control and downstream audit 
limitations). An optional fifth criterion—rights and harm exposure—identifies cases requiring public protection when 
AI creates asymmetric risks or new forms of harm.

We distinguish three related notions:

i. Technical (sectoral/corporate) infrastructure—embedded systems that coordinate organizational or sectoral 
workflows;

ii. Public goods—resources that are non-rivalrous and non-excludable. Because most AI services are 
subscription-based or otherwise gated (i.e., excludable and capacity-constrained), they are not public goods.

iii. Public infrastructure (utilities)—AI-based services that attain essential societal status and are subject to 
public obligations—continuity, fairness, accessibility, and redress—once broad reliance and expectations 
emerge at national or population scale.

AIPI refers to AI systems that function societally like utilities—displaying broad relevance, dependence, and 
expectations of reliability—even when formal designation and regulation lag. The Infrastructure Status Index (ISI) 
therefore provides a descriptive signal of infrastructural dependence, while formal designation and obligation remain 
normative policy acts determined by governance capacity.

1. Essentiality (Substantiality): The extent to which the withdrawal or severe degradation of an AI capability produces 
measurable disruption in essential services or societal functions.

Cut-point: A disruption that affects ≥1% of the population or ≥10% of workflows in a critical sector (public services, 
health, finance, education, media) and results in measurable degradation of essential services; or any statutory 
interruption of mandated services. 



Evidence (triggering data sources): Documented service disruptions and their impacts—e.g., critical-incident reports, 
regulator advisories, outage records—indicating that withdrawal meaningfully impairs essential services.

2. Embeddedness (Integration Depth): The degree to which an AI capability is integrated into multiple systems, 
workflows, or service chains such that downstream processes depend on its functioning.

Cut-point: Used by ≥5 distinct systems across ≥2 sectors or required in procurement, accreditation, or baseline technical 
standards. 

Evidence: Dependency mapping, switching-cost analysis, vendor-concentration risk analyses.

3. Legitimacy demand (Social Acceptance): The presence of societal expectations that the AI capability operate with 
reliability, fairness, transparency, and accessible redress—similar to expectations for utilities and public services.

Cut-point: The capability is referenced in laws or court decisions, sectoral guidelines, accreditation standards, curricular 
mandates, or public consultations as a necessary or expected service. 

Evidence: Public records (e.g., consultation reports, regulatory documents), legal references, and professional or 
sectoral standards.

4. Governance dependency (Upstream Control and Downstream Limitations): The extent to which an AI system’s 
behavior depends on centralized updates or upstream design choices that implementing organizations, regulators, or 
other downstream institutional users cannot independently check or verify. This measures reliance, not the maturity of 
public regulation: infrastructures may meet threshold conditions even when formal oversight is weak, because 
dependency itself evidences infrastructural entrenchment. In emerging AIPI cases, governance lags are expected; early 
AIPI classification can therefore hold despite limited formal oversight when governance dependency is high.

Cut-point: Met when a provider can unilaterally change core functionality (e.g., model weights, safety/policy layers, 
prompts, retrieval corpora/data sources) and downstream institutions lack a credible means to check or verify those 
changes (no version guarantees, no independent testbed, opaque or incomplete logs).

Evidence: Access limitations; audit barriers; version drift across updates; provider change logs that do not enable 
independent checking or verification.

5. Rights and Harm Exposure: The degree to which the AI capability creates new avenues for rights violations, 
asymmetric advantage, or harmful use between groups—requiring public legal protections rather than internal corporate 
policies. 

Cut-point: Evidence of systematic risk: manipulation, data appropriation, discrimination, economic harm, or coercive 
use where individuals lack meaningful means to protect their interests. 

Evidence: Case law, regulatory investigations, documented harms, consumer complaints, risk assessments.

2.5 AIPI Readiness Quadrant

Reaching infrastructural status depends on capacity of societies and institutions to support, govern, and collaborate with 
such systems. The AIPI framework captures this: the combined societal and institutional preparedness required for AI 
systems to operate safely, reliably, and legitimately once they acquire infrastructural characteristics.

AIPI has two interdependent dimensions:

(a) Societal Readiness: Extent to which everyday practices, skills, expectations, and norms accommodate AI-human 
collaboration. Key elements include digital and AI literacy, normalization of AI in daily workflows, dependence on AI-
mediated activity for essential tasks, and public expectations concerning reliability, rights, and redress. Societal 
readiness tends to rise rapidly, often outpacing institutional adaptation.

(b) Institutional Readiness: Capacity of organizations, regulators, and public institutions to manage adaptive, policy-
updatable AI infrastructure. It includes regulatory frameworks and enforcement capability, internal organizational 
competence (testing, monitoring, rollback), alignment of policies and procurement practices with infrastructural 
dependencies, and mechanisms for transparency, redress, auditing, and rights protection. Institutional readiness 
frequently lags behind societal integration.



The AIPI Readiness Quadrant. Placing these dimensions on orthogonal axes creates a diagnostic space with four 
characteristic zones:

1. High societal / Low institutional readiness. Rapid uptake of AI without commensurate governance capacity. Risk: 
growing dependency without clear accountability, leading to governance lag and vulnerability to incidents or abuse.

2. High societal / High institutional readiness. Widespread AI–human collaboration is matched by mature regulatory, 
organizational, and public-infrastructure frameworks, enabling responsible, large-scale use.

3. Low societal / High institutional readiness. Institutional preparedness and regulatory frameworks outpace actual 
public or sectoral adoption, often seen in early-stage national strategies, pilot programs, or anticipatory regulation.

4. Low societal / Low institutional readiness. Early-stage environments in which AI remains primarily a discretionary 
tool; infrastructural transition is limited, fragmented, or confined to specific domains.

The quadrant complements ISI by capturing not only the level but also the direction of the public infrastructural 
transition. While the ISI measures how close a domain is to infrastructure status, the quadrant indicates which side of 
the readiness balance—societal demand or institutional capacity—is advancing faster, and where imbalance creates 
governance risk. In multipolar settings, societies may occupy similar quadrant positions yet interpret readiness 
differently, reflecting distinct institutional or cultural logics of legitimacy.

Taken together, these thresholds mark when an AI capability crosses from optional technology to public infrastructure. 
The more essential, embedded, legitimate, and governance-dependent an AI system becomes—and the more it exposes 
rights or harm asymmetries—the stronger the case for treating it as a public infrastructure.

The “three-of-four” rule serves as a diagnostic heuristic for threshold crossing, while the ISI composite provides a 
continuous operational measure. Each of the four core dimensions—Essentiality, Embeddedness, Legitimacy, and 
Governance—is normalized on a 0–100 scale, and an overall ISI ≥ 60 roughly corresponds to three criteria scoring 60 
or higher, assuming the remaining dimension performs moderately. In practice, sectors meeting at least three of four 
conditions tend to cluster near this range, making 60 a pragmatic cut-point rather than a theoretical constant. The 
composite enables cross-sector comparison, while the checklist preserves interpretive transparency. Future calibration 
should statistically refine this translation rule using domain-level data.

Ultimately, the framework converts complex technical evidence into a simple diagnostic: when withdrawal would cause 
systemic disruption and users expect reliability and redress, the technology has become part of the social foundation and 
thus requires continuous governance.

Dimension Core Question Cut-Point Indicator Interpretive Meaning

Essentiality

Would disruption cause 
measurable harm to essential 
services or >1 % of the 
population?

≥ 1 % population or ≥ 10 
% of workflows affected

AI is no longer optional; 
withdrawal is societally 
disruptive.

Embeddedness
How deeply is the capability 
integrated across systems and 
sectors?

≥ 5 systems in ≥ 2 sectors
Interdependence signals 
infrastructural coupling.

Legitimacy Demand
Do people or institutions expect 
reliability and fairness akin to 
utilities?

Referenced in law, 
standards, or curricula

Public expectations of 
accountability emerge.

Governance 
Dependency

Can downstream users audit or 
replicate provider-side changes?

Core functions depend on 
opaque vendor updates

Oversight lag creates structural 
dependency.

Rights / Harm 
Exposure (Optional)

Does the capability create new, 
asymmetric risks?

Evidence of manipulation, 
discrimination, or 
coercion

Triggers the need for explicit 
legal protection.



Rule of thumb: meeting three or more criteria within a critical sector signals that AI has effectively attained public-
infrastructure status, activating obligations for continuity, fairness, and accountability.

3. HISTORICAL TRAJECTORIES OF INFRASTRUCTURALIZATION

Past infrastructures crossed from optional to necessary through recognizable cycles of innovation, standardization, 
concentration, and governance response.

Electrification moved from urban niches to mass adoption as voltage/frequency standards stabilized networks and 
investment horizons. As households and industry reorganized routines around electric service, outages became political 
problems, not mere inconveniences—prompting safety codes, pricing regimes, and universal-service ambitions.

Telephony began as fragmented local systems. Interconnection rules and numbering standards converted patchworks 
into national networks, while universal-service obligations and cross-subsidies extended access. As businesses and 
public agencies relied on telephony for coordination, regulators treated it as essential service subject to reliability and 
fairness constraints.

The Internet accelerated the same arc: common protocols (TCP/IP, BGP, DNS) enabled scale; IXPs and backbone 
consolidation produced chokepoints; incidents revealed societal dependence and pushed governance beyond 
engineering norms toward security, content policy, and competition concerns.

Implications for AI. AI resembles these trajectories but adds three properties that intensify governance needs: 
continuous adaptivity, opacity, and global concentration. These features make classic, slow, post-hoc governance 
inadequate. Hence the need for AIPI as a governance membrane that filters and translates imported capabilities through 
cultural, legal, economic, and contractual layers before critical embedding, and for ISI to identify where domains have 
already crossed infrastructure thresholds and where governance lags adoption.

3.1 Governance Styles in Global AI Infrastructure

AI infrastructures differ primarily by governance style—how authority, accountability, and coordination are distributed 
among public, private, and hybrid actors—rather than by cultural or civilizational traits. Across jurisdictions, three 
broad governance tendencies can be observed:

1. Market-led models, where competition, contractual arrangements, and private investment drive AI 
development;

2. State-led models, where public authorities steer deployment through mandates, ownership, or centralized 
standards; and

3. Hybrid or multi-stakeholder models, which combine market innovation with public regulation, shared 
standards, or joint assurance mechanisms.

These styles are sector-specific and fluid, not national identities. Most countries display combinations of all three, with 
emphasis shifting by domain according to institutional capacity, regulatory design, and strategic priorities.

• In the United States, market-led mechanisms dominate commercial AI, while public agencies and non-profits 
apply contractual oversight and auditing in health, education, and defense procurement.

• In China, state-directed programs govern critical infrastructure and data policy, yet major commercial 
platforms operate through competitive market dynamics.

• The European Union combines rights-based regulation (e.g., the AI Act) with industrial coordination tools such 
as data-spaces, funding consortia, and shared compute.

• The United Arab Emirates and Singapore illustrate pragmatic hybrid governance, blending open access to 
frontier models with domestic compute investment, accountability standards, and cross-border interoperability 
frameworks.

These examples show that variation in AI infrastructure arises from policy instruments and institutional arrangements, 
not cultural archetypes. What matters is how dependence, legitimacy, and oversight are organized—the same 
dimensions later captured in the AIPI–ISI framework.



By distinguishing governance styles from cultural narratives, this section grounds the comparative analysis in 
observable mechanisms such as procurement clauses, audit access, liability provisions, and access obligations. The next 
section builds on this foundation to examine when and how AI systems cross infrastructural thresholds, becoming 
subjects of continuous public governance rather than discretionary technological adoption.

3.2 Leveraging Rather Than Competing

For most nations, absolute AI sovereignty is neither attainable nor necessary. What matters is dependency governance: 
the capacity to translate global AI infrastructures into national public value through alignment, localization, and 
institutional learning.

Small and mid-tier technological states demonstrate diverse pathways of strategic adaptation. The United Arab Emirates 
treats frontier AI access as a public service: providing free national access to GPT-4 while simultaneously investing in 
domestic compute clusters to build long-term capacity. Switzerland funds its own open large language model, Apertus, 
as an infrastructural complement to global systems, embedding multilingual inclusivity and transparency as public 
values. Singapore combines global model integration with rigorous domestic standards for data governance and model 
accountability. Estonia and Finland embed foreign cloud and AI services into national e-governance architectures while 
maintaining strong oversight and interoperability requirements. Each case illustrates intelligent dependence — using 
external infrastructures strategically rather than attempting to duplicate them.

In this perspective, AIPI–ISI function as alignment-management tools. They detect threshold crossing, expose 
governance gaps, and orient interventions across education (literacy, upskilling, expert audit capacity), local innovation 
(adaptation layers, domestic suppliers, sandboxes), and institutional design (mandates, procurement/oversight, 
assurance and exit). Iterated at the country × sector level, this turns dependence into purposeful, accountable embedding 
that prioritizes equity, reliability, and continuity over unattainable autonomy.

In practice, small and mid-tier nations act as institutional co-authors of global AI systems—not by designing frontier 
models, but by embedding them domestically and governing their use adaptively. Their task is to build local 
infrastructures that host, regulate, and contextualize external capabilities, while cultivating the human and institutional 
capacities that continuously evaluate, adapt, and refine those systems in use. In a multipolar environment, these nations 
also form competitive markets of alignment, where leading AI powers seek to anchor models, standards, and value 
grammars.

Within this dynamic, the AIPI–ISI frameworks operate as stable filters—conceptual and operational architectures that 
help societies manage the inbound flow of global AI capabilities, normalize them within local institutions, and translate 
benefits across sectors in a coherent, accountable, and development-oriented way.

4. DISTINCTIVE CHARACTERISTICS OF ADAPTIVE AIPI

This section elaborates properties introduced in Section 2.4 that together justify continuous governance mechanisms. 
These properties manifest differently across civilizational contexts and governance models: the same opacity or 
adaptivity can be interpreted as innovation in one regime and as instability in another.

1. Opacity: Modern AI systems exhibit process and model opacity: internal representations, training distributions, and 
policy interactions are not directly interpretable, even by developers [11]. Opacity limits explainability and complicates 
accountability. It elevates importance of documentation and audit access to make claims empirically checkable rather 
than rhetorical.

2. Adaptivity: AI behavior changes after deployment via weight updates, policy/prompt edits, retrieval-corpus shifts, or 
safety reconfigurations. Because downstream users have no control over these updates, predictability and safety depend 
on ongoing change-management—versioning, testing before release, phased deployment, and the ability to roll back—
not on a single certification at launch.

3. Failure Ambiguity and Silent Harms: Whereas classic infrastructure failures are overt (blackouts, road collapse), 
AI failures may be silent or statistically diffuse—bias, manipulation, misinformation, drift—detected only via 
monitoring or ex post harm analysis [12, 13]. This creates a gap between user experience and risk realization, raising 
salience of runtime monitoring and incident disclosure.

4. Generativity and Cross-Domain Reach: General-purpose capabilities enable rapid reuse across domains, 
compounding embeddedness: new complements, workflows, and services integrate the same underlying model or 



policy layer [14]. Generativity speeds up the spread of beneficial uses, but it also enlarges the impact when something 
goes wrong—whether because of defects or poorly chosen policies.

5. Dual-Use and Context Shift: Capabilities developed for beneficial ends can be repurposed or behave differently 
across contexts. Context shift (domain transfer, demographic change, adversarial prompts) exacerbates failure 
ambiguity and calls for fit-for-purpose constraints and evaluative breadth [15].

6. Global Concentration and Governance Dependency: Data/network effects, compute economics, and safety/policy 
centralization concentrate control of model updates and behavior [16]. When systems that depend on an AI service 
cannot check or track the changes made by the provider, dependence on that provider grows. This makes it harder to 
switch to another provider without losing valuable data or time, and it raises concerns about control and autonomy. This 
concentration also serves as a channel of geopolitical influence, transmitting the cultural grammars and governance 
preferences of AI-producing powers.

These properties require continuous governance across five functions: (i) change control, (ii) documentation and 
auditability, (iii) monitoring and incident disclosure, (iv) interoperability and portability, and (v) resilience. Within the 
AI Infrastructure Readiness framework, these functions sit primarily on the institutional-readiness side of the diagnostic 
quadrant.

Change control and monitoring can be exercised through existing regulatory and contractual instruments rather than 
direct access to model weights. Local or sectoral authorities can require, for any AI system used in public or critical 
domains, version documentation, advance-update notification, and rollback/approval procedures within procurement 
and service agreements. Continuous monitoring can rely on API-level version logs, performance dashboards, and 
incident-reporting pipelines operated by accredited auditors or national assurance units. Together, these mechanisms let 
governments supervise model evolution, validate compliance, and respond to anomalies even when systems are hosted 
or updated by external providers—demonstrating that AIPI’s institutional-readiness layer is practically implementable 
with existing capacities.

Because AIPI operates in a global yet heterogeneous landscape, these governance functions require multidimensional 
translation—not only cultural, but also technological, legal-contractual, financial, political-administrative, and 
intellectual-linguistic. The AIPI membrane performs this translation so imported capabilities are technically integrable, 
fiscally sustainable, politically legitimate, and intellectually usable in local settings. Without this translation stack, 
adoption drifts toward dependency and misalignment.

Continuous change is both the driver and the challenge of AI governance. Traditional infrastructures justify governance 
through stability; adaptive AI justifies it through instability. The purpose of AIPI governance is therefore not to 
eliminate adaptivity but to institutionalize predictable change—embedding version control, audit trails, and rollback 
mechanisms so that evolution remains accountable rather than arbitrary.

5. MEASURING INFRASTRUCTURE STATUS: THE ISI FRAMEWORK

5.1 Infrastructure Status Index: A Multi-Dimensional Measure

The ISI measures how far a domain has moved toward functioning as public AI infrastructure, interpreted together with 
the AI Infrastructure Readiness Quadrant to situate infrastructural status within broader societal and institutional 
capacity landscape.

The ISI evaluates four dimensions:

Dimension 1: Essentiality (Substitutability)

• Question: Can tasks be completed without AI at competitive quality, speed, and cost?

• Measure: Percentage of task workflows with viable manual alternatives

• Data sources: Time-use studies; organizational surveys; professional association reports

• Scoring: 0 = Easily substitutable; 100 = No viable alternative

Tasks like reading hundreds of emails or monitoring dozens of data streams no longer scale as purely manual work; they 
now depend on automation and AI involvement to be handled effectively.



Dimension 2: Embeddedness (Integration Depth)

• Question: How deeply is AI woven into organizational and societal systems?

• Measure: Number and criticality of downstream dependencies; cost of removal

• Data sources: Systems architecture documentation; economic input-output analysis

• Scoring: 0 = Peripheral; 100 = Core dependency with cascading failure risks

Large-scale scientific research and the development of frontier models are now carried out with active support from AI 
systems. Recent advances in mathematics, biology, chemistry, and many other fields show that AI is no longer 
peripheral—it is becoming part of how scientific research is conducted.

Dimension 3: Legitimacy (Social Acceptance)

• Question: Has AI use become the default? Does non-use of AI carry increasing disadvantage?

• Measure: Professional standards updates; public expectation surveys; discourse analysis

• Data sources: Licensing requirements; survey data; media/policy document analysis

• Scoring: 0 = Contested/resisted; 100 = Taken-for-granted necessity

Advances across science, healthcare, project management, and production highlight how rapidly AI is gaining 
legitimacy and acceptance.

Dimension 4: Governance (Collective Oversight)

• Question: Are there public standards, regulations, and accountability mechanisms?

• Measure: Regulatory frameworks; public investment; oversight institutions

• Data sources: Legal databases; budget documents; institutional mapping

• Scoring: 0 = No governance; 100 = Comprehensive public infrastructure governance

The United States, the European Union, China, and other countries are now building and reinforcing national standards 
and laws to govern the everyday public use of AI.

Composite Infrastructure Status Index:

ISI = 0.30*Essentiality + 0.25*Embeddedness + 0.25*Legitimacy + 0.20*Governance

This formula is preliminary—chosen for transparency and face validity—and requires empirical calibration. We treat 
the coefficients as a starting point to be refined via sensitivity tests, cross-domain evidence, and data-driven methods 
(e.g., factor analysis, expert elicitation, Bayesian updating). Results should be read as indicative signals of 
infrastructural dependence, not definitive rankings. The current weights reflect the rationale that Essentiality is primary 
(if AI is not essential, it is not infrastructure), Embeddedness and Legitimacy are roughly equal, and Governance is 
weighted slightly lower because formal oversight typically lags functional dependence in emerging infrastructures.

Value-configurable legitimacy.

AIPI–ISI separate mechanisms from values. The functions (change control, monitoring, redress) are general; the tests of 
legitimacy are locally specified (e.g., public consultation and judicial review in democracies; statutory authorization and 
supervisory oversight in centralized regimes). The index records which test a system satisfies and to what degree, 
enabling comparison without enforcing one ideology. Thus, the framework is culturally neutral in form but 
substantively meaningful in use, because it requires some accepted route to legitimacy and redress rather than 
prescribing a single political model.

5.2 ISI in Practice: Illustrative Domain Analysis

Methodological note: ISI requires systematic empirical measurement through surveys, organizational studies, policy 
analysis, and discourse analysis. As of 2025, no comprehensive dataset exists measuring all four ISI dimensions across 



domains. The estimates presented below are informed illustrations rather than validated measurements, demonstrating 
how the ISI framework would operate once proper data collection is established.

Scoring synthesizes available partial evidence from adoption surveys [17-20], enterprise technology reports [21, 22], 
professional practice surveys [23], standards documents, regulatory texts [24], and public opinion data [25, 26].

Critical limitations: (1) Data gaps—many domains lack systematic tracking; (2) Geographic bias—available data 
skews toward high-income, English-speaking countries; (3) Temporal lag—underlying reports may not reflect very 
recent developments; (4) Judgment in scoring—converting qualitative descriptions involves interpretation; (5) 
Heterogeneity within domains—single scores approximate diverse conditions across organizations and jurisdictions.

The ISI does not only quantify technical adoption but also captures implicit normative alignment—the extent to which 
global AI capabilities are domesticated within local institutional logics.

Data sources and translation: ISI component scores are derived from publicly available indices and sectoral reports 
cited in [17–23]. Each dimension (Essentiality, Embeddedness, Legitimacy, Governance) is normalized to a 0–100 scale 
via ordinal mapping of categorical or quantitative indicators (e.g., infrastructure coverage, dependency ratios, regulatory 
instruments, public-trust metrics). Where direct measures are unavailable, expert judgment and document evidence 
inform approximate placement within ±5-point ranges. The procedure is illustrative—it demonstrates the operational 
logic of AIPI–ISI rather than providing final or authoritative scores. Future iterations will apply explicit weighting 
schemes and cross-domain regression calibration to strengthen reproducibility.

Table 1: ISI by Domain (Illustrative Estimates, 2024–2025)
Source basis: [17–23]; indicators normalized and mapped as described above.

Domain Ess Emb Leg Gov ISI Status

Search/Information 
Access

85 90 75 45 75.8 AIPI (emerging)

Software 
Development

70 65 80 30 63.2
Sectoral/Corporate 
Infrastructure

Healthcare 
Diagnostics

55 70 50 60 58.5 Early Stage AIPI

Financial Services 65 75 55 50 62
Sectoral/Corporate 
Infrastructure

Hiring/Recruitment 60 75 40 55 57.8 Early Stage AIPI

Government Services 50 60 45 70 55.2 Early Stage AIPI

Education/Tutoring 45 50 55 35 46.8 Early Stage AIPI

Agriculture 30 35 40 25 32.8 Tool

Creative Production 40 30 60 20 38.5 Tool 

Legal Research 65 60 70 45 61
Sectoral/Corporate 
Infrastructure

Infrastructure Status Thresholds by ISI Value

To interpret ISI scores consistently across domains, the following thresholds classify the infrastructural status of an AI 
capability:

• ISI ≥ 70 — AIPI (emerging / strong)

AI capabilities in this range meet the criteria for broad societal relevance, deep cross-domain embeddedness, 
maturing public expectations, and growing governance dependency. Reliance is sufficiently widespread that 
withdrawal would cause measurable societal disruption. These domains exhibit characteristics of public 
infrastructure even if formal designation lags behind practice.

• ISI 60–69 — Sectoral / Organizational Infrastructure (transitioning toward public)

AI capabilities in this range are structurally embedded within specific industries or institutional systems, with 
rising expectations of reliability and oversight. Dependencies are significant but concentrated. These 



infrastructures may evolve into public infrastructure as diffusion broadens and normative obligations 
strengthen.

• ISI 45–59 — Early-Stage AIPI / High-End Tool

AI capabilities in this band show partial infrastructural characteristics, with meaningful adoption and some 
cross-sector connections, but limited essentiality, legitimacy, or governance maturity. They function as 
advanced tools that are infrastructural in pockets but not yet societally foundational.

• ISI < 45 — Tool / Experimental

AI capabilities in this range are primarily discretionary tools, prototypes, or specialized systems with limited 
societal dependence and minimal infrastructural obligations. Disruption would not generate broad effects, and 
governance expectations remain low.

Key observations:

1. Variation by domain: AI's infrastructural status differs markedly. Search and general-purpose productivity 
tools approach public infrastructure status, whereas agriculture remains tool-stage.

2. Governance lag: Governance (Gov) almost always scores below Essentiality (Ess) and Embeddedness (Emb), 
indicating regulation and oversight lag adoption and integration.

3. Legitimacy gaps: In several domains, Legitimacy (Leg) scores are lower than Embeddedness (Emb). AI 
systems may be widely embedded without being fully accepted—hiring algorithms are broadly used yet 
contested on fairness grounds.

4. High-stakes domains: Healthcare and government services show moderate Governance (Gov) scores, 
reflecting heightened regulatory attention in sensitive areas.

5. Creative sectors: In creative domains, AI has gained considerable Legitimacy (Leg) as an auxiliary tool or 
copilot, but its Essentiality (Ess) remains modest; human creators retain the ability to work effectively without 
AI, and disruptions would not materially interrupt core creative processes.

6. GOVERNANCE IMPLICATIONS: ARCHITECTURES FOR AIPI

When AI begins to function as public infrastructure, governance must itself become infrastructural—a multilayered 
membrane that filters, aligns, and coordinates global and domestic capacities. Governance lag is not failure but 
sequence: in electricity, telecoms, and the internet, formal rules followed visible dependence, because only widespread 
reliance made risks and coordination failures legible. AIPI is therefore anticipatory—it helps states recognize 
approaching dependence and ready institutions before crises force reactive regulation. Lag ≠ paralysis: it opens a 
window for structured catch-up, when dependence is undeniable yet governance remains plastic. In that window, 
external incentives (standards, market-entry requirements, ESG/funding conditions) and domestic triggers (service 
failures, data-sovereignty disputes, national-security concerns) combine to accelerate adoption of oversight. Hence 
governance frameworks often emerge at threshold effects rather than ahead of them.

For Azerbaijan (as a representative smaller or mid-tier state), the catch-up window is opened by growing reliance on AI 
in finance, energy, and e-government, coupled with the need to meet regional interoperability and assurance standards 
to secure cross-border access, investment, and public trust; AIPI provides the coordination layer that converts this 
reliance into accountable, resilient infrastructure.

6.1 Model 1: Platform-Led Infrastructure (Market Governance)

Characteristics. In this model, private companies build and run most AI systems. Government rules are light, and it is 
mostly assumed that competition between companies will keep quality high and push innovation forward. Firms rely 
mainly on self-regulation: they set up ethics boards, publish model descriptions (“model cards”), run red-team tests, and 
adopt their own internal policies. The state usually steps in only after harm has occurred—for example through antitrust 
cases or liability lawsuits.

Geographic example. United States (current situation).



Strengths: Fast innovation—with few regulatory obstacles, companies can develop and launch new AI systems quickly. 
Efficiency—competition pushes firms to improve performance and lower costs.

Weaknesses: Concentration—a small number of big platforms can dominate the market because of network effects and 
large data advantages. Weak accountability—when firms regulate themselves, they often protect shareholder interests 
more than the public interest [27]. Inequality—access depends on ability to pay, so some people or organizations are left 
out. Data exploitation—many “free” services make money by collecting and using personal data on a large scale [28].

6.2 Model 2: State-Led Infrastructure (Public Governance)

Characteristics: Government provides or heavily regulates AI infrastructure. Public investment in foundation models, 
compute capacity, data commons. Strong regulatory frameworks (testing, certification, ongoing monitoring). AI treated 
explicitly as public infrastructure requiring collective governance.

Geographic exemplars: China (state-directed AI development); emerging in France (national AI champions; public 
compute initiatives); UAE (sovereign AI capabilities; public-private partnerships).

Strengths: Universal access—public provisioning can ensure equity; public accountability—elected officials oversee 
infrastructure); strategic autonomy—reduces dependency on foreign platforms.

Weaknesses: Innovation concerns—government-led development may be slower; capture risks—regulatory agencies 
can be captured by industry or political interests; resource constraints—public sector may lack technical talent and 
computational resources.

6.3 Model 3: Multi-Stakeholder Infrastructure (Hybrid Governance)

Characteristics: Governance shared among government, industry, civil society, academia, affected communities. 
Regulatory frameworks set baseline requirements; industry innovates within bounds. Public investment in commons 
infrastructure (compute, data, open-source models). Independent auditing and oversight by third parties. Participatory 
mechanisms for affected communities to shape governance.

Geographic exemplars: European Union (AI Act; multi-stakeholder consultations; fundamental rights focus); 
emerging in some Global South contexts (Brazil's digital rights framework).

Strengths: Balanced—combines innovation incentives with accountability; legitimacy—multi-stakeholder participation 
enhances public legitimacy; adaptability—mix of public standards and private innovation enables flexibility.

Weaknesses: Complexity—coordination among diverse stakeholders is slow and difficult; power asymmetries—
industry resources may dominate civil society voices; enforcement challenges—strong regulations on paper may lack 
implementation capacity.

6.4 National AIPI Governance Layer

These are public-authority activities performed by national/sectoral institutions to filter, align, and oversee AI systems 
used in domestic contexts—regardless of model or provider.

1. Access & Universality (public mandate). Set who must be served, on what terms, and at what affordability 
thresholds for critical uses. Instruments include universal-service goals, eligibility rules for targeted support, 
and periodic access reviews.

2. Standards, Assurance & Interoperability (regulatory conformance). Adopt/recognize technical and 
procedural standards for safety, security, and fairness; require documentation (e.g., model cards/datasheets) and 
interoperability/portability to prevent lock-in.

3. Change Control, Monitoring & Auditability (supervisory oversight). Operate update approval/notification 
processes, maintain version registries, run continuous monitoring, and commission independent audits and 
incident investigations.

4. Accountability & Redress (public accountability). Establish complaints, appeals, and remedy channels; 
allocate liability among agencies, integrators, and vendors; publish explanations and reporting obligations 
proportionate to risk.



5. Resilience & Continuity (service continuity planning). Set continuity targets, require fallback/override 
modes, plan for outages, cyber events, and energy constraints, and conduct regular exercises in critical 
services.

6. Public Procurement & Contracting (state leverage). Embed governance in contracts and licenses: risk-tiered 
requirements, audit/exit rights, data-use and localization terms, and re-tendering to sustain competition.

Together, these governance functions embody AIPI’s membrane logic—continuous mediation between globally 
concentrated infrastructures and national accountability mechanisms. Rather than promising autonomy, AIPI–ISI 
convert structural asymmetries into governable dependencies, prioritizing equity, reliability, and continuity.

7. RESEARCH AGENDA

Further work should translate AIPI–ISI from framework to usable governance toolkits. Key directions include:

1. Indicators and Metrics – Develop measurable indicators for the four ISI dimensions (Essentiality, 
Embeddedness, Legitimacy, Governance) that governments and agencies can apply in readiness reviews.

2. Assessment Methods – Design survey, audit, and dashboard instruments for periodic AIPI–ISI scoring at the 
national or sectoral level.

3. Procurement and Oversight Templates – Produce standard contract clauses and oversight checklists covering 
version control, audit access, interoperability, and exit rights.

4. Change-Control Protocols – Pilot workflows for update notification, testing, and rollback in high-risk public-
service applications.

5. Data and Model Registries – Establish national registries of approved AI models, datasets, and incidents 
linked to ISI indicators.

6. Capacity-Building Programs – Create training modules for regulators, auditors, and procurement officers to 
apply AIPI principles in daily operations.

7. International Benchmarking – Compare AIPI–ISI results across countries to identify effective governance 
models and diffusion paths.

8. Weighting Validation and Refinement – Conduct sensitivity and cross-domain studies to test how alternative 
ISI weightings (e.g., higher governance or rights emphasis) affect classification outcomes. Future research 
should clarify whether the current weighting scheme—0.30 Essentiality, 0.25 Embeddedness, 0.25 Legitimacy, 
0.20 Governance—accurately represents infrastructural dynamics across contexts, or if adaptive, data-driven 
weights are needed.

Together, these steps move AIPI–ISI from theoretical construct to operational governance infrastructure that public 
institutions can measure, implement, and improve.

8. CONCLUSION

As AI becomes a layer of global infrastructure, societies face a dual task: internalize it responsibly and position 
themselves within a multipolar AI order. What began as a flexible tool now underpins everyday activity and public 
services, demanding not only technical adaptation but also legal-contractual, financial, administrative, and intellectual 
translation—unevenly, depending on institutional capacity and social conditions. This paper reframes AI as public 
infrastructure and introduces AIPI and the Infrastructure Status Index (ISI) to diagnose and govern the shift from 
discretionary tools to adaptive, governance-dependent systems. The framework advances infrastructure theory by 
adding dynamic governance metrics for adaptive systems, with thresholds that signal when public-infrastructure 
obligations are triggered and where governance lags adoption. Policy implication: shift from adoption to assurance—
embed change control, monitoring, auditability, portability, and resilience into standards and procurement. Limits: 
current ISI scores are illustrative, given data gaps and temporal lag; they scaffold measurement rather than rank 
domains. Next steps: operationalize AIPI–ISI via indicators, surveys/dashboards, contract and oversight templates 
(versioning, audit, exit), change-control protocols, model/data registries, capacity building, and cross-country 
benchmarking.
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