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Background 

Historically, the learning curve has been modeled as a power function, hours(unit) = a unitb, with a, the 

hours for the first unit, and 2b its slope. A least squares regression of its logarithmic transformation, 

ln(hours) = ln(a) + b ln(unit), can be applied to calculate its parameters, a and b. A database of 2b 

parameters summarizing learning curve slopes is often used as a basis to predict the learning curve of a new 

project. With a choice of slope and an independently derived number one estimate, hours per unit can then 

be predicted.  

Other, more statistically robust approaches are possible. For example, a weight-based Cost Estimating 

Relationship (CER) can be combined with the learning curve as in hours(unit) = a weightc unit b. The 

logarithm of this model, when fitted to a set of historical learning curves using ordinary least squares, 

yields both the parameter estimates and the parameter covariance matrix. Statistically, the error distribution 

of this transformation is close to Gaussian. The modeling space can be further widened by employing a 

nonlinear function. Its parameters may be estimated using, for example, Excel’s Solver. 

Once a project is underway, the labor hours of the first and subsequent units become known sequentially. 

With this knowledge, the CER’s number one uncertainty is replaced by the first unit’s actual value. At this 

point, the estimation problem is to project from the expected value of past units, using an estimated 

learning curve slope, to determine subsequent unit cost.  

To do so, the power function can be transformed into a sequential linear system, and a Kalman Filter 

applied to it. To illustrate its application, the filter is used to forecast ten 200-unit forecasts over a twenty 

1000-unit learning curves. Like a regression application, the filter’s parameters are chosen to minimize the 

sum of squared errors between the filter’s predictions and actual learning curve values. However, unlike a 

regression, a Kalman Filter produces both an expected value and a variance prediction.  Thus, the 

optimization of the filter’s parameters minimizes both the sum of squared differences between the expected 

and actual values and the predicted and the actual variances.  

A Markov Model   

The logarithm of the power law, ln(hours) = ln(a) + b ln(unit), can be transformed into a sequential form 

by taking its derivative, d(ln(hours)) / d(unit) = b / unit. From this, we can form the sequential equation: 

ln(hours unit +1) = ln(hours unit) + b(unit) / unit. 

The second derivative of a power function with a negative exponent is positive, -b /units2. That is, the 

slope at unit t is steeper than the slope between units t and t+1. Thus, projecting from unit t by the slope  

b / t will understate the next unit’s value. Adding a constant to t corrects this bias. For a learning curve of 

80%, the slope between units t and t+1 is approximately b/(t +.46).  Thus, the power function reformulated 

as a sequence can be written as ln(hours t +1) = ln(hours t) + b / (t+.46). This equation, given an initial 

value of 13 and a slope exponent of -.322, (80%), when iterated over units, produces the straight line in 

Figure. 1. To illustrate that this formulation retains the flexibility of the power law, a constant added to t 

+.46, creates a Stanford B curve, a formulation that model’s a worker’s prior experience.  
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In practice, learning curves are not straight lines; the slope b in b/t varies from unit to unit. To account for 

this, b is indexed to unit t. With this addition, the sequential equation of the log of the power law becomes 

ln(hours t +1) = ln(hours t) + b(t) / (t+.46), with b(t+1) = b(t).  This is a linear equation in 1/ (t+.46) and 

thus can be written in matrix form as: 

   (ln(𝐡𝐨𝐮𝐫𝐬(𝐭 +𝟏)) 
𝐛(𝐭+𝟏)

) = (
1, 1/(𝐭 + .46)
0,                     1

)   (ln(𝐡𝐨𝐮𝐫𝐬(𝐭)) 
𝐛(𝐭)

) 

 

The Kalman Filter  

The Kalman Filter is the optimal estimator in the least-squares sense for a sequential linear system with 

Gaussian noise. It thus can be applied to the Markov formulation of the learning curve estimation problem. 

The filter models a two-step process: the transition of the system’s states, in this case from t to t+1, 

followed by the update of those states with an observation.  

The Kalman Filter’s state transition equation is X(t+1|t) = A(t) X(t|t).                                              eq (1) 

With X(t+1|t) read as X at t+1 conditioned upon data through t. 

This state transition equation is linear at each t to t+1 step, with A(t) as a function of t, changing at each 

step. Thus, the state transition equation can model the non-linearities of the learning curve’s slope 

dynamics. 

For this application, X(t|t) is the vector, (𝐱𝟏(𝒕|𝒕)
𝐱𝟐(𝒕|𝒕)

 ), where x1(t|t) is the expected value of ln(hourst) and 

x2(t|t), the expected value of b(t), while X(t+1|t) is the corresponding vector at t+1 conditioned upon 

observations through t.  

A(t), the state transition matrix, is ( 
𝟏

𝟏

𝒕+.𝟒𝟔

𝟎 𝟏
) .  Written by element in state notation, the state transition 

equation is: 

(
𝐱𝟏(𝒕 + 𝟏|𝒕)
𝐱𝟐(𝒕 + 𝟏|𝒕)

) = (
1, 1/(𝐭 + .46)
0,                     1

) (
𝐱𝟏(𝒕|𝒕)
𝐱𝟐(𝒕|𝒕)

)                                                                         eq (2) 

Once the states have been projected forward one unit, the filter models a delay t + 1 → t, and t → t – 1. 

With that delay comes the observation of the projected unit’s measured value, its actual value, Y(t).   

The update equation is:  X(t|t) = X(t|t-1) + K(t) (Y(t) - C X(t|t-1)),                                                    eq (3) 

where K(t) is the Kalman Gain and C is a matrix that extracts from the state vector those elements that 

correspond to the observation. For this model, C is (1, 0), and C X(t|t-1) is thus the projected ln(hours). To 

complete its update, the difference term Y(t) - C X(t|t-1) is multiplied by the Kalman Gain, with the product 

added to the projected state. The reader may notice that this is an exponential moving average process, 

analogous to a Box and Jenkins’s MA(1) process.   

The Kalman filter models not only the state’s expected values but also its covariance. Corresponding to the 

state transition equation is the covariance transition equation:  

Sn(t+1|t) = A(t) Sn(t|t) A(t)T+ Sa(t+1).                                                                                               eq (4)  



where Sn(t|t) is the state’s covariance at t and Sn(t+1|t) is the covariance projected to t+1.  The state 

transition is assumed to be imperfectly modeled by the A(t) matrix. This error is modeled by introducing 

additive noise, Sa(t+1), as a covariance matrix. The covariance matrix, Sn, is projected forward by the pre- 

and post-multiplication by the state transition matrix.  

Corresponding to the update of the state vector, the covariance matrix is updated by: 

Sn(t+1|t+1) = Sn(t+1|t) - (Sn(t+1|t) C T (C Sn(t+1|t) C T + Mn(t+1)) -1 (Sn(t+1|t) C T) T                 eq (5) 

Where Mn(t+1) is the observation covariance matrix, in this application, at each step forward, there is one 

measurement, ln(hours unit), and thus Mn(t+1) is a unitary value.  In the term (C Sn(t|t-1) C T + Mn(t)) -1, 

the pre- and post-multiplication by C extracts from Sn(t|t-1), Sn(1,1)(t|t-1), a unitary value.  Thus, their sum 

is invertible via division rather than by a matrix inversion, greatly simplifying the calculation.  

The Kalman gain is: K(t+1) = Sn(t+1|t) C T (C Sn(t+1|t) C T + Mn(t+1)) -1                                       eq (6) 

Figure 2 illustrates the filter steps in a block diagram.  

 
 

Forecast Example 

Figure 3 shows a simulated actual learning curve in black.  The Kalman Filter’s expected one-unit-ahead 

estimate, beginning at the #1 CER value, through unit 5, is shown in yellow. The reader will notice that in 

this case, the expected value, 𝐱𝟏(𝟏|𝟎) is lower than the actual #1 value, but the filter updates it to a value 

close to its actual value by unit 2. From the first five actual values, the filter has updated its slope parameter 

estimate, 𝐱𝟐(𝟓|𝟓).  The yellow line shows its projection 200 units forward. The red and green lines show 

the one-standard-deviation limits around the projection. As will be shown, they model the actual standard 

deviations of the projection. 

 

                            
 

Application Overview 

The expected value of ln(hours1) and slope, the vector X(1|0), and its covariance matrix, Sn(1|0), begin the 

Kalman Filter sequence. They can be derived from a CER fitted to the first unit and slope exponent of a set 

of learning curves. The initial covariance matrix is calculated from the variation of actuals around the #1 

estimates and the variation in slope around its mean. From the initial values, the state and covariance 

transition equations (2) and (4) project the values to the next unit. As units are actualized, the update 



equations (3) and (5) and the Kalman Gain, Eq. (6), are calculated. This sequence is then repeated with the 

realization of each additional unit’s actual value.  

For predictions beyond the last actual, there are no observations, or equivalently, the observation variance 

is infinite. In equation (5), the last term has the expression (C Sn(t|t-1) C T + Mn(t)) -1. With a very large 

observation variance, Mn(t), this term approaches zero, and thus equation (5) becomes  

Sn(t|t) = Sn(t|t-1). The Kalman gain, Eq. (6), has the same term, and so K(t) also becomes zero for the 

projected units, and Eq. (6) becomes X(t|t) = X(t|t-1). The transition equations, however, remain intact, and 

the process covariance continues to be incremented by the additive noise, Sa, expanding the process 

uncertainty, Sn, into the future. Figure 3 illustrates that the standard deviation limits expand proportionally 

to the square root of the number of units projected.                              

 

The Kalman Filter differs from ordinary least squares regression (OLS) in that it comprises two types of 

models: the expected-value model A(t), which corresponds to an OLS model, and the covariance models 

Sn, Sa, and Mn. In a Kalman Filter application, the A(t) matrix is typically derived from the problem's 

physics; in this case, the derivative of the power function. Additionally, some free parameters are derived 

from a fit that models the non-linearities of the actual learning curve data.  The errors around this model 

provide the data used to model the covariance matrix. Sn is calculated sequentially using Eq. (4), the 

process covariance transition equation. It, in turn, is driven by the additive-noise model Sa(t+1). Thus, the 

criterion for the additive noise model is that Sn approximates, in the least-squares sense, the errors about 

the predictions. Like OLS, the Kalman Gain is optimal; that is, it minimizes the model’s variance. With Sn 

derived to fit the actual projected variance, this attribute can be used to derive the observation variance that 

yields the optimal Kalman Gain. 

 

Learning Curve Data 

The model ln(hours) = ln(a) + b ln(unit) has parameters that must be estimated from a set of historical 

learning curves. However, such data is typically treated as proprietary and not publishable. There is one 

source the author is aware of: the “Source Book of World War II Basic Data Airframe Industry Progress 

Curves”**. It has the unit identified direct labor hours for all U.S. WWII aircraft programs. However, the 

data is reported monthly, with only a single unit reported per month, not sequentially unit by unit. As noted 

earlier, the filter can be projected past the last actual data point by setting the measurement noise to a large 

value for the future unit or units. Using this approach, the filter could be applied to the WWII data. This 

study is, however, intended to demonstrate the Kalman Filter’s application to an ongoing production 

program with sequential unit-by-unit direct labor hours, not a sparsely populated learning curve history. 

What is needed is a set of sequential data with the statistical properties of actual learning curves. The 

Theory of Complex Work* implemented as a simulation can produce learning curves, in this case, twenty 

1000-unit curves. 

The theory sizes a project by the number of tasks it involves. To produce the range of learning curves in 

this study, the number of tasks was varied over a uniform distribution from 2000 to 4000. To increase the 

slope variation to mimic the author’s experience with learning curve history, the feedback of design 

changes was varied over a uniform distribution by a factor of 1.8. In addition, design changes were 

increased by 60% during the early portion of the curves in four simulations, creating a small hump.  Figures 

4 and 5 show the 20 curves plotted on a logarithmic scale. Some have a small hump, some flatten at larger 

unit numbers, and some steepen.  

 



  
 

Four statistics were checked to verify that these simulated curves are representative of actual learning 

curves: the slope, the stationarity of the sequential variation, its magnitude, and its autocorrelation. The 

mean of the regressed slopes of the function, ln(hours) = ln(a) + b ln(unit+.4614), applied to the 20 curves 

is 80%, and its standard deviation of 2.1%. Sequential variation is calculated by removing the trend from 

the curves. This can be done by projecting the state transition one unit ahead, X(t+1|t) = A(t) X(t|t), and 

calculating its error, y(t+1) - x1(t+1| t).  Figure 6 shows the error sequence for a representative curve. The 

autocorrelation of the sequential variation of the twenty curves is shown in Figure 7.  Its one-unit lag is -.4; 

beyond that, it is zero. This suggests a one-period lag moving-average model, as in the Kalman Filter’s 

error update, Eq. (3). Figure 8 shows the histogram of the sequence.  The variational sequences meet the 

noise requirements of the Kalman Filter; that is, they are Gaussian. And, with the application of the error 

update, random.  

 

   

        
 



     
 

The A(t) Model 

The A(t) matrix of the Kalman filter models the learning curves' expected dynamics, while the Kalman 

Gain, K(t), incorporates the projection error information into the state vector, X(t+1|t).  The expected 

dynamics can be shown by taking the mean of the learning curve data unit by unit. In Figure 9, the black 

line represents the mean of the twenty learning curves. It has a small Stanford B hump and flattens slightly 

as it extends toward unit 1000.  To model the Stanford B hump, a constant can be added to the denominator 

of a1,2, 1/(t +.4614 + B), while adding the term F unit2 flattens the slope for large unit numbers.  The red 

line shows the model X(t+1|t) = A(t) X(t|t) with a1,2 = 1 /(t +.4614 + B + F t2), X1(1|1) = Y(1), and  

X2(t|t) = bm. The model parameters bm, B, and F are calculated to minimize the summed squared error 

between the mean and model lines using Excel’s Solver. 

 

                                
 

The Initial Values 

The filter begins with the estimate X(1|0), and its covariance. X1(1|0) is derived from a CER estimating the 

learning curves’ #1 values. Their source, the Theory of Complex Work, does not model a #1 weight-based 

CER but does size a project based on its tasks. Figure 10 shows the #1 hours-per-task for the 20 learning 

curves. Corresponding to the #1 hours, the values of b, best fitting each curve, are calculated.  The variation 

around the model’s slope, b, is shown in Figure 11. The covariation of the initial states is shown in Figures 

12 and 13. The correlation between the #1 and b is negative; that is, learning curves with high #1 relative to 

their task-based CER have a steeper slope. Or, otherwise stated, these learning curves tend to converge.  

 



   
 

   
 

The Covariance Models 

The Kalman Filter has three covariance matrices: observation, Mn, process, Sn, and additive process, Sa. 

The process covariance has two roles. In conjunction with the observation covariance, it computes the 

Kalman gain (equation 6), which updates the state vector to reflect the latest actual values. Secondly, its 

square root is the standard deviation of the state estimates, both as they are updated and as they are 

projected into the future. In Figure 3, we see the tracking of the observed values through unit five. From 

unit six forward, the expansion of the process covariance is shown as the estimate moves beyond the last 

observed unit. The additive process covariance drives its expansion. Sn1,1 is modeled based on the data 

such that the projected process uncertainty equals the actual variation around X1(t+projection|t). It was 

found that additive variance, driving Sn, was well modeled by the functions Sa1,1(t) = atb + c, Sa1,2(t) = 0, 

and Sa2,2(t)=0. 

In Figure 6, we see that the learning curve’s sequential variation is a constant. This suggests that the 

observation variance can be modeled as a constant, Mn(t) = m.  

With these models, the Kalman Filter’s variance parameters were estimated by Excel’s Solver to find the a, 

b, c, and m that minimize the sum of squared errors between the learning curve data and X1(t+projection|t) 

plus the difference squared between the actual variation around X1(t+projection|t) and the modeled 

variance, Sn(t+projection|t). 

The covariance models are illustrated in Figure 14, along with the resulting Kalman gains in Figure 15. The 

standard deviation of the observation model is .025. For the additive process variance, the model y = axb 

was initially fitted. It was found that the modeled variation beyond unit 100 was significantly lower than 

the actual variation around the expected value projections. Adding a constant to the additive process 

variance model increased Sn1,1, aligning the process standard deviations with the actual variation.  

During the optimization, it was found that the best-fit additive process variance for b, Sa2,2(t), is zero. In 

some respects, this is not too surprising. The slope of a learning curve in the Theory of Complex Work is 

not a fundamental property but rather an emergent property. That is, there is no actual process transition for 

slope, so there is no additive noise. 

 



     
 

The Kalman Gain’s k1,1(1), the ln(hours) coefficient, is near 1, incorporating nearly all the CER’s 

estimating error into x1(1|1). By unit 100 and beyond, it is near .2. k2,1(1), the b coefficient, is a negative -

.1. This is due to the negative initial covariance Sn1,2(1,0). By unit 800, it has dropped from a peak of .11 at 

unit 28 to .004. 

These gains, applied to learning curves A1 and A10, yield the ten 200-unit projections of ln(Hours) in each 

of Figures 16 and 18. The blue line through unit 5 is x1(t|t-1), the expected value of unit t conditioned on 

the data from its preceding unit. Their first value is the CER #1 estimate for the learning curve. The straight 

lines in Figures 17 and 19, beginning at units 5, 10, 20, etc., are the b(t+projection) values for each of the 

corresponding ln(Hour) projections.  

   
 

   
 

In Figures 20.1 - 20.8, the projections for two representative learning curves, A11 and A15, of the twenty 

curves. They are shown with their standard deviation limits. For the 20 learning curves and 10 projections, 

the actual values fall within these limits 68% of the time. 

 



     
 

     

     
  

     
 

In Figure 21, five representative learning curves are shown, along with their corresponding slope 

predictions in Figure 22. The slope predictions from units 5, 10, 20, 60, 100, …, 800 are the values 

projected for the following 200 units at each of these units, for each learning curve. The slopes begin at the 

model’s b(1) value, x2(1|0) = -.391.  

In Figure 21, the CER #1 estimate is plotted as a square with the same color as each corresponding learning 

curve.  The abrupt change in slope from units 1 to 2 for each curve is due to the Kalman Gain for b(1), 



k2(1) = -.11, multiplication by the actual-estimate difference being added to x2(1|0). For example, for the 

A11 learning curve, in black, the #1 actual is greater than its CER estimate. This difference multiplied by -

.11 is a negative added to b(1), lowering its value at unit 2 to -.419. 

The Kalman Gain for b is near zero at unit two, increases to near .1 in the twenties, and falls back to near 

zero beyond unit 200.  The slope estimates correspondingly diverge over this range, stabilizing beyond unit 

200.  

 

   
 

 

 

In Figures 20.1 through 20.8, the yellow lines represent the expected values, while the black lines represent 

the actual values. From this data, the standard deviation per unit of the variation in actuals around expected 

values can be calculated across the 20 learning curves. In Figures 23 and 24, these standard deviations, 

rescaled around zero, are shown as solid jagged lines. The modeled standard deviations, the square root of 

Sn(t+projection|t), are shown as the dashed lines. These are the same lines as the red lines in Figures 20.1 

through 20.8, but here they are rescaled around zero rather than about their expected values. At the bottom 

of each chart is a dashed line beginning at unit one. This is the standard deviation of Sn1,1(t|t), after the 

observation y(t), that is, the uncertainty of the expected value of ln(hours) after being observed. 

 

   
 

Summary 

The power function is transformed into a Markov form by taking its derivative. With two parameters added 

to fit the non-linearities in the simulated data, the state transition model was fitted to the mean of a set of 

simulated learning curves. With the state transition established, an error sequence was calculated dependent 

on the Kalman Filter’s covariance models. The free variables of the covariance models are estimated to 

satisfy the filter's optimality property: minimizing the sum of squared errors around the expected value 

estimates and the difference between the variance model and the actual variance.  

In this application, the filter produces, by unit, the conditional PDF of a learning curve projection. The PDF 

enables the calculation of a wide range of risk-related applications, for example, when a conservative 

estimate is required for funding or financial reporting purposes, or when the PDF is split when the program 

faces an option choice.   

 



Computation  

The Kalman Filter algorithm can be coded on an Excel sheet.  This two-state model has four elements in its 

covariance arrays. The filter’s computations involve matrix additions, subtractions, and several 

multiplications. Each forecast requires the projection and update matrix operations by element, as well as 

the calculation of the plus and minus one standard deviation lines.  For this two-state model with 10 200-

unit projections across four learning curves, 964 columns were required in the Excel sheet. Roughly five 

times that number would be needed to code twenty learning curves. Although this is well within the upper 

bound of an Excel sheet, it would be a large task and a maintenance nightmare.  Coding the mathematics in 

Visual Basic for Applications (VBA) while using the Excel sheet for input/output results in a single, 

verifiable structure that is far easier to develop and maintain. 

The Excel add-in Solver uses a gradient-directed search to estimate the filter's free parameters. It calls a 

VBA function and minimizes its value, in this case, the sum of squared errors. A Solver-executed function 

has four properties relevant to this calculation: it can be coded to read a single array from a sheet, it returns 

its parameter estimates and function value to a sheet, it may call subroutines, and it cannot output formatted 

data to the sheet. The limitation of sheet output by a function is, of course, a problem. However, since a 

subroutine may call a function, a solution is to place the model and output coding in a subroutine that can 

be called by either a function or another subroutine. When called by Solver via the function, the output 

within the model is disabled; when called by the subroutine, it is enabled. Thus, Solver can execute the 

function with the output switched off, or the subroutine can call the model with the output switched on 

when the output is needed.  

The simulated learning curve data, the Excel program, and the VBA code are available on the author’s site:  

https://harrylarsen.yolasite.com/  
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