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A ROUGH THEORY OF MARKETS
LATENT CONTAGION, MARKET PHASES,

AND MARKET-VARIANCE RISK

J. VIDAL LLAURADÓ

Abstract. Markets can look rough, crash-like, and only partially hedgeable even when their
microscopic volatility channels remain continuous. The paper gives a unified structural expla-
nation through two governing principles. First, markets have phases. Second, visible prices
are compressions of a higher-dimensional latent contagion network. The setting is an N -asset
Gaussian Volterra market with directed latent contagion kernels, asymmetric information flow,
and an aggregate market-volatility functional M . The key admissibility condition builds on the
projected observability and minimax logic of the econometric paper and is internalized at market
scale. Active contagion channels must remain source-screened visible and must admit a genuinely
shrinking local normalization in the projected experiment. The admissible class is characterized
rather than stipulated. For active off-diagonal channels, source-screened visibility, nonzero
market loading, and an exponent Hij < 1/2 are exactly the conditions for a nondegenerate
shrinking projected experiment.

Within that class, smooth directional contagion is locally degenerate at high frequency.
The only stable observable contagion phase is rough. Once active market-dominant channels
remain projected-minimax admissible and aggregate without leading-order cancellation, the
aggregate market-volatility exponent is pinned down by the roughest active source-screened
edge and is strictly below one half. Those same dominant edges define a screened contagion
operator on the N × N network. Above its Perron threshold, latent stress synchronizes along a
common mode and becomes macroscopically amplifying. If threshold-triggered activation makes
the synchronized bursts contract faster than observation resolution, a coarse observer sees a
stochastic jump limit even though the primitive market remains continuous.

The same synchronized mode governs pricing and hedging. For the integrated market variance
QM =

∫ T

0 M(t)2 dt, compression to any visible pricing summary leaves a lower-bounded latent
convexity gap, and visible hedges for variance-linked claims satisfy an explicit lower bound on
residual risk whenever the synchronized latent mode retains conditional variance. In particular,
leading-order short-maturity skew statistics of the type identified in the first foundational paper
are visible Q-summaries but remain incomplete relative to latent market-variance convexity.
What emerges is one coherent market theory in which asymmetric latent contagion forces
roughness, roughness organizes synchronization, synchronized activation can produce crash-like
market episodes, and visible pricing and hedging remain phase-dependent compressions of latent
market-variance risk.

1. Introduction

Markets display rough volatility, crisis-like amplification, and persistent hedging incomplete-
ness, yet these phenomena are often modeled separately. The structural question is whether they
arise from one common market mechanism. Rough volatility is now an empirical fact across
both realized-volatility and option markets [10, 12], but most rough-volatility papers start from
a rough law and study its consequences for pricing, simulation, or filtering [3, 8, 1]. The paper
reverses the direction of explanation. It asks which market structures force roughness to appear
at the aggregate level and why the same structure should also generate systemic amplification
and incomplete visible hedging.
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2 J. VIDAL LLAURADÓ

The answer is that roughness is not an isolated regularity parameter. It is the visible trace of
asymmetric latent contagion under an observability constraint. Markets contain many directed
channels through which one asset’s latent volatility influences another’s. Once one requires these
channels to remain source-screened observable at shrinking horizons, and once one requires them
to admit a genuinely local projected normalization in the sense of [15], the aggregate market law
can no longer remain smooth. A market that keeps a nondegenerate family of such channels
active must inherit their roughest short-scale exponent.

Since admissibility carries the main necessity claim, the paper characterizes that class directly.
Section 3 characterizes projected-minimax admissibility for active off-diagonal channels. The
admissible class consists exactly of those channels that remain source-screened visible in the
projected experiment and have Hij < 1/2. Smooth off-diagonal channels and channels visible
only at an O(1) scale are excluded for structural reasons, not by taste. This is also why the
admissibility class is not vacuous in practice. The projected-score evidence in [15] documents
source-screened visible rough channels of precisely that kind in realized-volatility panels.

This viewpoint connects three literatures that are usually kept apart. The first is the
univariate rough-volatility literature, where roughness is modeled and estimated but not explained
structurally [10, 3, 5]. The second is the contagion and connectedness literature, where financial
systems are summarized by network weights, variance decompositions, or crisis spillovers [6, 7, 9].
The third is the observability and minimax strand developed in [16, 14, 15], where latent contagion
is separated from target-only confounding and its local information geometry is made explicit.
This paper places them in one framework. It starts from an N ×N directed Gaussian Volterra
market, imports the projected source-screening logic as a market admissibility condition, and
derives a theory of aggregate roughness and systemic synchronization from that joint structure.

This also clarifies the scope of the classic “no contagion, only interdependence” argument of [9].
Forbes and Rigobon study whether observed crisis comovement in returns exceeds what visible
interdependence already implies once heteroskedasticity is accounted for. This paper studies a
different object, namely directional latent-volatility propagation that survives source-screening
at the local scale. In the model developed here, synchronized latent contagion can amplify
market-wide stress while remaining observationally close to interdependence in reduced-form
correlation measures. The question is therefore not whether visible crisis correlation alone proves
contagion, but whether the market contains latent directed channels whose aggregate effect is
roughness, synchronization, and incomplete visible pricing and hedging summaries.

It also differs from incomplete-information pricing papers in a specific way. The hidden object
here is not a private signal or an exogenous latent state introduced for equilibrium reasons, but
a synchronized volatility mode generated endogenously by the directed contagion network. The
paper’s claim is therefore not that prices are noisy summaries of an external hidden factor, but
that visible pricing summaries are structurally incomplete because the market itself amplifies a
latent rough mode that remains only partially screenable under Q. The paper later instantiates
that compression logic for CoVaR-type tail summaries [2], SRISK-style shortfall functionals [4],
and Diebold–Yılmaz connectedness measures [6, 7].

The argument is deliberately theory-first. It does not add a new empirical section. The point
here is not further calibration, but a structural market theory that builds on the projected
observability results of [15]. The argument moves from admissibility to roughness, from roughness
to synchronization, and then from synchronized activation to the observer-facing pricing and
hedging consequences. Smooth markets are locally degenerate because no active off-diagonal
edge generates a nondegenerate shrinking projected experiment. Once admissible asymmetry
survives at market scale, roughness becomes the only stable observable high-frequency contagion
phase. The same dominant rough edges define a screened contagion operator; above its Perron
threshold they synchronize latent stress along a common mode; and under threshold-triggered
activation that synchronized mode can become jump-like for coarse observers. Finally, the same
synchronized mode yields the pricing and hedging implications. Visible pricing summaries and
visible hedges compress away part of latent market-variance risk.

The pricing interpretation is deliberately sharp. The first foundational paper [16] isolates
visible Q-side statistics, such as leading-order short-maturity skew, that can fail to see latent
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contagion even when the physical law remains distinguishable. Here that asymmetry is extended
to market scale. Visible pricing summaries can be well defined and still leave latent market-
variance convexity and hedging exposure unrecovered.

The main results can be summarized in five steps. A characterization result in Section 3
shows exactly which active off-diagonal channels are projected-minimax admissible. Within that
economically active class, Theorem 4.2 proves that market-dominant admissible asymmetry forces
HM < 1/2. Theorem 5.6 proves that the same dominant rough edges define a screened contagion
operator whose Perron threshold separates local roughness from systemic synchronization.
Theorem 6.10 and Corollary 6.11 show how synchronized rough amplification becomes jump-like
for coarse observers in an activated synchronized regime. Theorem 7.7 then gives the observer-
facing implication. Visible prices and visible hedges are compressions of latent market-variance
risk. Finally, Theorem 6.15 packages those objects into one contagion-phase classification at
market scale.

Read together, the results form one market theory of contagion phases. Informationally
degenerate smooth contagion sits at one end. The only stable observable high-frequency
contagion phase is rough. Crossing the screened spectral threshold then moves the market from
a rough-observable phase to a rough-synchronized phase, and threshold-triggered activation
upgrades that synchronized phase into the jump-like phase seen by coarse observers. The paper’s
final theorem block shows that visible prices and visible hedges are compressions of the same
latent market-variance risk across those phases, including the systemic-risk summaries used in
practice. The paper does not attempt equilibrium closure, nor does it claim to subsume every
crisis mechanism into one endogenous model. Its claim is that these linked phase transitions
provide one coherent structural route through which markets can become rough, crash-like, and
only partially hedgeable.

Four named contagion regimes appear at market scale. A smooth-degenerate regime has only
smooth active off-diagonal channels and no nondegenerate shrinking projected local contagion
experiment. A rough-observable regime has admissible dominant asymmetry and rough aggregate
volatility but no synchronized amplification. A rough-synchronized regime crosses the screened
Perron threshold and aligns stress along a common latent mode. An activated synchronized
regime adds threshold-triggered concentration of that mode, so the same latent synchronization
becomes jump-like at coarse observation scales. These phases classify the market’s directional
contagion regime. They do not rule out rough idiosyncratic diagonal channels, and they do not
pretend to exhaust all possible market dislocations. What the smooth-degenerate phase excludes
is a nondegenerate off-diagonal projected contagion experiment.

The remainder of the paper follows that logic. Section 2 introduces the N -asset directed
Volterra market. Section 3 derives local observability and admissibility at market scale. Section 4
proves that aggregate market volatility must be rough. Section 5 studies the screened contagion
operator and proves the synchronization threshold. Section 6 derives the endogenous jump
appearance seen by coarse observers. Section 7 develops the pricing, convexity, and hedging
implications, and Section 8 concludes.

2. An N-Asset Directed Volterra Market

Let N ≥ 2 be fixed and let W = (W 1, . . . ,WN ) be an N -dimensional Brownian motion with
independent coordinates on a filtered probability space (Ω,F , (Ft)t≥0,P). Asset i carries latent
volatility channel

Vi(t) = µi(t) +
N∑

j=1

∫ t

0
Kij(t, s) dW j

s , 1 ≤ i ≤ N, 0 ≤ t ≤ T.

The kernel Kij encodes the influence of latent driver j on asset i. The diagonal terms Kii are
idiosyncratic; the off-diagonal terms Kij , i ̸= j, are directed latent contagion channels.
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Assumption 2.1 (Directed Volterra regularity). For every i, j there exist exponent Hij ∈ (0, 1),
amplitude βij ∈ R, and a continuous function aij : [0, T ]2 → R such that for 0 ≤ s < t ≤ T ,

Kij(t, s) = βij aij(t, s) (t− s)Hij−1/2.

Moreover aij(t, t) > 0 whenever βij ̸= 0, and the drift t 7→ µi(t) is deterministic and continuous.

Definition 2.2 (Aggregate market volatility). Fix deterministic weights w = (w1, . . . , wN ) ∈
(0,∞)N . The aggregate market-volatility process is

M(t) =
N∑

i=1
wiVi(t).

Its effective short-scale exponent HM is defined by the requirement that for every interior time
t ∈ (0, T ),

Var
(
M(t+ h) −M(t)

)
= cM (t)h2HM + o(h2HM ) as h ↓ 0,

for some deterministic cM (t) > 0.

3. Local Observability and Admissibility at Market Scale

Assumption 3.1 (High-frequency market resolution). There exists a triangular array of local
market blocks indexed by n, with block width hn ↓ 0 and block count Nn ↑ ∞, such that

Nnhn → τ ∈ (0,∞).

Proposition 3.2 (Projected local scale from the market experiment). Fix an active edge
(i, j) ∈ Eact. Suppose that along the high-frequency array of Assumption 3.1, the source-screened
projected experiment for that edge admits blockwise score contributions Sij,ℓ,n, 1 ≤ ℓ ≤ Nn, such
that under the null

E[Sij,ℓ,n] = 0, Var(Sij,ℓ,n) = κijh
2Hij
n + o(h2Hij

n )
for some κij > 0, and

Var
(

Nn∑
ℓ=1

Sij,ℓ,n

)
= Nnκijh

2Hij
n + o(Nnh

2Hij
n ).

Writing Sij,n :=
∑Nn

ℓ=1 Sij,ℓ,n, assume moreover that for every shrinking perturbation sequence
δn → 0, the projected log-likelihood ratio admits the local quadratic expansion

log
dP(δn)

ij,n

dP(0)
ij,n

= δnSij,n − 1
2δ

2
nIij,n + oP(1),

with
Iij,n = Nnκijh

2Hij
n + o(Nnh

2Hij
n ).

Then a local perturbation of amplitude δn contributes to the projected log-likelihood at order one
if and only if

δn

√
Nnh

Hij
n = O(1).

Consequently the unique nondegenerate shrinking local normalization is

θij,n = (
√
Nnh

Hij
n )−1.

Proof. Under the stated variance expansion, the aggregated projected score Sij,n has standard
deviation √

Var(Sij,n) = √
κij

√
Nnh

Hij
n (1 + o(1)).

Likewise,
δ2

nIij,n = κij
(
δn

√
Nnh

Hij
n
)2(1 + o(1)).

Under the local quadratic expansion, the linear score term and the quadratic information term
are therefore both of order one if and only if

δn

√
Nnh

Hij
n = O(1).
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If that product tends to zero, both leading terms vanish and the perturbation is asymptotically
negligible. If it diverges, the quadratic term leaves the local regime. Therefore the only
nondegenerate shrinking local scale is

θij,n = (
√
Nnh

Hij
n )−1.

□

Remark 3.3 (What is imported and what is new). The cited input from [15] is the existence of a
source-screened projected experiment with strictly positive local information for visible edges
together with the local quadratic expansion used above. Proposition 3.2 is the new market-level
step. Once that projected experiment is realized on a high-frequency market array, the shrinking
normalization is no longer a definition but the unique order-one scale of the local log-likelihood.

Lemma 3.4 (Observability failure for smooth channels). Fix an active off-diagonal edge
(i, j) ∈ Eact with i ≠ j and assume the blockwise score and local quadratic expansion hypotheses
of Proposition 3.2. If Hij ≥ 1

2 , then for every shrinking perturbation sequence δn → 0,

δnSij,n
P−→ 0

and
δ2

nIij,n → 0.
Consequently the projected local log-likelihood shift vanishes along every shrinking alternative, so
the edge does not generate a nondegenerate projected local experiment at high frequency.

Proof. Proposition 3.2 gives√
Var(Sij,n) = √

κij

√
Nnh

Hij
n (1 + o(1)) = √

κij (Nnhn)1/2h
Hij−1/2
n (1 + o(1)).

Because Nnhn → τ ∈ (0,∞), the factor (Nnhn)1/2 stays bounded away from zero and infinity.
If Hij >

1
2 , then h

Hij−1/2
n → 0, so √

Var(Sij,n) → 0.

If Hij = 1
2 , then

√
Var(Sij,n) → √

κijτ ∈ (0,∞). Therefore in either case

δn

√
Var(Sij,n) → 0

for every sequence δn → 0. Chebyshev’s inequality then yields

δnSij,n
P−→ 0.

Moreover,
Iij,n = κij(Nnhn)h2Hij−1

n (1 + o(1)).
If Hij >

1
2 , then Iij,n → 0. If Hij = 1

2 , then Iij,n → κijτ ∈ (0,∞). Therefore in either case

δ2
nIij,n → 0.

The local quadratic expansion in Proposition 3.2 now yields

log
dP(δn)

ij,n

dP(0)
ij,n

= oP(1),

so both the linear score term and the quadratic information term vanish along every shrinking
alternative, which is exactly the degeneracy claim. □

Definition 3.5 (Active and dominant edges). The active edge set is
Eact = {(i, j) : wiβij ̸= 0}.

Its dominant exponent is
H∗ = min

(i,j)∈Eact
Hij ,
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and the dominant edge set is
E∗ = {(i, j) ∈ Eact : Hij = H∗}.

Assumption 3.6 (Noncancelling aggregation). For every interior time t ∈ (0, T ),
N∑

j=1

 ∑
i: (i,j)∈E∗

wiβijaij(t, t)

2

> 0.

Equivalently, the dominant short-scale contributions do not cancel at leading order in the
variance of M(t+ h) −M(t).
Definition 3.7 (Projected-minimax admissibility). An active off-diagonal edge (i, j) ∈ Eact with
i ̸= j is called projected-minimax admissible if it satisfies both conditions.

(i) the corresponding source-to-target channel remains source-screened visible in the pro-
jected information geometry of [15], so its projected information lower bound is strictly
positive at the local scale;

(ii) along the high-frequency array of Assumption 3.1, the projected normalization

θij,n = (
√
Nnh

Hij
n )−1

identified in Proposition 3.2 is a genuinely local scale, in the sense that θij,n → 0;
The set of admissible edges is denoted Eadm.
3.1. Which Markets Satisfy Admissibility? The next proposition closes the admissibility
definition within the present section. Its proof uses only Definition 3.7, Proposition 3.2, and
Lemma 3.4. No later roughness, synchronization, or pricing result is needed to characterize the
admissible class.
Proposition 3.8 (Characterization of projected-minimax admissibility). Assume Assumption 3.1
and fix an off-diagonal edge (i, j) with i ≠ j. Suppose the projected experiment attached to
that edge inherits a strictly positive projected information lower bound whenever the channel is
source-screened visible, as in [15], and satisfies the blockwise score and local quadratic expansion
hypotheses of Proposition 3.2. Then the following are equivalent:

(i) (i, j) is projected-minimax admissible.
(ii) The channel remains source-screened visible in the projected experiment and satisfies

Hij <
1
2 .

Proof. If (i, j) is projected-minimax admissible, source-screened visibility is part (i) of Defini-
tion 3.7. If Hij ≥ 1

2 , Lemma 3.4 shows that every shrinking perturbation is asymptotically
invisible in the projected experiment. Proposition 3.2 identifies θij,n = (

√
Nnh

Hij
n )−1 as the

only candidate shrinking local normalization. Lemma 3.4 therefore rules out the existence of
any nondegenerate shrinking projected experiment, which contradicts Definition 3.7(ii). Hence
Hij < 1/2.

Conversely, suppose (i, j) is source-screened visible and satisfies Hij < 1/2. Proposition 3.2
identifies the unique order-one local normalization as

θij,n = (
√
Nnh

Hij
n )−1 = (Nnhn)−1/2h

1/2−Hij
n .

Since Nnhn → τ ∈ (0,∞) and Hij < 1/2, one has θij,n → 0. The positive projected information
lower bound makes this shrinking scale nondegenerate in the projected experiment. Together
with source-screened visibility, this is exactly Definition 3.7. □

Corollary 3.9 (Non-vacuity of the admissible class). Assume Assumption 3.1. If there exists an
off-diagonal edge (i, j) ∈ Eact such that i ≠ j, the channel is source-screened visible in the projected
experiment with strictly positive projected information, the corresponding projected experiment
satisfies the blockwise score and local quadratic expansion hypotheses of Proposition 3.2, and

Hij <
1
2 ,
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then
Eadm ̸= ∅.

In particular, the paper’s admissibility class is nonempty whenever the market contains at least
one economically active rough source-screened contagion channel. If, in addition, the dominant
market-scale edges lie in that same class, Theorem 4.2 applies with substantive content.
Proof. This is the implication (ii) ⇒ (i) in Proposition 3.8, applied to the given off-diagonal
edge. □

Remark 3.10 (Which channels are excluded). The admissibility class excludes two economically
distinct cases.

(i) Smooth off-diagonal contagion channels with Hij ≥ 1
2 , because they generate degenerate

shrinking projected experiments.
(ii) Off-diagonal channels that are visible only at an O(1) scale, because they do not admit

a genuinely local projected normalization.
A channel with zero market loading does not belong to the active market-edge set in the first
place, so it is screened out before admissibility is assessed.
Remark 3.11 (Why the admissible class is economically relevant). Proposition 3.8 and Corol-
lary 3.9 are the paper’s answer to the vacuity objection. Admissibility is not a hand-picked
rough class. It is the market-scale class of source-screened channels that remain statistically
visible, economically active, and genuinely local at high frequency. The projected-score evidence
in [15] documents source-screened visible rough edges of exactly this form in realized-volatility
panels, which is why the present paper treats the admissible class as empirically plausible rather
than purely formal.
Remark 3.12 (What the admissibility condition means). Definition 3.7 is the paper’s bridge to
the source-screened observability and minimax results established in [16, 14, 15]. It does not
claim that every mathematically possible Volterra edge is economically relevant. It says that
the market keeps active only those directed channels that remain source-screened visible and
admit a genuinely local projected experiment. The shrinking-scale condition is the key link to
the minimax theory. If an edge were visible only at an O(1) scale, it would not be a latent
high-frequency channel in the projected LAN sense at all.
Lemma 3.13 (Local projected admissibility forces roughness). Assume Assumption 3.1. If an
active off-diagonal edge (i, j) is projected-minimax admissible, then

Hij <
1
2 .

Proof. This is the implication (i) ⇒ (ii) in Proposition 3.8. □

Lemma 3.14 (Driverwise dominant short-scale expansion). Under Assumption 2.1, fix an
interior time t ∈ (0, T ) and a driver j ∈ {1, . . . , N}. Define

Gj,h,t(s) :=
N∑

i=1
wi
[
Kij(t+ h, s) −Kij(t, s)

]
.

Then there exists a constant κ(H∗) > 0, depending only on H∗, such that∫ t+h

0
Gj,h,t(s)2 ds = κ(H∗)

 ∑
i: (i,j)∈E∗

wiβijaij(t, t)

2

h2H∗ + o(h2H∗)

as h ↓ 0.
Proof. For H ∈ (0, 1), write

ΓH,t,h(s) := (t+ h− s)H−1/21{s<t+h} − (t− s)H−1/21{s<t}.

Assumption 2.1 and continuity of aij imply the local expansion
Kij(t+ h, s) −Kij(t, s) = βijaij(t, t)ΓHij ,t,h(s) + rij,h,t(s),
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where ∥rij,h,t∥L2([0,t+h]) = o(hHij ). Moreover, the Riemann–Liouville increment kernel satisfies
the short-scale expansion from Lemma A.1. Therefore every edge with exponent strictly larger
than H∗ contributes only o(hH∗) in L2, while the edges in E∗ share the same leading kernel
ΓH∗,t,h. It follows that

Gj,h,t(s) =

 ∑
i: (i,j)∈E∗

wiβijaij(t, t)

ΓH∗,t,h(s) + oL2(hH∗),

and squaring in L2 gives the claimed expansion. □

Proposition 3.15 (Leading-order aggregate variance expansion). Under Assumptions 2.1
and 3.6, for every interior time t ∈ (0, T ),

Var
(
M(t+ h) −M(t)

)
= cM (t)h2H∗ + o(h2H∗) as h ↓ 0,

where the leading coefficient is

cM (t) = κ(H∗)
N∑

j=1

 ∑
i: (i,j)∈E∗

wiβijaij(t, t)

2

> 0.

Proof. Write ∆hM(t) = M(t + h) − M(t). Since each µi is deterministic, it contributes no
variance. By linearity and Itô isometry,

Var(∆hM(t)) =
N∑

j=1

∫ t+h

0

(
N∑

i=1
wi
[
Kij(t+ h, s) −Kij(t, s)

])2

ds.

Applying Lemma 3.14 to each driver j yields

Var(∆hM(t)) = κ(H∗)
N∑

j=1

 ∑
i: (i,j)∈E∗

wiβijaij(t, t)

2

h2H∗ + o(h2H∗).

Assumption 3.6 makes the coefficient of h2H∗ strictly positive, which gives the claimed expansion.
□

Corollary 3.16 (Aggregate exponent is the minimum active exponent). Under Assumptions 2.1
and 3.6, the aggregate market volatility satisfies

HM = H∗.

Proof. This is immediate from Proposition 3.15 and the definition of HM . □

4. Why Market Volatility Must Be Rough

The previous section identifies the aggregate short-scale exponent with the minimum active
edge exponent. The present section adds the economic restriction that the market only keeps
directed edges that remain source-screened observable, economically active, and genuinely local
at high frequency. Under that restriction, roughness is forced.

Assumption 4.1 (Admissible dominant asymmetry). The market has at least one projected-
minimax admissible off-diagonal edge, that is,

Eadm ̸= ∅.
Moreover every market-dominant active edge is an admissible off-diagonal edge.

E∗ ⊆ Eadm.

In particular, the dominant short-scale market asymmetry is carried by admissible contagion
channels rather than by diagonal or inadmissible edges.

https://orcid.org/0009-0002-1918-5458
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Theorem 4.2 (Market roughness necessity). Assume Assumptions 2.1, 3.1, 3.6, and 4.1. Assume
moreover that every edge in E∗ satisfies the local quadratic projected-experiment hypotheses of
Proposition 3.2. Write

Hadm = min
(i,j)∈Eadm

Hij .

Then the aggregate market volatility is necessarily rough.

HM = Hadm <
1
2 .

In particular, any market satisfying the paper’s observability/minimax admissibility condition
cannot have a smooth aggregate volatility law once its market-dominant contagion channels are
economically active, source-screened, and shrinking-scale.

Proof. By Assumption 4.1, every market-dominant edge belongs to Eadm. Lemma 3.13 therefore
shows that every edge in E∗ satisfies Hij < 1/2. Since H∗ is the minimum exponent over E∗, we
have

H∗ <
1
2 .

Because E∗ ⊆ Eadm, the minimum admissible exponent coincides with the minimum active
exponent, namely Hadm = H∗. Corollary 3.16 then yields

HM = H∗ = Hadm <
1
2 ,

which proves the claim. □

Corollary 4.3 (Recovery of the bivariate theory). In the case N = 2, Theorem 4.2 reduces
to the low-dimensional face of the earlier bivariate latent-contagion results. A nondegenerate
admissible channel 1 → 2 or 2 → 1 forces the aggregate exponent to be the exponent of that
active source-screened channel, so the market-level roughness law collapses to the bivariate
latent-contagion geometry studied in [16, 14, 15].

Remark 4.4 (Necessity is relative to the admissibility class). Theorem 4.2 is not a claim about
every imaginable multi-asset stochastic volatility model. It is a claim about markets that
keep active those directional channels that are both source-screened observable and minimax
meaningful. Propositions 3.8 and 3.9 show that this class is characterized rather than simply
stipulated. Within that class, roughness is not an empirical coincidence or a modeling choice. It
is structurally necessary.

5. Systemic Synchronization in the Screened Network

The roughness theorem identifies the dominant market-scale edges. Those same edges define
a screened contagion operator that governs systemic amplification.

Fix an interior time t0 ∈ (0, T ). The synchronization analysis below is local around t0, just as
the roughness theorem is local in the short-scale limit.

Definition 5.1 (Dominant screened contagion operator). Let
EM = {(i, j) ∈ Eadm : Hij = HM }

be the set of admissible market-scale edges. For each (i, j) ∈ EM , let πij ∈ (0,∞) denote
its projected visibility weight, inherited from the source-screened information geometry. The
dominant screened contagion operator is the nonnegative matrix T = (Tij)1≤i,j≤N with

Tij = |βij | aij(t0, t0)πij1{(i,j)∈EM }.

Definition 5.2 (Screened contagion graph). The screened contagion graph is the directed graph
GM on vertices {1, . . . , N} with an arrow j → i whenever Tij > 0. It is called strongly connected
if every ordered pair of vertices is linked by a directed path, and aperiodic if the greatest common
divisor of its directed cycle lengths is one.
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Definition 5.3 (Dominant rough stress envelope). An HM -scale stress envelope at time t0 is a
vector x = (x1, . . . , xN ) ∈ [0,∞)N such that the dominant short-scale contribution to asset i
takes the form

xi(t− s)HM −1/2

up to o((t− s)HM −1/2) as s ↑ t0. The corresponding market-scale reduced dynamics are governed
by repeated action of the screened contagion operator T . The network is said to be in the
synchronized regime when spr(T ) > 1.

Lemma 5.4 (Market-to-envelope reduction). Let xm ∈ [0,∞)N be the coefficient vector of the
dominant HM -scale contribution generated by the market after m rounds of admissible contagion
around t0. Then one further round of dominant contagion produces

xm+1 = Txm + o(1)
at the level of leading-order coefficients.

Proof. At time t0, the leading contribution of a dominant admissible edge (i, j) ∈ EM is
βijaij(t0, t0)(t− s)HM −1/2.

Multiplying by the projected visibility weight πij and the incoming envelope coefficient xm,j ,
then summing over dominant incoming edges, gives the next leading contribution for asset i,

N∑
j=1

|βij | aij(t0, t0)πij 1{(i,j)∈EM } xm,j .

All non-dominant edges have exponent strictly larger than HM , hence contribute only lower
order terms in the short-scale expansion. Therefore the dominant market coefficients are reduced,
at leading order, by the operator T , which yields xm+1 = Txm + o(1). □

Proposition 5.5 (Finite-horizon reduction to the screened recursion). Fix M ∈ N. For each
short-scale parameter h ↓ 0, let (x(h)

0 , . . . , x
(h)
M ) ⊂ [0,∞)N satisfy

x
(h)
m+1 = Tx(h)

m + r(h)
m , 0 ≤ m < M,

with
x

(h)
0 → x0 and max

0≤m<M
∥r(h)

m ∥ → 0

for some x0 ∈ [0,∞)N . Then
max

0≤m≤M
∥x(h)

m − Tmx0∥ → 0.

In particular, on every fixed contagion depth, the actual market envelope and the exact screened
recursion have the same high-frequency limit.

Proof. Write
e(h)

m := x(h)
m − Tmx0.

Then
e

(h)
m+1 = Te(h)

m + r(h)
m , 0 ≤ m < M,

with e
(h)
0 = x

(h)
0 − x0 → 0. Iterating the recursion yields

e(h)
m = Tme

(h)
0 +

m−1∑
ℓ=0

Tm−1−ℓr
(h)
ℓ .

Fix any matrix norm. Since M is fixed,
CM := max

0≤m≤M
∥Tm∥ < ∞.

Therefore for 0 ≤ m ≤ M ,

∥e(h)
m ∥ ≤ CM ∥e(h)

0 ∥ +MCM max
0≤ℓ<M

∥r(h)
ℓ ∥.

https://orcid.org/0009-0002-1918-5458


A ROUGH THEORY OF MARKETS 11

Taking the maximum over m ≤ M gives

max
0≤m≤M

∥e(h)
m ∥ ≤ CM ∥e(h)

0 ∥ +MCM max
0≤ℓ<M

∥r(h)
ℓ ∥.

The assumed convergence of ∥e(h)
0 ∥ and max0≤ℓ<M ∥r(h)

ℓ ∥ then proves the claim. □

Theorem 5.6 (Synchronization threshold for the screened market network). Assume the screened
contagion graph GM is strongly connected. Let xm+1 = Txm, m ≥ 0, be the market-scale reduced
dynamics associated with an initial dominant envelope x0 ∈ [0,∞)N .

(i) If spr(T ) < 1, then xm → 0 exponentially fast for every initial condition x0 ∈ [0,∞)N

interpreted as the initial market-scale reduced envelope.
(ii) If GM is moreover aperiodic, spr(T ) > 1, and x0 ̸= 0, then there exist positive left and

right Perron–Frobenius eigenvectors u, v such that
spr(T )−mxm −→ (u⊤x0) v as m → ∞.

Consequently a positive fraction of coordinates align with the same latent mode and the
aggregate stress w⊤xm grows at rate spr(T )m.

Proof. Lemma 5.4 and Proposition 5.5 show that, on any fixed contagion depth, the actual
market envelope is asymptotically governed by the exact screened recursion xm+1 = Txm. The
theorem therefore analyzes that exact asymptotic reduced system. Strong connectivity of GM

is equivalent to irreducibility of the nonnegative matrix T , so the subcritical part is standard
Perron–Frobenius theory for an irreducible market-scale screened operator.

Part (i) is the usual subcritical linear-systems bound. If spr(T ) < 1, then there exists a norm
∥ · ∥∗ on RN such that ∥T∥∗ < 1, hence ∥xm∥∗ ≤ ∥T∥m

∗ ∥x0∥∗ → 0.
For part (ii), aperiodicity of GM is equivalent to primitivity of T . Perron–Frobenius therefore

yields strictly positive eigenvectors u, v with
Tv = spr(T )v, u⊤T = spr(T )u⊤, u⊤v = 1,

and the rank-one asymptotic
spr(T )−mTm → vu⊤.

Applying this to xm = Tmx0 yields
spr(T )−mxm = spr(T )−mTmx0 → vu⊤x0 = (u⊤x0)v.

Since u is strictly positive and x0 ∈ [0,∞)N is nonzero, one has u⊤x0 > 0. Since v has strictly
positive coordinates, a positive fraction of the network aligns componentwise with the same
mode. Multiplying by the positive weight vector w gives

w⊤xm ∼ (u⊤x0)(w⊤v) spr(T )m,

which is the announced macroscopic stress concentration. □

Remark 5.7 (Network interpretation of irreducibility and primitivity). Strong connectivity means
that every asset can be reached from every other asset by a chain of market-scale admissible
contagion channels. Aperiodicity rules out deterministic cycling across disjoint classes and makes
the Perron mode the unique asymptotic direction of amplified stress. These are economically
interpretable network restrictions, not auxiliary linear-algebra normalizations.

Remark 5.8 (From synchronization to crises). Theorem 5.6 is intentionally about latent alignment,
not yet about literal price crashes. Its message is that once the dominant rough edges become
strong enough, the market stops behaving like a collection of local spillovers and starts behaving
like a single amplified mode. At the level of visible correlation, this can still look like mere
interdependence in the sense of [9]; the theorem is about the latent screened propagation
mechanism underneath that reduced-form appearance. The next section shows how that
synchronized mode produces jump-like episodes for a coarse observer.
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6. Endogenous Jump Appearance for Coarse Observers

The primitive latent market remains continuous. Apparent jumps arise only after two further
operations. Synchronization concentrates stress into thin bursts, and the observer samples at a
coarser resolution than the burst width.

Assumption 6.1 (Synchronized mode reduction). Let v ∈ (0,∞)N be the right Perron vector
from the synchronized regime in Theorem 5.6, normalized so that w⊤v > 0. Suppose the
continuous dominant rough stress envelope admits the decomposition

xn(t) = λn(t)v + rn(t), 0 ≤ t ≤ T,

where λn is a nonnegative scalar amplitude process and the remainder satisfies

sup
0≤t≤T

∣∣∣∣∫ t

0
w⊤rn(s) ds

∣∣∣∣ P−→ 0.

Assumption 6.2 (Burst-concentration regime). Let ∆n ↓ 0. Let τ1, . . . , τK be (Ft)-stopping
times such that

0 < τ1 < · · · < τK < T almost surely,
and let J1, . . . , JK be strictly positive square-integrable random variables. Let ψ1, . . . , ψK : Ω ×
R → [0,∞) be FT -measurable random profiles such that, almost surely, each path u 7→ ψk(ω, u)
is continuous, compactly supported, and satisfies

∫
R ψk(ω, s) ds = 1. Let δk,n > 0 be random

scales such that
max

1≤k≤K

δk,n

∆n
→ 0 almost surely,

and let λn be the scalar synchronized mode amplitude from Assumption 6.1. Suppose that

λn(t) =
K∑

k=1

Jk

(w⊤v)δk,n
ψk

(
t− τk

δk,n

)
+ qn(t), 0 ≤ t ≤ T.

where ∫ T

0
|qn(t)| dt P−→ 0.

Definition 6.3 (Activated synchronized regime). A rough-synchronized market is said to be
in an activated synchronized regime if the Perron-mode amplitude λn is driven by a common
scalar trigger process whose crossings of finitely many activation levels are magnified through
a steep nonlinear response at a width δn that shrinks faster than the observation mesh ∆n.
Assumption 6.4 states the reduced-form version of that regime used in the jump theorem.

Assumption 6.4 (Reduced-form threshold-triggered activation). Let ψ : R → [0,∞) be con-
tinuous, compactly supported, and satisfy

∫
R ψ(s) ds = 1. Let δn ↓ 0. Suppose there exists an

adapted process Z with almost surely C1 sample paths, deterministic levels c1, . . . , cK ∈ R, and
strictly positive square-integrable random variables J1, . . . , JK such that:

(i) Z(τk) = ck almost surely for stopping times 0 < τ1 < · · · < τK < T ;
(ii) the crossings are transversal, in the sense that

γk := Ż(τk) > 0
almost surely for every k;

(iii) there exist pairwise disjoint random neighborhoods Ik of τk on which

inf
t∈Ik

Ż(t) ≥ γk

2 > 0

almost surely, and outside
⋃

k Ik one has |Z(t) − ck| > ε for some ε > 0 independent of n;
(iv) the synchronized mode amplitude is generated by the steep activation derivative

λn(t) =
K∑

k=1

Jk

w⊤v

Ż(t)
δn

ψ

(
Z(t) − ck

δn

)
, 0 ≤ t ≤ T.
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Proposition 6.5 (Threshold activation implies burst concentration). Under Assumption 6.4,
define

δk,n := δn

γk
, ψk(u) := γkψ(γku), 1 ≤ k ≤ K.

Then
∫
R ψk(s) ds = 1, maxk δk,n/∆n → 0 whenever δn/∆n → 0, both almost surely, and there

exists a remainder qn such that ∫ T

0
|qn(t)| dt P−→ 0

and

λn(t) =
K∑

k=1

Jk

(w⊤v)δk,n
ψk

(
t− τk

δk,n

)
+ qn(t).

Consequently, whenever δn/∆n → 0, Assumption 6.4 implies Assumption 6.2.

Proof. Fix k. Because ψ has compact support, say in [−L,L], the k-th summand in Assump-
tion 6.4 vanishes unless |Z(t) − ck| ≤ Lδn. By the transversality and separation conditions, for
n large enough this can occur only on the neighborhood Ik, and then only when |t− τk| ≲ δn.
On Ik,

Z(t) − ck = γk(t− τk) + ρk,n(t),
where

sup
t∈Ik, |t−τk|≲δn

|ρk,n(t)|
δn

P−→ 0, sup
t∈Ik, |t−τk|≲δn

|Ż(t) − γk| P−→ 0

by the C1 regularity of Z. Therefore, uniformly on the support of the k-th localized term,
Ż(t)
δn

ψ

(
Z(t) − ck

δn

)
= γk

δn
ψ

(
γk
t− τk

δn

)
+ ek,n(t) = 1

δk,n
ψk

(
t− τk

δk,n

)
+ ek,n(t),

with ∫
Ik

|ek,n(t)| dt P−→ 0.

Summing over k and setting

qn(t) :=
K∑

k=1

Jk

w⊤v
ek,n(t)

proves the claimed representation and the L1-negligibility of qn. The normalization of ψk follows
from the change of variables r = γks, and δk,n/∆n = (δn/∆n)/γk → 0 because each γk > 0
almost surely. □

Definition 6.6 (Coarse observer). Let B be a background process with almost surely continuous
sample paths and define the coarse observer by

Yn(t) = B(⌊t/∆n⌋∆n) +
⌊t/∆n⌋∑
m=1

∫ m∆n

(m−1)∆n

w⊤xn(s) ds.

Proposition 6.7 (Burst concentration reduction). Under Assumptions 6.1 and 6.2, and for the
coarse observer in Definition 6.6,

Yn = Bn + Sn +Rn +Qn,

where
Bn(t) = B(⌊t/∆n⌋∆n),

Rn(t) =
⌊t/∆n⌋∑
m=1

∫ m∆n

(m−1)∆n

w⊤rn(s) ds,

and

Sn(t) =
K∑

k=1
Jk

[
Fk

(
⌊t/∆n⌋∆n − τk

δk,n

)
− Fk

(
−τk

δk,n

)]
, Fk(x) :=

∫ x

−∞
ψk(u) du,
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Moreover,
sup

0≤t≤T
|Rn(t)| P−→ 0.

sup
0≤t≤T

|Qn(t)| P−→ 0.

Proof. Since xn(t) = λn(t)v + rn(t), the definition of Yn gives

Yn(t) = Bn(t) +
⌊t/∆n⌋∑
m=1

∫ m∆n

(m−1)∆n

(w⊤v)λn(s) ds+Rn(t).

Substituting the burst representation of λn yields
Yn(t) = Bn(t) + Sn(t) +Rn(t) +Qn(t),

where

Qn(t) :=
⌊t/∆n⌋∑
m=1

∫ m∆n

(m−1)∆n

(w⊤v)qn(s) ds.

Integrating the localized profiles gives the stated form of Sn, including the lower-limit correction
Fk(−τk/δk,n). Because τk > 0 almost surely and each ψk has compact support, that correction
is eventually zero, but the displayed formula is exact. The bound on Rn follows directly from
Assumption 6.1, and

sup
0≤t≤T

|Qn(t)| ≤ (w⊤v)
∫ T

0
|qn(s)| ds P−→ 0

by Assumption 6.2. □

Remark 6.8 (Hierarchy of the jump regime). The jump block has two logically distinct layers.
Assumption 6.1 is the baseline synchronized reduction suggested by Theorem 5.6. Latent
stress is already concentrated on the Perron mode v, up to a negligible integrated remainder.
Assumption 6.2 is the sharper regime restriction that turns that synchronized mode into narrow
bursts. Assumption 6.4 and Proposition 6.5 give one endogenous route to that concentration
through a common threshold-triggered activation of the synchronized scalar mode. Theorem 6.10
then shows that coarse jumps arise once mode alignment, burst concentration, and coarse
observation hold simultaneously.

Lemma 6.9 (Burst profiles collapse to jumps under coarse observation). Under Assumption 6.2,
the process

Sn(t) =
K∑

k=1
Jk

[
Fk

(
⌊t/∆n⌋∆n − τk

δk,n

)
− Fk

(
−τk

δk,n

)]
converges almost surely in D([0, T ]) under the Skorokhod J1 topology to

S(t) =
K∑

k=1
Jk1{τk≤t}.

Proof. Fix an ω in the almost-sure event on which
0 < τ1(ω) < · · · < τK(ω) < T.

For each k, define

Sk,n(t, ω) := Jk(ω)
[
Fk

(
⌊t/∆n⌋∆n − τk(ω)

δk,n

)
− Fk

(
−τk(ω)
δk,n

)]
.

Because each Fk is nondecreasing, Sk,n(·, ω) is nondecreasing and càdlàg. Since τk(ω) > 0 and
ψk has compact support, the correction term Fk(−τk(ω)/δk,n) vanishes for all large n. Moreover,
if t < τk(ω), then eventually ⌊t/∆n⌋∆n < τk(ω), so the argument of Fk tends to −∞ and
Sk,n(t, ω) → 0. If t > τk(ω), then eventually ⌊t/∆n⌋∆n > τk(ω), so the argument tends to +∞
and Sk,n(t, ω) → Jk(ω). Thus

Sk,n(·, ω) → Jk(ω)1{τk(ω)≤·}
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at every continuity point of the limit. By the standard J1 convergence criterion for monotone
càdlàg functions, this implies

Sk,n(·, ω) → Jk(ω)1{τk(ω)≤·}

in D([0, T ]) under J1.
The jump times τ1(ω), . . . , τK(ω) are distinct, so the addition map is continuous at the limit

vector (
J1(ω)1{τ1(ω)≤·}, . . . , JK(ω)1{τK(ω)≤·}

)
under the product J1 topology. Summing the K convergences therefore gives

Sn(·, ω) →
K∑

k=1
Jk(ω)1{τk(ω)≤·}

in D([0, T ]) under J1. Since the exceptional set does not depend on n, the convergence is almost
sure. □

Theorem 6.10 (Stochastic endogenous jump appearance from synchronized modes). Under
Assumptions 6.1 and 6.2, the coarse observer from Definition 6.6 converges in probability in
D([0, T ]) under the Skorokhod J1 topology to

Y (t) = B(t) +
∑

k:τk≤t

Jk.

In particular, a continuous latent synchronized market generates a random jump process for a
coarse observer once synchronized bursts contract faster than the observation resolution.

Proof. By Proposition 6.7,
Yn = Bn + Sn +Rn +Qn.

Because B has almost surely continuous sample paths on the compact interval [0, T ],
sup

0≤t≤T
|Bn(t) −B(t)| → 0 almost surely.

Lemma 6.9 gives

Sn →
K∑

k=1
Jk1{τk≤·} almost surely in D([0, T ]).

Combining this with the almost sure uniform convergence Bn → B and the probabilistic bound
Rn +Qn

P−→ 0, we obtain

Yn = Bn + Sn +Rn +Qn
P−→ B +

K∑
k=1

Jk1{τk≤·}

in D([0, T ]) under the J1 topology. □

Corollary 6.11 (Jump appearance under synchronized threshold activation). Under Assump-
tions 6.1 and 6.4, and provided δn/∆n → 0, the conclusion of Theorem 6.10 holds.

Proof. Proposition 6.5 implies Assumption 6.2. The claim therefore follows directly from
Theorem 6.10. □

Remark 6.12 (Why the jumps are endogenous). The paper’s endogeneity standard has four
steps. Theorem 5.6 uses spr(T ) > 1 to produce Perron-mode synchronization. Definition 6.3 and
Assumption 6.4 add a common nonlinear trigger for that synchronized mode. Proposition 6.5
turns that trigger into burst concentration. Theorem 6.10 then converts concentration plus
coarse observation into a jump limit. Spectral supercriticality alone does not produce jumps in
the paper. The jump limit is endogenous only in this activated synchronized sense.
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Corollary 6.13 (Crash-like episodes under synchronized activation). Under the synchronized
regime from Theorem 5.6 and the concentration assumptions of Section 6, every jump time τk in
the coarse observer is generated by concentration of the Perron mode of the screened contagion
operator T . Consequently, within this activated synchronized regime, the crash-like episodes seen
at market resolution arise endogenously from synchronization of the latent network rather than
from primitive discontinuities of the microscopic market model.

Proof. Theorem 5.6 identifies the synchronized regime with alignment along the Perron mode v,
while Theorem 6.10 shows that the coarse jump mass at time τk is produced by concentration of
the corresponding scalar amplitude λn. The observed jump times are therefore precisely the
times at which the synchronized latent mode concentrates at a scale finer than observation
resolution. □

Definition 6.14 (Contagion phases at market scale). Under the high-frequency market array,
the market’s directional contagion regime is said to be in one of the following phases.

(i) the smooth-degenerate phase if every active off-diagonal edge satisfies Hij ≥ 1
2 ;

(ii) the rough-observable phase if Assumption 4.1 holds and spr(T ) ≤ 1;
(iii) the rough-synchronized phase if Assumption 4.1 holds and spr(T ) > 1;
(iv) the activated synchronized phase if the market is rough-synchronized and, in addition,

Assumptions 6.1 and 6.4 hold with δn/∆n → 0.

Theorem 6.15 (Phase structure of admissible contagion regimes). Assume Assumption 2.1 and
the high-frequency array of Assumption 3.1. Assume moreover that every active off-diagonal edge
satisfies the local quadratic projected-experiment hypotheses of Proposition 3.2.

(i) If every active off-diagonal edge satisfies Hij ≥ 1
2 , then the market lies in the smooth-

degenerate phase with respect to its directional contagion channels; no active off-diagonal
channel generates a nondegenerate shrinking projected experiment.

(ii) If Assumptions 3.6 and 4.1 hold and spr(T ) ≤ 1, then the market lies in the rough-
observable phase. In particular,

HM <
1
2 ,

but no synchronized systemic amplification is implied.
(iii) If Assumptions 3.6 and 4.1 hold, the screened contagion graph GM is strongly connected

and aperiodic, and spr(T ) > 1, then the market lies in the rough-synchronized phase;
for every nonzero dominant rough envelope in the reduced dynamics, latent stress aligns
along the Perron mode of the screened contagion operator and aggregate stress becomes
macroscopically amplifying.

(iv) If the assumptions of part (iii) hold and, in addition, Assumptions 6.1 and 6.4 hold
with δn/∆n → 0, then the market lies in the activated synchronized phase. The coarse
observer from Definition 6.6 converges in probability in D([0, T ]) under J1 to

Y (t) = B(t) +
∑

k:τk≤t

Jk.

Proof. If every active off-diagonal edge satisfies Hij ≥ 1
2 , then Lemma 3.4 applies to each such

edge and shows that every shrinking perturbation is asymptotically invisible in the projected
experiment. This proves part (i).

Under Assumptions 3.6 and 4.1, Theorem 4.2 yields HM < 1/2. If moreover spr(T ) ≤ 1,
the market is rough but not in the supercritical synchronized regime of Theorem 5.6, which is
exactly the rough-observable phase in part (ii).

For part (iii), Theorem 5.6 implies that when GM is strongly connected, aperiodic, and
spr(T ) > 1, every nonzero dominant rough envelope in the reduced dynamics aligns along the
Perron mode and aggregate stress grows at rate spr(T )m. This is the rough-synchronized phase.

Finally, under the assumptions of part (iv), Corollary 6.11 applies and gives the stated
stochastic jump limit for the coarse observer. This is precisely the activated synchronized
phase. □
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Remark 6.16 (What the smooth-degenerate phase excludes). Part (i) of Theorem 6.15 is a state-
ment about directional contagion, not about every possible source of roughness in the aggregate
law. The theorem excludes a nondegenerate off-diagonal projected contagion experiment when
all active contagion channels are smooth. It does not rule out rough diagonal or idiosyncratic
channels from contributing to the aggregate exponent HM .

7. Pricing Summaries, Convexity, and Hedging under Latent Synchronization

The synchronized phase has direct pricing and hedging implications. Visible prices and visible
hedges do not see the full latent market state directly; they compress it. The relevant underlying
is the integrated market variance

QM :=
∫ T

0
M(t)2 dt,

which is the natural payoff underlying a market variance swap, while convex functions of QM

describe options on market variance. Both the pricing and the hedging statements are driven by
the same object, namely the latent scalar amplitude of the synchronized Perron mode.

This section develops those pricing and hedging implications directly rather than relegating
them to a separate afterthought. Once the latent network collapses onto a dominant rough
mode, visible pricing summaries and visible hedge classes retain only a compression of the
corresponding market-variance risk.

Assumption 7.1 (Visible aggregate-volatility reduction). There exist a visible process Mvis, a
scalar synchronized amplitude process λ, and a residual process η such that

M(t) = Mvis(t) + (w⊤v)λ(t) + η(t), 0 ≤ t ≤ T,

where Mvis(t) is Gt-measurable for every t, the path-generated σ-field σ(λ) := σ(λ(s) : 0 ≤ s ≤ T )
is well defined, and

QM =
∫ T

0
M(t)2 dt ∈ L2(FT ).

Moreover,
E[η(t) | GT ∨ σ(λ)] = 0 for almost every t ∈ [0, T ].

Setting
ζ(t) := (w⊤v)λ(t),

the quadratic expansion terms

AM :=
∫ T

0

(
Mvis(t)

)2
dt,

ΞM := 2
∫ T

0
Mvis(t)ζ(t) dt+

∫ T

0
ζ(t)2 dt,

and
RM := 2

∫ T

0
Mvis(t)η(t) dt+ 2

∫ T

0
ζ(t)η(t) dt+

∫ T

0
η(t)2 dt

belong to L2(FT ).

Definition 7.2 (Synchronized latent factor and variance-linked claims). Let GT ⊂ FT be the
visible market filtration at maturity. A square-integrable random variable Λ ∈ L2(FT ) is called
a synchronized latent factor if there exists a Perron-mode amplitude process λ from Section 6
such that Λ is measurable with respect to GT ∨ σ(λ) and satisfies

E[Λ | GT ] = 0.
More generally, a variance-linked claim is any square-integrable claim of the form X = Ψ(QM )
for some measurable Ψ, and it admits a synchronized decomposition if

X = Xvis + αXΛ + εX ,

with Xvis ∈ L2(GT ) and
E[εX | GT ,Λ] = 0.
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The logic of the section is simple. First, the visible aggregate reduction induces a canonical
synchronized decomposition of the market-variance underlying QM . Second, any variance-linked
claim X = Ψ(QM ) inherits its own synchronized decomposition by projection onto the visible
sigma-field enlarged by the market factor ΛM . The compression theorem then acts on those two
decompositions.

Proposition 7.3 (Synchronized decomposition of integrated market variance). Assume Assump-
tion 7.1, and let ζ, AM , ΞM , and RM be the random objects introduced there. Let Hλ := GT ∨σ(λ),
and define

Λ̃M := ΞM + E[RM | Hλ] − E[ΞM + E[RM | Hλ] | GT ],
Qvis

M := AM + E[ΞM + E[RM | Hλ] | GT ],
and

εM := RM − E[RM | Hλ].
If Λ̃M = 0 almost surely, set αM := 0 and ΛM := 0. Otherwise set

αM := ∥Λ̃M ∥L2 , ΛM := Λ̃M

αM
.

Then
QM = Qvis

M + αM ΛM + εM ,

where Qvis
M ∈ L2(GT ), ΛM ∈ L2(FT ) is a synchronized latent factor, and

Qvis
M = E[QM | GT ], E[εM | GT ,ΛM ] = 0.

Proof. Expanding the square in QM =
∫ T

0 (Mvis + ζ + η)2 dt gives
QM = AM + ΞM +RM .

By construction, AM ∈ L2(GT ). Since ΞM and RM are square-integrable, all conditional
expectations below are well defined.

Set Hλ := GT ∨ σ(λ). Then

QM = AM + E[ΞM + E[RM | Hλ] | GT ] + Λ̃M + εM ,

which is exactly the claimed decomposition after normalizing Λ̃M .
It remains to verify the stated properties. The definition of Qvis

M makes it GT -measurable.
Likewise Λ̃M is Hλ-measurable, and

E[Λ̃M | GT ] = 0
by construction, so ΛM is a synchronized latent factor whenever αM > 0. If αM = 0, the claim
is trivial.

Finally,
E[εM | Hλ] = E[RM − E[RM | Hλ] | Hλ] = 0.

Since ΛM is Hλ-measurable, σ(GT ,ΛM ) ⊆ Hλ, and therefore the tower property gives
E[εM | GT ,ΛM ] = E[E[εM | Hλ] | GT ,ΛM ] = 0.

Applying the tower property once more gives
E[QM | GT ] = Qvis

M + E[αM ΛM + εM | GT ] = Qvis
M ,

which proves the stated identity for the visible component. □

Remark 7.4 (How restrictive is the residual-factor separation?). Assumption 7.1 itself imposes
only a centered residual condition,

E[η(t) | GT ∨ σ(λ)] = 0,
and that is already enough for the market-variance decomposition in Proposition 7.3 and for the
generic compression theorem Theorem 7.7. The stronger conditional independence restriction
between εM and ΛM enters only later, in the loading-transfer and convex-claim results such
as Proposition 7.9, Corollary 7.11, and Corollary 7.19. It is satisfied, for example, when the
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synchronized amplitude λ is generated by the common trigger driving the Perron mode while
the residual process η is built from innovations orthogonal to that trigger after conditioning
on the visible filtration. Read that way, the assumption is the standard measurement-model
separation between a common latent factor and idiosyncratic residual noise. The paper uses it
only when turning the generic compression bound into sharper comparative-statics statements
for convex claims.

Proposition 7.5 (Synchronized decomposition of variance-linked claims). Assume Assump-
tion 7.1, let X = Ψ(QM ) ∈ L2(FT ) be a variance-linked claim, and let

QM = Qvis
M + αM ΛM + εM

be the decomposition from Proposition 7.3. Define
HM := GT ∨ σ(ΛM ),
Xvis := E[X | GT ],

Λ̃X := E[X | HM ] − E[X | GT ],
and

εX := X − E[X | HM ].
If Λ̃X = 0 almost surely, set αX := 0 and ΛX := 0. Otherwise set

αX := ∥Λ̃X∥L2 , ΛX := Λ̃X

αX
.

Then
X = Xvis + αXΛX + εX ,

where Xvis ∈ L2(GT ), ΛX ∈ L2(FT ) is a synchronized latent factor, and
Xvis = E[X | GT ], E[εX | GT ,ΛX ] = 0.

Proof. The tower property gives
X = E[X | GT ] +

(
E[X | HM ] − E[X | GT ]

)
+
(
X − E[X | HM ]

)
,

which is exactly the claimed decomposition after normalizing Λ̃X .
By construction, Xvis ∈ L2(GT ), Λ̃X is HM -measurable, and

E[Λ̃X | GT ] = 0.
Since ΛM is measurable with respect to GT ∨ σ(λ), HM ⊆ GT ∨ σ(λ), so ΛX is a synchronized
latent factor whenever αX > 0. If αX = 0, the claim is trivial.

Finally,
E[εX | HM ] = E[X − E[X | HM ] | HM ] = 0.

Since ΛX is HM -measurable, σ(GT ,ΛX) ⊆ HM , and therefore the tower property gives
E[εX | GT ,ΛX ] = E[E[εX | HM ] | GT ,ΛX ] = 0.

□

Definition 7.6 (Visible compression operator). For any sub-σ-field H ⊆ GT and any square-
integrable random variable X ∈ L2(FT ), define the visible compression of X onto H by

CH(X) := E[X | H].
Visible pricing summaries correspond to choosing H = σ(S) for some S ∈ L2(GT ), while visible
hedge classes are closed linear subspaces of L2(GT ).

Theorem 7.7 (Visible markets are compressions of latent market-variance risk). Let Φ: R → R
be convex and twice continuously differentiable with infx Φ′′(x) ≥ κ > 0.
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(i) Suppose Assumption 7.1 holds, and let
QM = Qvis

M + αM ΛM + εM

be the decomposition from Proposition 7.3. Then for every sub-σ-field H ⊆ GT ,

E[Φ(QM )] − E[Φ(CH(QM ))] ≥ κ

2α
2
ME[Var(ΛM | H)].

In particular, compression to any visible pricing summary leaves a lower-bounded latent
convexity gap.

(ii) Suppose Assumption 7.1 holds, let K ⊆ L2(GT ) be any closed linear subspace representing
visible hedge payoffs, let X = Ψ(QM ) ∈ L2(FT ) be a variance-linked claim, and let the
decomposition

X = Xvis + αXΛX + εX

be given by Proposition 7.5. Then
inf

H∈K
E[(X −H)2] ≥ α2

XE[Var(ΛX | GT )].

Hence every visible hedge class leaves residual risk whenever the synchronized latent mode
retains conditional variance and loads nontrivially on the claim.

Proof. Fix H ⊆ GT . Since E[ΛM | GT ] = 0 and E[εM | GT ,ΛM ] = 0, the tower property gives
CH(QM ) = E[QM | H] = E[Qvis

M | H].
Conditional Jensen and the second-order Taylor lower bound around CH(QM ) yield

E[Φ(QM )] − E[Φ(CH(QM ))] ≥ κ

2E[Var(QM | H)].

Moreover,
Var(QM | H) = Var(αM ΛM + εM | H).

Because E[ΛM | GT ] = 0 and H ⊆ GT , the tower property gives
E[ΛM | H] = 0.

Likewise,
E[εM | H,ΛM ] = E[E[εM | GT ,ΛM ] | H,ΛM ] = 0,

so E[εM | H] = 0 and
E[ΛMεM | H] = E[ΛM E[εM | H,ΛM ] | H] = 0.

Hence
Var(QM | H) = α2

M Var(ΛM | H) + E[Var(εM | H,ΛM ) | H] ≥ α2
M Var(ΛM | H),

which proves part (i).
For part (ii), because K ⊆ L2(GT ),

inf
H∈K

E[(X −H)2] ≥ inf
H∈L2(GT )

E[(X −H)2] = E[Var(X | GT )].

Since E[ΛX | GT ] = 0 and E[εX | GT ,ΛX ] = 0,
E[ΛXεX | GT ] = E[ΛX E[εX | GT ,ΛX ] | GT ] = 0,

and therefore
Var(X | GT ) = α2

X Var(ΛX | GT ) + E[Var(εX | GT ,ΛX) | GT ] ≥ α2
X Var(ΛX | GT ).

Taking expectations gives the bound. □

Remark 7.8 (Where the economic content of compression lives). Theorem 7.7 contains a generic
Jensen/projection step and a substantive economic step. The Jensen inequality is generic. The
economically meaningful strictness of the bounds is carried by the synchronized latent factor
itself. The compression theorem matters only when ΛM or ΛX retains conditional variance after
visible conditioning. In other words, the theorem’s economic content is exactly the non-visibility
of the synchronized latent mode.
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Proposition 7.9 (Claim loadings inherit market-variance loading). Assume Assumption 7.1,
let X = Ψ(QM ) ∈ L2(FT ) be a variance-linked claim, and let

QM = Qvis
M + αM ΛM + εM , X = Xvis + αXΛX + εX

be the decompositions from Propositions 7.3 and 7.5. Set
HM := GT ∨ σ(ΛM ), UM := E[QM | HM ] = Qvis

M + αM ΛM .

Then there exists a version of the conditional response map ψ(ω, ·) such that
E[X | HM ] = ψ(ω,UM )

almost surely. Suppose that for almost every ω, the map u 7→ ψ(ω, u) is continuously differentiable
on the essential range of UM , and that there exist constants 0 ≤ m ≤ L < ∞ such that

m ≤ ∂uψ(ω, u) ≤ L

for almost every ω and every such u. Then
m2α2

M E[Var(ΛM | GT )] ≤ α2
X ≤ L2α2

M E[Var(ΛM | GT )].
In particular, if m > 0, αM ̸= 0, and ΛM is conditionally nondegenerate given GT , then αX > 0.

Proof. Because E[εM | HM ] = 0, the definition of UM is valid. By Proposition 7.5,

α2
X = E

[(
E[X | HM ] − E[X | GT ]

)2] = E[Var(E[X | HM ] | GT )] .

If αM = 0, then UM = Qvis
M is GT -measurable, so HM = GT and αX = 0; the claimed bounds are

immediate. Hence assume αM > 0. Because Qvis
M is GT -measurable and

ΛM = UM −Qvis
M

αM
,

one has HM = GT ∨ σ(UM ). Therefore E[X | HM ] admits a version of the form ψ(ω,UM ), and
α2

X = E[Var(ψ(ω,UM ) | GT )] .
Fix a regular conditional distribution of UM given GT , and let U ′

M be a conditionally indepen-
dent copy of UM given GT . Then

2 Var(ψ(ω,UM ) | GT ) = E
[(
ψ(ω,UM ) − ψ(ω,U ′

M )
)2 | GT

]
.

By the mean value theorem and the derivative bounds,

m2(UM − U ′
M )2 ≤

(
ψ(ω,UM ) − ψ(ω,U ′

M )
)2 ≤ L2(UM − U ′

M )2,

almost surely conditionally on GT . Therefore
m2 Var(UM | GT ) ≤ Var(ψ(ω,UM ) | GT ) ≤ L2 Var(UM | GT ).

Since UM = Qvis
M + αM ΛM and Qvis

M is GT -measurable,
Var(UM | GT ) = α2

M Var(ΛM | GT ).
Taking expectations yields the claimed bounds. □

Corollary 7.10 (Affine market-variance claims inherit exact loading). Assume Assumption 7.1
and let X = a+ bQM with a, b ∈ R. Then one may choose

Xvis = a+ bQvis
M , ΛX =

{
sgn(b)ΛM , b ̸= 0,
0, b = 0,

εX = b εM ,

and
αX = |b|αM .

In particular,
inf

H∈K
E[(X −H)2] ≥ b2α2

M E[Var(ΛM | GT )]

for every closed visible hedge class K ⊆ L2(GT ).
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Proof. The claimed decomposition follows by multiplying the decomposition of Proposition 7.3
by b and adding a. The identity αX = |b|αM is immediate, and the residual-risk bound then
follows from Theorem 7.7(ii). □

Corollary 7.11 (Increasing convex claims inherit synchronized loading). Assume Assumption 7.1,
let X = Φ(QM ) ∈ L2(FT ), and let

QM = Qvis
M + αM ΛM + εM , X = Xvis + αXΛX + εX

be the decompositions from Propositions 7.3 and 7.5. Suppose εM is conditionally independent
of ΛM given GT , and that Φ ∈ C1(R) is convex with

0 ≤ Φ′(q) ≤ L

for every q in the essential range of QM . Then
α2

X ≤ L2α2
M E[Var(ΛM | GT )].

If, in addition, there exists m > 0 such that
m ≤ Φ′(q)

throughout that same essential range, then
α2

X ≥ m2α2
M E[Var(ΛM | GT )].

In particular, if αM ≠ 0 and ΛM is conditionally nondegenerate given GT , then every such
strictly increasing convex claim has αX > 0.

Proof. Set HM := GT ∨ σ(ΛM ) and
UM := E[QM | HM ] = Qvis

M + αM ΛM .

Conditional independence gives
E[X | HM ] = E[Φ(UM + εM ) | HM ] = ψ(ω,UM ),

where
ψ(ω, u) := E[Φ(u+ εM ) | GT ].

Because Φ′ is bounded between 0 and L on the essential range of QM , the map u 7→ ψ(ω, u) is
continuously differentiable on the essential range of UM and satisfies

0 ≤ ∂uψ(ω, u) ≤ L

for almost every ω. If Φ′ ≥ m, then likewise
m ≤ ∂uψ(ω, u) ≤ L.

Applying Proposition 7.9 yields the stated upper and lower bounds. □

Corollary 7.12 (Observer-facing consequences by contagion phase). Assume Assumption 7.1.
Within the phase structure of Theorem 6.15,

(i) in the smooth-degenerate phase, no informative projected local contagion object survives
at shrinking scales;

(ii) in the rough-observable phase, aggregate roughness is present, but the paper does not
imply macroscopic Perron-mode amplification;

(iii) in the rough-synchronized phase, the market-variance decomposition of Proposition 7.3,
the inherited claim decomposition of Proposition 7.5, and any variance-linked claim
with nonzero latent loading and conditionally nondegenerate synchronized latent factor,
produces positive lower bounds of the form in Theorem 7.7;

(iv) in the activated synchronized phase, those same compression bounds coexist with the
jump-like coarse behavior of Theorem 6.15(iv).

https://orcid.org/0009-0002-1918-5458


A ROUGH THEORY OF MARKETS 23

Proof. Part (i) is Theorem 6.15(i). Part (ii) is exactly the content of Theorem 6.15(ii). For
part (iii), Theorem 6.15(iii) identifies the rough-synchronized regime, and under Assumption 7.1,
Theorem 7.7 gives the stated strictly positive lower bounds whenever the synchronized factor
loads nontrivially and retains conditional variance. Part (iv) combines that same compression
theorem, still under Assumption 7.1, with Theorem 6.15(iv). □

Proposition 7.13 (Latent convexity gap for market-variance claims). Assume Assumption 7.1.
Let Φ: R → R be convex and twice continuously differentiable, with infx Φ′′(x) ≥ κ > 0. Then

E[Φ(QM )] − E[Φ(Qvis
M )] ≥ κ

2 α
2
ME[Var(ΛM | GT )] .

If αM ̸= 0 and ΛM is conditionally nondegenerate, the inequality is strict.

Proof. Apply Theorem 7.7(i) with H = GT . Then
CGT

(QM ) = E[QM | GT ] = Qvis
M ,

which gives the claim. □

Definition 7.14 (Visible pricing summary). A visible pricing summary is any square-integrable
random variable S ∈ L2(GT ). In particular, the leading-order short-maturity skew statistics
identified on the pricing side in [16] are visible pricing summaries. In the latent contagion
regime they are measurable with respect to the visible pricing filtration and do not recover the
synchronized latent mode.

The theorem above is intentionally generic. The next corollaries show how the same compres-
sion logic maps onto systemic-risk objects used in practice. CoVaR-type tail summaries and
Diebold–Yılmaz connectedness measures enter as visible summaries. SRISK-style capital-shortfall
functionals enter as increasing convex claims on the market-variance state.

Corollary 7.15 (Visible skew is only a partial Q-summary). Assume Assumption 7.1, let
Φ: R → R be convex and twice continuously differentiable with infx Φ′′(x) ≥ κ > 0, and let
S ∈ L2(GT ) be any visible pricing summary. Then

E[Φ(QM )] − E
[
Φ
(
E[QM | σ(S)]

)]
≥ κ

2 α
2
ME[Var(ΛM | σ(S))] .

If αM ̸= 0 and ΛM is conditionally nondegenerate given σ(S), the inequality is strict.

Proof. Apply Theorem 7.7(i) with H = σ(S). □

Corollary 7.16 (CoVaR-type visible summaries remain incomplete). Let SCoVaR ∈ L2(GT ) be
any visible CoVaR-type summary in the sense of [2]. Under the assumptions of Corollary 7.15,

E[Φ(QM )] − E
[
Φ
(
E[QM | σ(SCoVaR)]

)]
≥ κ

2 α
2
ME[Var(ΛM | σ(SCoVaR))] .

If αM ̸= 0 and ΛM is conditionally nondegenerate given σ(SCoVaR), the inequality is strict.
Thus conditioning on a visible CoVaR-type tail-risk statistic does not identify away latent
market-variance convexity.

Proof. Apply Corollary 7.15 with S = SCoVaR. □

Corollary 7.17 (Connectedness summaries remain partial). Let SDY ∈ L2(GT ) be any visible
connectedness or variance-decomposition summary of the type studied by [6, 7]. Under the
assumptions of Corollary 7.15,

E[Φ(QM )] − E
[
Φ
(
E[QM | σ(SDY)]

)]
≥ κ

2 α
2
ME[Var(ΛM | σ(SDY))] .

If αM ̸= 0 and ΛM is conditionally nondegenerate given σ(SDY), the inequality is strict. Thus a
visible connectedness statistic can summarize spillovers without identifying away the synchronized
latent mode.

Proof. Apply Corollary 7.15 with S = SDY. □
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Corollary 7.18 (Visible skew can be fully visible and still incomplete). Let Sskew ∈ L2(GT )
be any leading-order short-maturity skew summary of the type identified in [16]. Under the
assumptions of Corollary 7.15,

E[Φ(QM )] − E
[
Φ
(
E[QM | σ(Sskew)]

)]
≥ κ

2 α
2
ME[Var(ΛM | σ(Sskew))] .

If αM ̸= 0 and ΛM is conditionally nondegenerate given σ(Sskew), the inequality is strict.
Hence a leading-order skew statistic can be entirely visible under Q while latent market-variance
convexity remains unrecovered.

Proof. Apply Corollary 7.15 with S = Sskew, using the fact that Sskew is by construction a
visible pricing summary. □

Corollary 7.19 (SRISK-style shortfall functionals remain compressed and under-hedged). Let
ΦSR ∈ C2(R) be increasing and convex, and suppose there exist constants κSR,mSR, LSR > 0
such that

κSR ≤ Φ′′
SR(q), mSR ≤ Φ′

SR(q) ≤ LSR
for every q in the essential range of QM . Set

XSR := ΦSR(QM ),
and interpret XSR as an SRISK-style capital-shortfall functional in the sense of [4]. Let SSR ∈
L2(GT ) be any visible shortfall summary and let K ⊆ L2(GT ) be any closed visible hedge class.
Under Assumption 7.1 and conditional independence of εM and ΛM given GT ,

E[ΦSR(QM )] − E
[
ΦSR

(
E[QM | σ(SSR)]

)]
≥ κSR

2 α2
ME[Var(ΛM | σ(SSR))] ,

and
inf

H∈K
E[(XSR −H)2] ≥ α2

XSRE[Var(ΛXSR | GT )] .

If αM ̸= 0 and ΛM is conditionally nondegenerate given GT , then αXSR > 0, so both the
compression gap and the hedge shortfall are strictly positive whenever visible conditioning fails
to reveal the synchronized latent mode.

Proof. Apply Theorem 7.7(i) with Φ = ΦSR and H = σ(SSR). Apply Theorem 7.7(ii) to the
variance-linked claim XSR = ΦSR(QM ). The lower bound αXSR > 0 follows from Corollary 7.11.

□

Remark 7.20 (Why visible skew misses market-variance convexity). Proposition 7.13 is the
paper’s formal version of the claim that visible skew does not capture full convexity. A variance
swap itself corresponds to the linear payoff Φ(x) = x, so it records the visible level of QM but no
Jensen gap. The missing convexity appears for convex claims written on QM , and any pricing
summary that sees only Qvis

M misses the conditional variance carried by the synchronized latent
factor ΛM . That gap is largest precisely when the Perron mode concentrates near the jump-like
regime.

Corollary 7.21 (Visible hedge shortfall in complete visible markets). Assume the visible trading
market is complete relative to GT , so that the attainable visible payoffs coincide with L2(GT ). Let
Π(X) be the L2-projection of X onto the closed span of visible self-financing gains. Then

E
[
(X − Π(X))2] ≥ α2

XE
[
Var(ΛX | GT )

]
.

Proof. Apply Theorem 7.7(ii) with K = L2(GT ). Under completeness, Π(X) = E[X | GT ], so the
lower bound is attained at the best visible hedge. □
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8. Conclusion

The paper gives a structural answer to the market question developed in the introduction. It
does not claim that arbitrary markets must be rough. It identifies the class of directional contagion
channels for which roughness is structurally unavoidable. Smooth contagion is locally degenerate
at high frequency because its active off-diagonal channels do not generate a nondegenerate
shrinking projected experiment. Once the market keeps active a family of asymmetric contagion
channels that are source-screened observable and admit a genuinely shrinking local normalization,
roughness becomes the only stable observable contagion phase, and the aggregate market law
inherits the roughest market-dominant exponent.

The same rough phase organizes systemic risk. The dominant edges define a screened contagion
operator whose Perron threshold separates rough-but-local markets from rough-synchronized
markets. Above that threshold the network aligns along a common latent mode, and under
threshold-triggered activation the synchronized phase becomes jump-like for coarse observers even
though the primitive model remains continuous. The model therefore provides one endogenous
mechanism through which crash-like episodes can arise from latent-network phase transitions
rather than from primitive discontinuities imposed at the microscopic level. That does not rule
out exogenous crises or discontinuities that originate outside the mechanism studied here.

The economic conclusion is that visible prices and visible hedges are phase-dependent com-
pressions of latent market-variance risk. For the integrated market variance QM =

∫ T
0 M(t)2 dt,

visible pricing summaries recover only a compression of the full convexity, while visible hedges
leave a lower-bounded residual exposure whenever the synchronized latent mode retains condi-
tional variance. Leading-order skew-type summaries remain meaningful Q-objects, but they are
still incomplete relative to latent market-variance convexity and hedge risk. The same conclusion
now applies explicitly to CoVaR-type summaries, SRISK-style shortfall functionals, and visible
connectedness measures. What remains open is the next layer of closure. It is to embed the
same N ×N structure into matched option panels and equilibrium valuation to obtain a full
joint P/Q phase theory of roughness, contagion, market-variance convexity, and crash risk.

Appendix A. A Supporting Short-Scale Volterra Lemma

Lemma A.1 (Riemann–Liouville increment scaling). Fix H ∈ (0, 1) and t ∈ (0, T ), and define
ΓH,t,h(s) := (t+ h− s)H−1/21{s<t+h} − (t− s)H−1/21{s<t}.

Then
∥ΓH,t,h∥2

L2([0,t+h]) = κ(H)h2H + o(h2H)
as h ↓ 0, where

κ(H) :=
∫ ∞

0

(
(1 + r)H−1/2 − rH−1/2)2 dr + 1

2H ∈ (0,∞).

Proof. Split the square norm at time t:

∥ΓH,t,h∥2
L2([0,t+h]) =

∫ t

0

(
(t+ h− s)H−1/2 − (t− s)H−1/2)2 ds+

∫ t+h

t
(t+ h− s)2H−1 ds.

In the first term, substitute r = (t− s)/h; in the second, substitute r = (t+ h− s)/h. This gives

∥ΓH,t,h∥2
L2([0,t+h]) = h2H

∫ t/h

0

(
(1 + r)H−1/2 − rH−1/2)2 dr + h2H

2H .

The integrand behaves like r2H−3 as r → ∞, hence is integrable for every H ∈ (0, 1). Therefore
dominated convergence yields∫ t/h

0

(
(1 + r)H−1/2 − rH−1/2)2 dr −→

∫ ∞

0

(
(1 + r)H−1/2 − rH−1/2)2 dr,

which proves the expansion. □
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