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On Humans and AI: A Financial Reporting Dilemma

Jeremy Bertomeu Edwige Cheynel Radhika Lunawat Mario Milone∗

Abstract

This study examines the resolution of ethical dilemmas in financial reporting by human participants

and large language models. Participants act in the role of a CFO deciding whether to discontinue a

prior policy with biased reporting; however, the bias is known and corrected by investors whereas

a change may temporarily mislead investors. We find that models are less amenable to competing

ethical considerations than humans, and exhibit greater preference for truthful reporting. Moreover,

they respond with greater consistency to institutional ethical guidance, while humans become more

indecisive under pressure from management. The models exhibit more internal coherence between their

moral judgment and their policy prescriptions and are judged more persuasive by humans. Finally,

humans follow model advice when accompanied by an explanation, but they seem to discount (and

sometimes react against) advice offered without it. Our findings offer evidence on the misalignment

between artificial intelligence and humans in tackling subjective reporting dilemmas while guiding the

incorporation of such tools into corporate governance.
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Large language models (LLMs) have revolutionized artificial intelligence by performing unstructured

tasks traditionally requiring human involvement. We specifically aim to explore how such models arrive

at subjective judgments, especially in situations with ethical trade-offs where no “correct” answer exists.

While many studies have deemed these models to be well suited for objective tasks involving complex

skillsets (Chang et al. 2026; Levy 2024; Choi and Xie 2025), there seems to be little research on their

contribution to other critical parts of decision-making, especially in terms of computer-assisted ethical

considerations.

Currently, scientists, entrepreneurs, policymakers, ethicists and politicians are deeply engaged in dis-

cussions about the impact of AI on moral and societal decision making, focusing on systems that ensure

machines align with human goals. A well-known example is the MIT Media Lab’s “Moral Machine”

project (Awad et al., 2018), which explores ethical dilemmas for self-driving vehicles through the trolley

problem, asking participants how a driverless car should respond when faced with two unavoidable deadly

outcomes.1 More generally, the literature on algorithmic bias has shown that if systems are trained on

data containing human biases, e.g., racial, gender, or other, they can reproduce, and even amplify, those

biases in their outputs (Aobdia et al. 2025). This debate hinges on the question of whether models,

which are trained on human-written text and subsequently tuned through alignment approaches like re-

inforcement learning from human feedback (RLHF), are able to adequately deal with the richness and

ambiguities in ethical reasoning.2 Modern models are heavily alignment-trained to exhibit truthfulness,

helpfulness, and harmlessness. But this alignment can add a systematic bias towards simplifying ethical

templates, most notably truthfulness, that cannot capture the complex contextual considerations inherent

to human experience.

By and large, we do not know much about the differences between human and LLM decision-making

on subjective tasks. On the one hand, models are trained on large volumes of human-generated text and

often include additional human feedback to help clarify areas where their content may lack accuracy or

be unethical. Predicated on human-input data, they likely produce outputs that are reflective, to some

extent, of human perspectives. But the training corpus need not be a thorough or representative sample

of human experience, and machines at present may not engage in conscious moral reasoning or have

emotions.

Unlike objective tasks, subjective decision-making, and specifically questions of ethics, have a distinct

nature. The ability of models to solve an objective task depends on enormous datasets that train the sys-

tem to provide answers that tend to be better than those generated by individual humans. Consequently,

they have shown better performance than the average human in many structured tasks, such as exams

(Achiam et al. 2024; Wood et al. 2023; Eulerich et al. 2024), auditing (Vasarhelyi et al. 2023; Emett et al.

2025), and analysis of information (Kim et al. 2025; Li et al. 2025). Subjective tasks, on the other hand,

do not have a single correct answer. Rather, the answers themselves drive accepted practices and social

1Launched in 2016, the “Moral Machine” collected over 40 million decisions from participants in 233 countries, investigating
scenarios where a driverless car must choose between two lose-lose outcomes. Variables such as demographics, numbers, and
adherence to traffic rules were systematically varied. A key finding revealed that most participants prioritized “minimizing
harm to the greatest number,” even at the expense of passengers.

2In RLHF, responses generated by the LLM are rated on various dimensions (such as clarity, coherence, and acceptability)
by either crowd-sourced contributors or engineers. These ratings refine the model’s reward function, influencing future
outputs. A related approach, “Human in the Loop” (HITL), involves iterative human participation in training and fine-
tuning.
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norms. The explanation may also be nearly as important as the decision, integrated and understood

within a broader set of related decisions, and the neural network architecture of these tools remains a

black box that might not be fully interpreted. We can only understand how models solve subjective tasks

by observing their recommendations. In this respect, our study aims to speak to the following questions:

(1) Relative to humans, how much weight do LLMs place on being truthful (or reporting accurate

earnings following generally accepted practices) compared to other, potentially important, ethical

considerations, such as not misleading investors who might anticipate biased earnings?

(2) Do LLMs or humans respond more to pressures embedded in a particular context; when can they

be swayed away from ethical considerations and do they differentially weigh institutional pressures,

say, from ethical officers versus management?

(3) Can LLMs or humans provide more understandable recommendations, noting that understandability

is a multi-layered concept involving alignment between pre-assessments and the recommendation,

quality of the response, and emphasis on first-order argument?

(4) Do humans and LLMs respond differentially to over versus under-reporting, so that greater use of

artificial intelligence may affect preferences for neutrality versus conservatism?

(5) Given that humans are unlikely to fully delegate ethical decisions in the near future, does AI input

affect human decision-making, and how does the content and delivery of the input shape human

responses?

It is crucial to answer these questions now, because human institutions may increasingly favor handing

subjective decision-making over to computer-assisted tools. This delegation can be indirect, with humans

deferring to suggested answers, or direct, by entrusting the decision-making process wholesale to an

AI. While this may seem dystopian, growing anecdotal evidence suggests that people increasingly rely

on these tools in many private decisions. In the business world, internal dispute resolution procedures

can be automated (e.g., a company that automates processes to handle customer complaints), or many

computerized platforms already autonomously conclude whether a participant violated its policies or

adjudicate disputes between users of the platform.

We introduce a situational survey that immerses participants in an environment with an ethical

dilemma pitting truthfulness against the status quo. For this purpose, we frame the dilemma initially

introduced by Kim et al. (2024) and further discussed in Gibson et al. (2013), Sobel (2020), and Bertomeu

and Cheynel (2026). Because the beliefs of investors will always be given by the correct posterior expec-

tation conditional on all public information, they cannot be on average rationally misled. In standard

rational expectations models such as Dye (1988) and Stein (1989), investors undo the equilibrium bias by

adjusting their interpretation of the report and removing the expected bias. In these models, there is no

credible way for a firm to commit against bias, because if investors took its promise not to bias on faith

alone, market incentives would induce it to return to biased earnings. Paradoxically, the firm must then

be biasing its report (possibly destroying shareholder value in the process) while simultaneously, the bias

is undone by investors.
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In this context, the firm must resolve a dilemma. It can keep making a biased report that investors

anticipate and thus price in, resulting in unbiased market expectations. Or it can adopt a policy of

reporting truthfully; but because investors cannot credibly become aware that this has occurred, they

continue to discount based on the prior bias and thus induce mispricing. This means that the firm cannot

achieve both truthful reporting and accurate market expectations at the same time.3 It must choose

whether to make a predictable lie or a misleading truth.

We use a corporate governance setting in which participants play the role of a CFO for multiple

reasons. First, executive officers have fiduciary duties, and AI input may increasingly drive their profes-

sional deliberations; among senior executives, the CFO is most responsible for decisions about financial

statements. Second, the setting features a sharp tension between perspectives, as management, legal

counsel, and ethics officers can offer divergent interests, allowing us to explore how AI might mediate that

decision process with conflicting or differentially aligned considerations. Third, the governance framing

allows us to investigate how institutional pressures (career concerns or influence by senior leadership)

coalesce with ethical principles. Prior research has documented that the leadership can pressure CFOs to

bias reports (Friedman 2014), that fiduciary duties create tension with bonus incentives (Indjejikian and

Matějka 2009), and that turnover is a significant consequence of reporting irregularities (Hennes et al.

2008), all of which motivate the career-concern channel in our design. Finally, both objective standards

and subjective judgments about reporting quality, such as trade-offs between neutrality and conservatism,

are involved in financial reporting, making this setting uniquely poised to test whether and how AI may

influence the future of accounting practices.

Specifically, we ask participants to decide whether to change the current policy, which features a report

with a bias that investors anticipate, to a new policy without bias that could mislead investors if they

continue to adjust for bias.4 Participants are placed in the position of an executive who is informed that

the firm has been either over-reporting or under-reporting earnings. The pattern has been consistent and

predictable, implying that investors are not being fooled and correctly reverse engineer true earnings.

However, legal counsel has raised the issue, and the firm is considering changing its practice to report

earnings without bias. On the other hand, senior management is lukewarm about the change, noting

that the firm has no mechanism to credibly signal the change in policy. Therefore, after the change,

shareholders would incorrectly adjust earnings by the previously known expected bias.

Our study involves human participants (undergraduate and graduate students at two major U.S.

universities) who answer questions assessing their ethical evaluations and policy recommendations, ran-

domizing whether the prior policy involves under-reporting or over-reporting. We administer the same

questions to four widely used LLMs (GPT-4o, Gemini 1.5 Flash, LLaMA 8B, and Mistral 7B) and then

3This does not imply that investors are necessarily miscalibrated relative to the firm’s actual ethical preferences. Investors
may hold well-calibrated beliefs about the cross-section of comparable firms, some of which place little weight on ethical
concerns while others place more. From the standpoint of a particular firm that assigns a higher value to truthful reporting
than its peers, any unilateral deviation from biased reporting would nonetheless generate confusion, as investors rationally
rely on prior expectations formed from the broader population.

4We acknowledge that in any communication scenario, some investors may naively accept the message as presented. In
such cases, a biased message could also mislead certain investors, as discussed in Ottaviani and Squintani (2006) and Kartik
et al. (2007). We ensure that participants can form their own opinions about each policy based on context rather than trying
to impose a belief, i.e., our objective is to understand how participants frame the problem. This is also why, to answer this
question, we use a vignette scenario with context that allows us to examine how participants form beliefs. Notably, some
participants in the experiment did not seem to fully agree with the management claim that investors can undo the expected
bias.
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collect additional responses from human participants after being given AI advice with or without expla-

nations. Overall, the study involves 801 human participants, of which 264 are without AI input and

537 are with AI input, and 268 AI responses. This treatment allows us to examine how AI input shapes

human ethical judgment, directly addressing the practical question of human-AI collaboration in decision-

making. We pre-registered the study on the Open Science Foundation (OSF), with data collection and

main analyses based on a pilot experiment.5

We briefly summarize our main findings and contributions below. First, models have a stronger

commitment to reporting the truth than humans, who are often torn between the ethical dilemma of

unbiased reporting and potentially harming investors. Humans seem to disagree more on biased reporting

being acceptable, and a large fraction gives high ethical ratings to biased policies. On the other hand,

model evaluations hardly ever show such high ratings.

Second, we offer unique perspectives on the role of moral principles in informing machine and human

decision processes. When faced with conflicting pressures (senior management recommending biased re-

porting and an ethics officer recommending truthful reporting), humans are more likely to avoid direct

conflict with management directives. In particular, many humans switch from supporting truthful report-

ing to ambiguous stances such as “Abstain” or “Follow the consensus.” In contrast, the models remain

decisive and drift towards the ethics officer’s preferred recommendation, suggesting a greater resistance

to managerial influence. Yet, textual analyses indicate that their rationales are not typically grounded

in moral reasoning, but rather institutional considerations, namely clearer external guidance and legal

liability. Compared to models, humans more frequently invoke a moral imperative to be truthful (Kantian

principle) and the potential for investor harm (utilitarianism). By contrast, the models focus on the long

run after investors learn about the new policy and the potential for legal penalties.

Third, the internal consistency between quantitative ethical assessments and policy recommendations

is higher for models, as measured by regression R2. But the textual rationales list many more distinct

reasons per response, painting a nuanced picture: their choices are more predictable based on their

ratings, yet their verbal explanations can be confusing as they enumerate a broad range of conflicting

considerations. Nevertheless, external human evaluators rate model justifications as substantially more

persuasive than human justifications, suggesting that, despite listing many competing considerations,

models produce arguments that independent raters find more logically structured and better supported.

The fourth aspect we analyze is human versus model preferences regarding the direction of the report-

ing bias (under- vs. over-reporting). While accounting standards demand neutrality in their conceptual

statements, a substantial body of existing research suggests that most practices and human psychology

weights losses more heavily than gains (Dickhaut et al. 2010). Indeed, accounting principles have long

embraced some conservatism, which tends to manifest itself in a greater aversion to over-reporting. We

find weak evidence that humans exhibit more aversion to over-reporting. However, we do not observe

meaningful differences in the direction of the bias between humans and LLMs, in the sense that detectable

differences for the power of our research design rules out effects of the same size as our other hypotheses.

Finally, our AI advisory treatment suggests that human moral choices are influenced by AI recom-

mendations but this is differentially conditioned on the presence of an explanation supplementing the

recommendation. Humans favor explained recommendations, leading to an increase in their preference

5The pre-registration is available at https://osf.io/ad98r. None of the pilot data was used in the final analysis.
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for truthfulness when provided with an AI advice recommending truthful reporting accompanied by an

explanation. However, given only a recommendation, humans do not respond and may (marginally) be-

come contrarian to the model’s preferred choice. Combined with our previous analysis that AI weighs

ethical considerations differently than humans do, these findings suggest that the design of AI advisory

systems may have a consequential effect on corporate governance.

Our study contributes to several literatures. It adds to experimental work on the tension between

truthfulness and self-interest in reporting, which has documented that individuals frequently misreport

when doing so is privately beneficial, even when the costs of dishonesty are low (Evans et al. 2001; Gneezy

et al. 2013; Davidson and Stevens 2013; Bentley et al. 2021). It also connects to research on whether

deception can be viewed as defensible when it is supported by prevailing norms, embedded in accepted

practice, or perceived as serving a broader organizational purpose (Fischer and Huddart 2008; Sunder

2005; Tayler and Bloomfield 2011; Cardinaels and Yin 2015; Bloomfield 2021; Huddart and Qu 2024).

A distinctive feature of our setting is that the biased reporting convention is neither self-serving nor

obviously harmful, which makes the dilemma genuinely ambiguous rather than a straightforward test of

honesty. We bring this question to a financial-reporting context and ask how humans and LLMs differ in

navigating that conflict.

More directly, our study speaks to the emerging literature that uses LLMs as instruments for behavioral

research, treating model responses as objects of study under controlled conditions (Aher et al. 2023; Argyle

et al. 2023; Horton et al. 2026). A growing body of work has shown that frontier models can reproduce

broad human behavioral patterns in canonical economic and psychological tasks, including in dictator

games, public-goods settings, and survey response distributions (Mei et al. 2024; Chen et al. 2023; Brand

et al. 2023; Kirshner 2024; Leng 2024; Li et al. 2024). At the same time, this correspondence is far

from uniform: models also exhibit systematic biases, heuristics, and framing effects that diverge from

human responses, particularly in managerial and judgment-intensive settings (Chen et al. 2025; Suri

et al. 2023; Ma et al. 2023; Macmillan-Scott and Musolesi 2024). A related strand examines whether

LLMs can function as ethical decision-makers and how humans perceive and respond to their moral

advice (Awad et al. 2018; Zhang and Gosline 2023; Karataş and Cutright 2023). Further work has

documented that, despite alignment training designed to promote helpfulness and honesty, frontier models

can display strategic or deceptive behavior when placed under sufficiently strong in-context incentives,

raising questions about the robustness of their moral reasoning (Scheurer et al. 2024; Meinke et al. 2025;

Greenblatt et al. 2024; Hubinger et al. 2024; Järviniemi and Hubinger 2024; Balesni et al. 2024). Our

contribution to this literature is to study a setting in which the ethical tension is not between honesty

and self-interest, as in most prior designs, but between competing conceptions of responsible reporting,

a distinction that may elicit different reasoning from both humans and models. Moreover, reflections on

the role of AI are likely to increase as emerging agentic technologies infuse new tools for experiments and

real implementations in virtual worlds (Bloomfield and Rennekamp 2009), where humans and bots may

interact in environments featuring inherent complexity.

A growing body of work assesses LLMs in the context of particular decision-making tasks. Posner and

Saran (2025) replicate a factorial experiment originally conducted on federal judges and find that LLMs

adhere rigidly to precedent while remaining unaffected by contextual factors such as defendant sympathy,

characterizing AI as a “formalist judge.” Gazal Ayal et al. (2026) compare LLM sentencing recommenda-
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tions to those of 123 retired judges and find that LLMs produce sentences that are both more consistent

and closer to the judicial average than those of individual judges. These findings resonate with our own:

in our financial-reporting setting, LLMs similarly favor the rule-consistent policy with greater consistency

than humans, while humans are more responsive to contextual pressures and competing considerations.

Our study also connects to recent work on AI applications in accounting and auditing, which has begun

to explore how LLMs perform in domain-specific tasks such as financial analysis, disclosure evaluation,

and audit judgment (Vasarhelyi et al. 2023; Kim et al. 2025). We extend this line of research by mov-

ing from abstract games, general judgment tasks, and broad safety evaluations to a concrete corporate

financial-reporting dilemma with clear institutional stakes, and by studying not only how LLMs decide

but how their advice shapes human decisions in turn.

1 Hypothesis Development

Models are trained on large volumes of text collected from diverse sources and include human-labeled

feedback, often termed “reinforcement learning from human feedback” (RLHF). Human raters, either

crowd-sourced contributors or engineers, score responses across a number of dimensions, such as clarity,

coherence, and acceptability. These assessments are used to refine the reward function of the model, which

in turn affects its output in subsequent generations. But the training is not directly observable, and even

if it were, the mechanisms by which such feedback is embedded in outputs can be difficult to interpret.6

Recently, models have been trained with alignment that targets truthfulness directly (Ouyang et al. 2022).

This is an intentional engineering choice that embeds a bias toward truthfulness that the training data

alone would not necessarily provide. While this leaves open the question of whether ethical preferences

are true reasoning or artificial constraints, it does not diminish the significance of understanding these

preferences because, if organizations increasingly employ AI tools to guide ethical decision-making, the

model behavior will determine practical outcomes.

Our first hypothesis proposes that ethical judgment reflects a tension between two perspectives: a

Kantian categorical imperative (report truthfully regardless of outcomes or other rationales) versus a

utilitarian approach (evaluate reporting choices by their consequences alone). From a Kantian point of

view, ethical decisions must be made according to principles that are generalizable: one’s actions must

follow principles which can remain internally coherent should they be enacted universally. Kant notori-

ously argued that lying is never permissible, even in benign circumstances. By contrast, utilitarianism

evaluates decisions based on their consequences, which in turn depends on the understanding of the mes-

sage rather than the message itself. Under this view, disclosure errors resulting from systemic bias in

financial reporting may be permitted if they do not involve a loss of welfare (or impaired decision-making)

for the investor. Yet if changing the manner in which information is reported leads to erroneous beliefs

among investors, or if it breaks established expectations, there could be negative real-world implications.

We hypothesize that both humans and models are exposed to knowledge supporting each of these

ethical paradigms, via shared lived experience and social interaction in the former case or training data in

6Our conclusion is predicated on the (testable) assumption that LLMs might be systematically different than humans
even if they are trained directly on human text. However, how accurately models reproduce human behavior is a persistent
debate in the literature (for recent work, see Aher et al. 2023). Though our findings highlight notable differences, they also
point to similarities; for instance, several main effects are directionally consistent in humans and models.
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the latter. Yet we argue that models will be more likely to favor ethical principles that are easily articulated

and generalized to settings outside of financial reporting. This tendency comes from alignment training

that enforces strong ethical guardrails, as well as the machine architecture itself, which encourages it

to generate words based on probability instead of a deep comprehension of moral principles. In either

case, this will lead to an emphasis on truthfulness as a widely applicable ethical imperative because it is

relatively easy to represent, generalize, and evaluate. In contrast, utilitarian reasoning typically requires

deliberations based on the context, and consider competing factors holistically.7

Moreover, the feedback in RLHF is based on preferences closer to intuitions of what rules are right

or wrong, rather than a practical validation based on the actual context. Conversely, moral reasoning

for humans may have more nuanced considerations affected by empathy and emotional reactions. This

difference leads us to our first hypothesis: the models have a relatively greater preference for truth than

humans, because they are more sensitive (from their training) to clear and broadly generalizable principles.

H1. Compared with humans, LLMs exhibit a greater preference for truthful reporting.

To test H1, we compare the ethical ratings by type of participant for the existing and new policy to

see whether models are assigned differential scores. Then, we consider the recommendation offered by

participants, and further categorize textual justifications to analyze the reasoning behind this preference.

Our second hypothesis investigates participants’ responses to inconsistent institutional signals. After

the initial recommendations are revealed, participants learn that the CEO supports the ongoing policy

and dissenters may face career consequences; by contract, the ethics officer is in favor of the truthful policy.

Relative to humans, the models do not yet possess any experiential self-interest: they cannot be fired,

demoted, or socially ostracized. Although they use information on career concerns as contextual input,

there is limited scope to weigh this as humans with empathy or emotion toward having real personal stakes

in the outcome. In addition, alignment training can lead models to latch on explicit ethical cues rather

than implicit social pressures. To test H2, below, we consider how recommendations shift post-exposure

to the CEO and ethics officer positions, comparing the direction and extent of shifts across humans and

models.

H2. LLMs are subject to institutional ethical guidance; they respond more to such guid-

ance than humans, and are less susceptible to managerial authority.

As background for our third hypothesis, an extensive prior work in artificial intelligence has been con-

cerned with explainability (Li et al. 2025), because explainability is necessary to coherently incorporate

7One might object that machines do not have preferences, since preferences may require consciousness, whereas humans
do. That question, however, is far from straightforward. If preferences are understood in the reduced-form sense of a
“utility” function, LLMs do possess an explicit reward function during training. Humans, in turn, are routinely modeled as
having utility functions under standard microeconomic axioms, although both the validity of those axioms and the stability
of preferences over time remain contested. For example, Simon (2019), a well-known critic of the utility framework, wrote:
“Human beings, viewed as behaving systems, are quite simple. The apparent complexity of our behavior over time is
largely a reflection of the complexity of the environment in which we find ourselves.” Similarly, influential psychological
models supported by extensive experimental evidence are not easily reconciled with a simple utility-function representation
(Loewenstein and Wojtowicz 2025). We cannot adjudicate these broader debates, which are well beyond the scope of our
experiment; our objective is narrower: namely, to explain the systematic differences between LLM and human outputs.
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an analysis or recommendation into a broader decision-making process. However, the differences between

humans and models on that dimension is not obvious ex ante. Models might show more internal consis-

tency, since they derive their responses from a common set of weights, while humans mix this information

with idiosyncratic emotional and experiential noise (Kahneman and Tversky 1979). On the other hand,

because models have been saturated over countless permutations of text inputs (from a huge corpus of

training data) that have expressed many different viewpoints, they can default to produce potentially

elaborative (and verbose) explanations, their understandability sacrificing the clarity and cohesion often

found in human reasoning. While less predictable based on quantitative ratings alone, justifications from

human participants with experience and intuition to draw upon may produce more concise explanations

that are thematically consistent. We state this hypothesis as two-sided because of these potential opposing

considerations.

H3. Explainability is systematically different between LLMs and humans, as seen in

the relative consistency between ethical assessments and policy recommendations, thematic

structures of textual justifications, and human evaluations of persuasiveness.

It is difficult to conduct a single test of H3 because explainability is not an isolated property but rather

a multi-layered concept composed of many interacting factors. Hence, we do not collapse these dimen-

sions into an overall index, but report each dimension individually. Specifically, we first assess internal

consistency between ethical reasoning and policy recommendations using regression models predicting

recommendations from ethical ratings. Higher explanatory power (R2) means stated ethical assessments

are closer to final recommendations. We then supplement this quantitative measure with textual analysis

of participants’ written justifications. In particular, we consider (i) the amount of unique topics covered

in each explanation and (ii) independent human scores measuring argument quality. Finally, we evaluate

the persuasiveness of explanations evaluated by external human raters.8

Our fourth hypothesis explores whether the direction of reporting bias has differential effects on ethi-

cal assessments and policy recommendations between humans and models. While neutrality is explicitly

required by accounting standards, prior studies show that many accounting practices, and human psy-

chology itself, are more conservative or asymmetric in the sense of giving more weight to losses than

gains (Basu 1997; Watts 2003). Then, human participants may consider that over-reporting is more eth-

ically egregious than under-reporting, given that over-reporting violates conservative principles whereas

under-reporting satisfies them.

This prediction is less immediate for LLMs. On the one hand, they are trained on accounting texts,

regulatory guidance, and financial commentary that devote significant attention to conservatism, and may

therefore embed a similar asymmetry. On the other hand, many foundational texts such as conceptual

statements emphasize “neutrality” over a codified asymmetry. Further, alignment training puts the

focus on general truthfulness and accuracy, therefore evaluating bias symmetrically without regard to

8This measure may seem to give a general sense of explainability, but actually assesses a related, yet different construct.
Since assessments are done by human research assistants, these scores may capture aspects other than substantive logic, such
as presentation style, agreement with the underlying premise or more effective writing while holding substance constant.
Thus, while perceived persuasiveness is a key part of H3, we do not see it as a single summarizing metric that replaces the
structured quantitative subcomponents.
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which direction it applies. The probabilistic text-generation mechanism is also likely to treat “over-

reporting by 10%” and “under-reporting by 10%” as structurally homogenous scenarios, reducing any

directional asymmetry that experiential accounting knowledge might otherwise amplify. In a between-

participant design, we test H4 by comparing policy recommendations from over-reporting and under-

reporting treatments separately for humans and LLMs.

H4. Human participants are more sensitive to the direction of reporting bias than LLMs,

exhibiting a stronger preference for the new policy when ongoing policy is over-reporting

relative to under-reporting.

The fifth hypothesis is practical but also motivational as to justifying whether AI advice may reason-

ably affect human behavior. As organizations increasingly embed AI input into high-stakes managerial

functions, understanding whether recommendations affect human judgment is a first-order question. We

explore two dimensions upon which advisory input might vary: the advice direction (to adopt or reject

the new policy) and recommendation transparency (the presence of a rationale for groups to follow an

opinion).

The most natural benchmark prediction is that humans follow the AI advice, changing their pref-

erences towards the recommendation. This prediction accords with a growing literature on algorithms,

which finds that decision-makers frequently anchor on algorithmic outputs, especially when the task is an

uncommon or complex one (Logg et al. 2019). According to this view, model recommendations function

as informative signals that update human beliefs about the right action to take. Yet, another prediction

is based on research on algorithm aversion (Dietvorst et al. 2015). When humans feel that an exter-

nal recommendation (particularly one imposed by an unfamiliar party) limits their freedom to choose

autonomously or freely, they tend to react by revising their decision in the opposite direction.

The role of explanations is likely to temper AI advice effects. Explained recommendations enable

humans to assess the reasoning process behind them, and to incorporate the model conclusions into their

own deliberative methods. Indeed, these other factors are likely to make the recommendation even more

compelling as they lessen uncertainty surrounding the model’s judgment and give the human further

rationales that they can consider (Li et al., 2025). In contrast, unexplained recommendations provide

only a bare directive that may not be sufficient to overcome natural skepticism about algorithmic advice

on subjective matters and even incite opposition. These considerations make way for our final hypothesis,

which we break down in two parts.

H5a. When we accompany an AI recommendation with a justification, the recommenda-

tion influences human preferences towards the recommended option.

H5b. An unexplained recommendation by AI creates resistance, which biases human

preferences away from the recommendation.

We examine H5 in a different sample of human participants who were randomly assigned to AI advisory

conditions. Each of these conditions (with or without explanation) is further randomized between partic-

ipants receiving model advice either in support of or against the new policy. We compare participants to
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the baseline sample without exposure to the model, providing an estimate of the causal effect of advisory

input on human decisions.

2 Research Design

2.1 Survey Design

We give a brief introduction to financial reporting under generally accepted accounting principles

(GAAP), describe the context specific to the case, and then ask participants, in 10 to 40 words, how

they would characterize which aspects of a company’s reporting policy they considered ethical. Because

this question is aimed at inducing participants to think about ethics before they start answering specific

questions, we do not formally analyze it in our main tests; textual response analyses can be found in

section 4.2.

Participants then take the role of the CFO of a publicly traded company, characterized as being a

“well-established publicly traded company in the consumer goods sector, with a well-documented path of

consistent growth.” They are told that the firm has been reporting earnings using managerial discretion

within GAAP in an over-reporting (or under-reporting, in a separate treatment arm) manner. These

adjustments are made clear, and investors know that earnings as reported may not accurately represent

economic earnings: investors are fully aware of these practices and incorporate them into their expecta-

tions, meaning that the market is not misled. However, legal counsel has raised concerns about a possible

bias triggering discussion to implement a policy that would require unbiased reporting.

We further provide a comment from the director of investor relations describing the practical challenges

to carrying out a change. The director notes that there is no easy way to credibly tell outsiders that the

accounting treatment has changed and that lower (or higher, in the other treatment) earnings will likely

be seen as a real performance decrease (or increase), even though it would be merely an accounting

adjustment. In addition, the misperception could cause a disproportionate reaction in stock price and

affect access to external capital and employment.

Participants are presented with four comprehension questions about the reporting practice of a firm,

whether investors would be misled, what policy change is being proposed, and how investors will respond.

To answer these questions correctly, participants must understand the facts of the context and cannot move

forward until they answered correctly. Next, they assess the current policy and the proposed unbiased

policy’s ethics on five-point scales from 1 (least ethical) to 5 (most ethical), and separately whether each

of those is lying, deceptive, or dishonest. Second, they have to decide whether to approve switching to

the new policy (“Yes,” “No,” or “No opinion”), submit a short textual explanation of their choice (10–40

words) and rate the importance of several factors for their decision, such as the effect on stock price, legal

liability, long-term concerns, social norms, and harms to investors.

Participants then find out additional context where the CEO advocates for keeping the current policy

and has power over compensation and contract renewal, whereas an ethics officer advises toward the new

policy. Participants cast a final vote (on the basis of “In Favor,” “Against,” “Follow the consensus,”

or “Abstain”), write their reasoning for the agreement, and rank how significant the positions of both

CEO and ethics officer are. Finally, participants state how they feel on a 0–100 scale assessing whether

a firm should always report truthfully (0) or instead aim to ensure that investors accurately interpret
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the underlying information (100). The human survey concludes with demographic questions, measures of

trust, and political partisanship to further examine if other characteristics correlate to the answers.

2.2 Sample

Our primary analysis consists of a sample of 264 undergraduates spanning two large U.S. universities.9

Participants were randomly assigned to over-reporting or under-reporting treatments. Table 1a shows

detailed demographic characteristics. Since most participants are early on in their career and we expect

that human participants (and models) do not have direct experience in the boardroom, our focus is

primarily on the reasoning processes of ethical decision-making as opposed to experiential knowledge. We

therefore recognize the usual limitations on generalizability from student samples.

No AI AI w/o explanations AI with explanations

Participants 264 267 270

N Mean Std N Mean Std N Mean Std

Age 213 19.66 1.36 211 19.48 1.37 196 19.59 1.44

Business or Econ 264 0.28 0.45 267 0.23 0.42 270 0.28 0.45

Male 256 0.41 0.49 257 0.39 0.49 259 0.41 0.49

Right-Leaning 246 -0.35 0.65 250 -0.31 0.6 256 -0.28 0.65

Under-Represented 247 0.11 0.31 241 0.15 0.36 259 0.1 0.31

(a) Human Sample

Model Version Access Parameters (Billions) Company

GPT 4o 4o Online Unknown OpenAI

Gemini 1.5 Flash 1.5 Flash 002 Online Unknown Google

Llama 8B 3.1 Local 8B Meta

Mistral 7B Local 7B Mistral

(b) LLMs
Note: Panel (a) tabulates the demographic characteristics of the human participants for those without AI treatments (“No

AI”), those provided with an AI recommendation without explanations (“AI w/o explanations”), and those provided with

an AI recommendation with explanations (“AI with explanations”). Panel (b) provides the list and characteristics of the

LLMs used in the main analyses.

Table 1: Human Sample and LLM Characteristics

We pose the same questions to four commonly-used large language models: two hosted models, Ope-

nAI’s ChatGPT-4o and Google’s Gemini 1.5 Flash, and two smaller local models, Meta’s LLaMA 8B and

Mistral 7B, for a total of 268 responses equally split across models and treatment conditions (over- vs.

under-reporting). The hosted models are proprietary, but are estimated to have hundreds of billions to

over a trillion parameters. These models are available for research through paid APIs. Local models are

smaller (7 to 8 billion parameters) and run on personal computers.

9In untabulated results, we find no variation in our results between institutions. This primary sample does ont include
the additional subjects receiving AI advice and used to test H5.
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The design treats each model as an independent observation with separate API calls to collect re-

sponses. We separate the survey in segments, to replicate the flow of the survey questions observed by

the human participants. That is, after getting a response to one part, the next question is asked and each

prompt includes the previous answers of the model. This design guarantees that the models are presumed

unaware of future questions when answering prior sections of the survey. All API calls are made with

default parameter settings, including the temperature parameter guiding the randomness of generated

text (higher temperatures increase the diversity of output but may decrease internal consistency).10

We then implement a new experiment in which another group of human participants see model advice

before responding to the questions. This second sample includes 537 participants, who are randomly as-

signed to receive a model recommendation without explanation (267 participants) or a recommendation

with explanation (270 participants). Participants are randomly assigned to receive advice on whether

to adopt the new policy (either positive or negative) within each advisory condition. The recommenda-

tions are not from the empirical distribution of the model responses in the main experiment. To have

enough power for any recommendation, we construct a balanced sample: that is, we take 25 recom-

mendations in each of the four scenario-direction cells (over-reporting/in favor, over-reporting/against,

under-reporting/in favor, and under-reporting/against), which means equal numbers of advice for or

against the new policy. All four recommendations are generated independently by the same four models

as in the main experiment, with equal counts for each model. This design thus enables us to test for a

causal effect of advice on a human decision, with and without explanations.

3 Main Analysis

3.1 Preferences for Truthfulness (H1)

Figure 1 and Table 2 (Panel A) summarize the comparison of human ratings versus LLM ratings on

policy ethics. In terms of similarities, both groups view the new impartial policy as more ethical. In panel

A, humans rate the new policy 3.508 vs. the current policy 2.943; models rate the new policy 3.817 vs. the

current policy 2.616. In line with this result, we find a strong main effect of the Policy and a suggestive

Type × Policy interaction (F = 21.01, p < 0.01).

10For GPT-4o: temperature = 1.0, top-p = 1.0, max tokens = 4,096. For Gemini 1.5 Flash: temperature = 1.0, top-
p = 0.95, max tokens = 8,192. For the local models (LLaMA 8B, Mistral 7B) run via Ollama: temperature = 0.8,
top-p = 0.9, generation until a stop token. No system prompts are used beyond the survey instrument.
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Note: Plots the responses to the question “From 1 (least ethical) to 5 (most ethical), evaluate the

following policies proposed for ABC.” This test manipulates the type of participant (Human or

LLM ) and the reporting policy (Current or New) in a 2 × 2 mixed-design ANOVA. The sample

includes 264 humans and 268 LLMs, equally split between over- and under-reporting treatments.

Figure 1: Ethical Score

One drawback of a summary rating is that it obscures substantive differences in how respondents

assess the type of ethical concern involved. To obtain a more granular perspective, participants are asked

to rate how much they perceive the policy to be characterized by the terms “deceptive,” “dishonest,”

and “lying” on a 5-point scale from strongly disagree (1) to strongly agree (5). Although they are closely

related, these terms provide a posteriori distinct moral framing of the ethical evaluations:

(i) Lying consists of a false statement deliberately asserted by one party so as to deceive the other

party, even if the attempt is unsuccessful;

(ii) Deception relates to the deliberate inducement of false beliefs in another party. Like lies, deception

can also involve omissions, selective disclosure of information or technically true but misleading

statements (half truths);

(iii) Dishonesty is the broadest of these terms as it encompasses acts that are outside recognized stan-

dards of integrity. Dishonesty can include lying and deception but can also involve conduct that is

inconsistent with broader generalizable principles, such as transparency or being forthcoming and

genuine.
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Note: Plots the responses to the question “Evaluate the following statements from 1 (Disagree strongly) to 5

(Agree strongly). The current [new] policy is deceptive [dishonest / lying to investors].” Each panel reports a

2× 2 mixed-design ANOVA. The sample includes 264 humans and 268 LLMs.

Figure 2: Policy Characteristics

Figure 2 and Table 2 (Panels B–D) reveal several findings. Both humans and models describe the

current (biased) policy in negative moral terms, particularly with respect to deception and dishonesty

but they are relatively less willing to use lying. For humans, the mean deception rating for the current

policy is 3.295, the mean dishonesty rating is 3.352, and the mean lying rating is 3.004; for models,

the corresponding values are 3.593, 3.362, and 2.940. We conjecture that lying implies a stronger moral

judgment than the other terms, which humans and models tone down when the bias is predictable. Both

groups view the new (truthful) policy as less deceptive, dishonest, and lying than the current policy. The

effect of Policy is highly significant in all three ANOVAs.

In line with H1, the rating differential across policies is systematically larger for the models. The

rating difference (current minus new policy) is 0.799 for humans versus 1.478 for models on deception

(Table 2, Panel B), 1.148 versus 1.549 on dishonesty (Panel C), and 0.606 versus 1.146 on lying (Panel D).

In relative terms, the models’ policy differentiation is approximately 85% larger for deception, 35% larger

for dishonesty, and nearly 90% larger for lying. The interaction between participant type and policy is

statistically significant in all three cases (all p < 0.01), indicating that models display greater polarization

when characterizing the ethical implications of each policy.

Interestingly, humans rate the current policy similarly to the models in absolute terms when asked

whether it is dishonest or lying, but they assign significantly lower scores on deception, offering a window as

to why humans may not view the current policy as negatively. In particular, labeling a policy as deceptive

may invoke both intent to deceive and success in this endeavor, a viewpoint that human respondents

appear comparatively more reluctant to endorse given the context of a predictable bias. Vice versa,

humans are relatively more willing to view the new policy as deceptive, possibly because it may be

misperceived by investors and results from an active decision knowing its consequences.
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Table 2: Human and LLM Evaluations of Current and New Policy

Human LLM Diff (H–L) F-statistic

Panel A: Ethical

Current Policy 2.943 (0.057) 2.616 (0.057) 0.328*** Type 0.05

New Policy 3.508 (0.056) 3.817 (0.056) -0.310*** Policy 161.38***

Diff (Current – New) -0.564*** -1.201*** Type × Policy 21.01***

Panel B: Deceptive

Current Policy 3.295 (0.049) 3.593 (0.048) -0.298*** Type 0.62

New Policy 2.496 (0.062) 2.116 (0.061) 0.381*** Policy 388.22***

Diff (Current – New) 0.799*** 1.478*** Type × Policy 34.46***

Panel C: Dishonest

Current Policy 3.352 (0.055) 3.362 (0.054) -0.010 Type 10.30***

New Policy 2.205 (0.063) 1.813 (0.063) 0.391*** Policy 529.56***

Diff (Current – New) 1.148*** 1.549*** Type × Policy 11.70***

Panel D: Lying

Current Policy 3.004 (0.060) 2.940 (0.059) 0.063 Type 35.59***

New Policy 2.398 (0.060) 1.795 (0.059) 0.603*** Policy 191.99***

Diff (Current – New) 0.606*** 1.146*** Type × Policy 18.21***

Notes: Reports results from 2×2 mixed-design ANOVAs comparing participant Type (Human vs. LLM)

and Policy (Current vs. New). Human participants (N = 264) and LLMs (N = 268) evaluate both

policies. Panel A reports ethical ratings on a 1 (least ethical) to 5 (most ethical) scale. Panels B to

D report agreement with the statements that the policy is deceptive/dishonest/lying on a 1 (disagree

strongly) to 5 (agree strongly) scale. Means are reported with standard errors in parentheses. Diff (H–L)

reports Human minus LLM within each policy. Diff (Current – New) reports Current minus New for

Humans and LLMs. The last two columns report the F-statistics for the main and interaction effects.

All p-values are two-tailed. *** p < 0.01, ** p < 0.05, * p < 0.10.

Finally, we elicit a continuous measure at the end of the survey to directly contrast truthfulness with

investor errors, once the full context has been received. Participants rate their position on a 0-100 scale,

where 0 indicates that the firm should always report truthfully and 100 indicates that it should always

report in a way that ensures investors correctly understand the information. This allows to revisit H1

after participants consider all competing considerations, including reflecting about their answers in textual

responses and considering the preferences of manager and ethics officer. In other words, while the initial

questions capture their preferences among ethical considerations, this final question intends to capture

an overall assessment. Figure 3 confirms that models cluster strongly toward truthfulness (low values),

whereas humans are more dispersed and shift toward a more nuanced interpretative viewpoint. This

pattern reinforces the finding that LLMs place greater weight on truthfulness as an organizing principle.
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Thruthfulness  ←        →   Correct Interpretation

Note: Plots the responses to “Suppose investors anticipate a bias in the firm’s reporting. As a result,

if the firm were to report truthfully, investors might misinterpret the information by adjusting for a

bias that isn’t actually present. Consider a scale from 0 to 100, where 0 indicates that the firm should

always report truthfully, and 100 indicates that the firm should always report in a way that ensures

investors correctly understand the underlying information.” The sample includes 264 humans and

268 LLMs. Error bars represent the 95% confidence intervals.

Figure 3: Truthfulness vs. Correct Interpretation

3.2 Policy Preferences and Response to Pressure (H2)

While our first set of questions is intended to capture how humans and LLMs form an ethical judgment,

actual decisions will be function of ethics as well as other considerations, which may include self-interest

or institutional aspects (e.g., legal risk or other parties in the organization). For example, in principle, a

participant might unambiguously define morality as being truthful while simultaneously weighing morality

as a whole as second-order relative to having a successful career in the organization. To evaluate the

weight of moral judgments, we thus ask how they resolve the dilemma. On the left-hand side of Figure

4, we report answers to the question, “As the CFO, would you recommend changing to the new policy?”

Responses are coded as 1 for “In Favor,” 0 for “No Opinion,” and −1 for “Against,” so a positive mean

indicates support for the new policy. Supplementing prior analyses, the question allows us to consider

not only how participants form their opinion about what is ethical, but also whether they would act on

a more ethical policy relative to other considerations.

In line with earlier observations, Figure 4 and Table 3 confirms that models are more supportive of

implementing the new policy than humans. The mean original recommendation is 0.448 for models versus

0.072 for humans, and the difference is highly significant. This pattern matches the finding on ethical

ratings: while both groups consider the truthful policy in a more positive light, models are much more

likely to recommend its adoption. We contrast these results by introducing pressure from the CEO and

test whether humans are swayed by the pressure (we ask participants to make a final determination,

shown on the right-hand side of Figure 4). Within the richer narrative, the CEO declares that the new

policy is “against the firm’s interest” while the ethics officer “is concerned with the practice and prefers

to introduce a new policy.” This design also creates a trade-off for participants, for whom the new policy

was initially seen as more ethical, and can cause them to reflect further on ethical considerations given

competing attitudes.11

11This treatment was one of several within-participant rather than being a separate arm, and thus allows us to see how
individuals change their opinions in the presence of additional context.
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Note: Plots the original and revised policy recommendations. The left panel shows responses to “As

the CFO, would you recommend changing to the new policy?” coded as 1 (In Favor), 0 (No Opinion),

−1 (Against). The right panel shows revised votes after CEO and ethics officer information. The

sample includes 264 humans and 268 LLMs.

Figure 4: Policy Recommendations

Humans and models react differently to pressures. Humans become marginally less supportive of

adopting the new policy after learning about the CEO’s preference and influence: the mean recommen-

dation declines from 0.072 (original) to 0.015 (revised). While not statistically significant at conventional

levels, the p-value is only slightly above 10% (p = 0.106, untabulated).12 In sharp contrast, the mod-

els become more supportive of adopting the new policy after receiving the same information: the mean

recommendation increases from 0.448 to 0.530, and this within-model change is statistically significant

(p = 0.019). In the ANOVA, this divergence yields a significant Type × Recommendation-stage interaction

(F = 7.89, p < 0.01). Overall, these patterns support the core directional prediction of H2: relative to

humans, the models appear more responsive to explicit ethical guidance and less deterred by managerial

authority.

We also ask participants to rate the effect of additional pressures, most notably, to evaluate the

importance of the CEO opinion, its influence on compensation, and the influence of the ethics officer. The

humans appear to be more sensitive to the CEO than the models, while the models are more responsive to

the ethics officer. These patterns are consistent with the greater alignment of humans with management

and reinforce the finding that models respond more strongly to explicit ethical signals. Figure 5 displays

the ratings for the revised recommendation, confirming that the ethics officer opinion matters more to

models, whereas the CEO opinion carries relatively greater weight for humans.

3.3 Explainability of Recommendations (H3)

We conduct next a battery of tests to uncover the transparency of the process through which humans

and LLMs arrive at their recommendation. We use the umbrella term of “explainability” to describe

12We interpret this result as suggestive rather than conclusive evidence, to avoid relying on an arbitrary significance
threshold to draw definitive inferences. As with any finding near the 10% level, we recognize that additional evidence would
be necessary to establish robustness. Unfortunately, because the experiment was conducted with a pre-specified sample size,
expanding the sample ex post would raise concerns regarding the validity of the statistical tests.
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Table 3: Original and Revised Recommendations

Human LLM Diff (H–L) F-statistic

Original Recommendation 0.072 (0.055) 0.448 (0.055) -0.376*** Type 39.90***
Revised Recommendation 0.015 (0.051) 0.530 (0.050) -0.515*** Recommendation Stage 0.26
Diff (Orig – Rev) 0.057 -0.082** Type × Stage 7.89***

Notes: Reports results from a 2× 2 mixed-design ANOVA comparing participant Type (Human vs. LLM) and
Recommendation Stage (Original vs. Revised). The dependent variable is coded as 1 (In Favor), 0 (No Opinion
/ Abstain / Follow Consensus), and −1 (Against). Human participants (N = 264) and LLMs (N = 268) provide
both the original recommendation and the revised vote. Means are reported with standard errors in parentheses.
H–L reports Human minus LLM within each stage. Diff (Orig – Rev) reports Original minus Revised for Humans
and LLMs. The last two columns report the F-statistics for the main and interaction effects. All p-values are
two-tailed. *** p < 0.01, ** p < 0.05, * p < 0.10.

CEO Influence

Ethics Officer Opinion

CEO Opinion

0 1 2 3 4
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Note: Plots the responses to “From 1 (least important) to 5 (most important), rate which factors
are most relevant in your recommendation?” for the revised recommendation. The sample includes
264 humans and 268 LLMs. Error bars represent the 95% confidence intervals.

Figure 5: Relevant factors for the revised recommendation

whether the information provided by participants helps users understand why a decision was taken,

combine the advice with their own information and perspective, and converge to the same decision. We

view this concept essential to subjective decision-making, because, when there is no objectively correct

answer, the argumentation leading to the decision, and whether it can engage with the viewpoint of a

user, are as important, if not more, than the final recommendation.

For this reason, explainability is a combination of factors that cannot be considered in isolation.

Consider the (imperfect) analogy of a mathematical argument evaluating whether an assertion is provably

true, provably false, or perhaps unprovable. The argument should be explicit about its assumed premises

(e.g., formal systems and axioms). Then, it should be readable by its intended audience, using terms

and exposition that can be mapped into logical links. Finally, it should be correct within its formal

system, or more generally in the context of verbal logic provide “persuasive” arguments. All three

characteristics will, together, capture explainability. H3 thus concerns whether humans and models

differ in this disaggregation of explainability: continuing on the example, we first approach explainability

in terms of overall concepts and assumptions, used in textual responses, to justify the recommendation.

Specifically, we identify several justifications for participants’ recommendations and rely on the evaluations
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of four research assistants to classify textual answers in terms of one or more concepts (given as-is to human

evaluators):

Reporting Motives (Short-Term Price Management). The respondent emphasizes the impact of re-

porting policy on the firm’s current stock price, including concerns about abnormal returns, price drops,

overreactions, or increased volatility.

Legal Liability. The respondent focuses on legal or regulatory risks associated with the reporting policy,

including exposure to shareholder lawsuits, enforcement actions, or investigations by regulators such as

the SEC. The rationale centers on compliance, legal defensibility, or risk minimization.

Long-Term Focus (Dynamic Adjustment and Learning). The respondent argues that reporting policies

should be evaluated based on their long- run consequences. Short-term confusion, mispricing, or disruption

is viewed as temporary and expected to dissipate as investors learn, update beliefs, or adapt to the new

reporting regime. The justification explicitly invokes intertemporal trade-offs or market learning over

time.

Social Norms and Industry Practice. The respondent justifies the reporting policy by appealing to

prevailing norms, conventions, or industry standards. A policy is viewed as acceptable because it is

commonly used or expected.

Investor Harm and Misleading Communication. The respondent expresses concern that a reporting pol-

icy may mislead, confuse, or disadvantage investors, particularly when investors are unaware of changes

in reporting behavior. The focus is on investor welfare and decision quality, emphasizing that misunder-

standing, rather than intentional deception alone, can cause harm.

Kantian Truthfulness (Deontological Ethics). The respondent appeals to an ethical principle of truthful-

ness toward investors. Reporting should reflect economic reality as-is, regardless of consequences, expec-

tations, or market reactions. Bias or manipulation is viewed as inherently unethical, even if no investors

are fooled on average or if truthful reporting leads to incorrect inferences due to prior expectations.

Career Concerns (Personal Incentives). The respondent emphasizes the personal consequences of the

reporting policy for their own career outcomes, such as job security, reputation, future employment

prospects, compensation, or performance evaluation. The reporting choice is justified by how it may

affect the individual decision-maker rather than the firm or investors.

In Figure 6a, although we have shown in earlier tests that models favor truthful reporting relative to

humans, we do not find that they refer to truthfulness as a universal moral principle ), more than humans.

While this category is the most comon, the models more frequently cite institutional factors (which they

interpret as supporting truthfulness): long-term investor learning and legal liability appear in a larger

share of responses. Interestingly, this may have been hinted at when testing H2 in Figure 5, to the extent
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that models seem to follow truthfulness more strongly with an institutional anchor (the authority of the

ethics officer) rather than a stand-alone moral reasoning based on principles.13

Investor harm is emphasized more by humans, reflecting concern about practical consequences for

stakeholders. These patterns enrich our understanding of H1 and H2. While the models favor the

truthful policy more strongly, their textual reasoning is not primarily rooted in moral philosophy. The

models arrive at truthfulness through institutional and practical reasoning (legal compliance, long-term

market efficiency) while humans who favor truthfulness do so more often on principled moral reasoning.

Humans seem to put greater weight on investor harm, which they associate with an unexpected change

in the policy while the models tend to consider long-term investor harms when they evaluate the current

policy.
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(a) Text Analysis of Justification

Note: Plots the relative frequency of each justification cat-

egory in participants’ textual explanations for their policy

recommendation. The vertical axis indicates the likelihood

that a randomly chosen answer addresses the topic, calcu-

lated by dividing the number of answers in each category by

the total number of topics identified.
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(b) Number of Topics per Response

Note: Distribution of the number of distinct justification

categories identified per response.

Figure 6: Textual Analysis of Justification and Number of Topics

Another important part of explainability is whether the participants formulate an argument capturing

the first-order consideration(s) leading the decision. Figure 6b shows that humans most commonly provide

one-topic explanations (and a substantial fraction of responses contain no codable topic), while LLMs

most commonly provide three-topic explanations and rarely provide uncodable responses. This pattern

is consistent with models producing more comprehensive (though potentially less focal) explanations.

Overall, on this dimension, the analysis is telling yet inconclusive, with humans potentially offering (more

13While an exhaustive survey of moral philosophy is beyond the scope of this study, the observed tendency of models to
prioritize institutional anchors and authority figures (e.g., an ethics officer) is suggestive of reasoning analogous to Stage 4
of Kohlberg’s taxonomy of moral development (Kohlberg 1981). At this stage of the “conventional” level, moral reasoning
is characterized by a preference for maintaining social order and fulfilling duties through adherence to external rules and
legitimate authority rather than through the application of autonomous, universal principles. Whether current AI archi-
tectures are inherently confined to such a mode of moral reasoning, are evolving toward post-conventional reasoning, or
are instead regressing, remains a significant open question, particularly as these systems increasingly mediate human moral
decision-making.
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often) fewer topics and being more focused, but also a significant fraction of humans (approximately 15%)

failing to explain their opinion altogether.

Figure 7 offers additional insight based on the participants’ self-assessments, where participants were

asked to rate their decision based on priorities. We do not impose a moral paradigm and instead phrase

each concern in practical terms. The result reveal, consistent with H1, that the models place more weight

on truthfulness, but this classification seems to be driven by an assumption that long-term investor focus

(and to a lesser extent investor interest) benefits from truthfulness, a perspective that not all humans

share. Interestingly human self-report to put more weight on issues that are less morally-grounded such

as legal risks, social norms and career concerns, which we interpret as indicating more empathy toward

the potential consequences of a policy.
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Note: Responses to “From 1 (least important) to 5 (most important), rate which factors are most relevant in your recom-

mendation?” for the original recommendation. Error bars represent the 95% confidence intervals.

Figure 7: Explanatory Factors

A different approach, also following the analogy of the mathematical proof, is how arguments are

used to justify the final recommendation. While it is difficult to directly check logical links from a

verbal argument, we can alternatively examine whether the final recommendations are consistent with

prior ratings. Table 4 reports correlations between the recommendation measures (original and revised)

and the within-participants differences in ethical-dimension ratings between the new and current policy.14

Across all characteristics, correlations are directionally consistent with the expected mapping: participants

are more likely to recommend adopting the new policy when they view it as relatively more ethical

(positive correlation with ∆Ethical) and relatively less lying/deceptive/dishonest (negative correlations

with ∆Lying, ∆Deceptive, and ∆Dishonest). Crucially for H3, these correlations are uniformly stronger

for the models than for humans. For example, the correlation between the original recommendation and

∆Ethical is 0.455 for humans versus 0.654 for models; the correlation between the original recommendation

and ∆Lying is −0.252 for humans versus −0.660 for models (Table 4). The correlation between original

and revised recommendations is also much higher for models (0.901) than for humans (0.669), indicating

14For each characteristic, we compute ∆X = Xnew − Xcurrent. Higher values of ∆Ethical indicate that the new policy is
viewed as more ethical than the current policy, whereas higher values of ∆Lying, ∆Deceptive, and ∆Dishonest indicate that
the new policy is viewed as more lying/deceptive/dishonest than the current policy.
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greater stability in model recommendations across stages.

Original Rec. Revised Rec. Ethical Lying Deceptive Dishonest

Original Rec. .669*** .455*** -.252*** -.336*** -.141*

Revised Rec. .667*** .401*** -.252*** -.304*** -.082

Ethical .460*** .406*** -.415*** -.395*** -.268***

Lying -.253*** -.246*** -.438*** .526*** .526***

Deceptive -.345*** -.298*** -.432*** .524*** .479***

Dishonest -.151* -.098 -.293*** .512*** .494***

(a) Humans

Original Rec. Revised Rec. Ethical Lying Deceptive Dishonest

Original Rec. .901*** .654*** -.660*** -.537*** -.486***

Revised Rec. .913*** .645*** -.606*** -.510*** -.451***

Ethical .571*** .586*** -.580*** -.400*** -.391***

Lying -.628*** -.597*** -.574*** .717*** .782***

Deceptive -.525*** -.503*** -.401*** .710*** .793***

Dishonest -.456*** -.438*** -.386*** .781*** .748***

(b) LLMs
Note: Tabulates the correlations between the recommendations (original and revised) and the difference between

participants’ ratings of the new and the current policies across the ethical, deceptive, dishonest, and lying

dimensions. e.g. “Ethical” corresponds to the ethical score of the new policy (1 to 5) minus the ethical score of the

current policy (1 to 5). The recommendations are encoded as 1 for responses “Yes” (original rec.) and “In Favor”

(revised rec.), −1 for “No” (original rec.) and “Against” (revised rec.), and 0 otherwise. These correlations are

computed on a total of 264 humans and 268 models. The models used are from Table 1b and equally split between

LLMs and over/under reporting surveys. Significance levels are indicated by ∗p < 0.1;∗∗ p < 0.05;∗∗∗ p < 0.01.

Table 4: Correlations Spearman \ Pearson

We complement these correlations with regressions of recommendations on the vector of ethical-

dimension differences:

Yi = α+ b′∆Xi + ϵi, (1)

where Yi is the recommendation (original or revised) and ∆Xi contains the within-participants differences

in ethical, lying, deceptive, and dishonest ratings. Table 5 reports results separately by participant type.

The key measure of interest is the explanatory power: recommendations are substantially more predictable

from stated ethical assessments for models than for humans. For the original recommendation, the R2 is

0.562 for the models versus 0.240 for humans; for the revised recommendation, the R2 is 0.515 for LLMs

versus 0.202 for humans. In untabulated bootstraps, the difference in R2 across types is statistically

significant. This evidence supports the “greater internal consistency” side of H3: models map their

ethical assessments into recommendations more tightly than humans do.15

15Note that this feature cannot be solely driven by models having a clear preference for truthfulness, which would imply a
strongly significant constant but no informative variation in ratings. Specifically, the results shows that a model who answers
more positively on ratings tends to map more consistently to a preference of truthfulness, in the sense that models appear
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Original Rec. Revised Rec.

Humans LLMs Humans LLMs

Constant −0.092 −0.214∗∗∗ −0.092 −0.065

(0.063) (0.067) (0.060) (0.063)

Ethical 0.191∗∗∗ 0.262∗∗∗ 0.150∗∗∗ 0.257∗∗∗

(0.030) (0.033) (0.029) (0.031)

Lying −0.015 −0.226∗∗∗ −0.055 −0.152∗∗∗

(0.046) (0.045) (0.044) (0.042)

Deceptive −0.127∗∗∗ −0.163∗∗∗ −0.113∗∗∗ −0.159∗∗∗

(0.041) (0.053) (0.039) (0.050)

Dishonest 0.047 0.099∗ 0.088∗∗ 0.080

(0.042) (0.055) (0.040) (0.052)

Observations 264 268 264 268

R2 0.240 0.562 0.202 0.515

Note: Presents the result of the regression of the recommendations (original and revised)

on the difference between participants’ ratings of the new and the current policies across

the ethical, deceptive, dishonest, and lying dimensions. e.g. “Ethical” corresponds to

the ethical score of the new policy (1 to 5) minus the ethical score of the current policy

(1 to 5). The recommendations are encoded as 1 for responses “Yes” (original rec.)

and “In Favor” (revised rec.), −1 for “No” (original rec.) and “Against” (revised rec.),

and 0 otherwise. The LLMs used are from Table 1b and equally split between LLMs

and over/under reporting surveys. Significance levels are indicated by ∗p < 0.1;∗∗ p <

0.05;∗∗∗ p < 0.01.

Table 5: Decomposing Policy Recommendations: Ethical Dimension Ratings

While Table 5 tests coherence between ratings and recommendations, it does not address whether

those ratings themselves reflect consistent underlying primitives, nor does it capture other drivers of

recommendations beyond the ethical-dimension ratings. To address this, Table 6 reports regressions

using (i) stated importance weights on the factor battery (including topic codes), and (ii) additional

governance inputs (ethics officer opinion, CEO opinion, and CEO influence) elicited after the revised

vote. The key pattern mirrors prior evidence: explanatory power is substantially higher for models than

for humans, indicating tighter alignment between stated reasoning inputs and final recommendations.

to maintain greater consistency.
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Original Rec. Revised Rec.

Humans LLMs Humans LLMs Humans LLMs

Constant −1.180∗∗∗ −2.051∗∗∗ −0.910∗∗ −1.665∗∗∗ −0.270 0.022

(0.374) (0.389) (0.368) (0.415) (0.253) (0.168)

Investor Harm −0.180∗∗∗ 0.074∗∗∗ −0.202∗∗∗ 0.095∗∗∗

(0.048) (0.028) (0.047) (0.029)

Long-term focus 0.161∗∗∗ 0.467∗∗∗ 0.084∗ 0.376∗∗∗

(0.051) (0.050) (0.050) (0.053)

Truthfulness 0.362∗∗∗ 0.121∗∗∗ 0.285∗∗∗ 0.113∗∗∗

(0.045) (0.034) (0.044) (0.036)

Legal Liability 0.051 0.083∗ 0.098∗∗ 0.056

(0.047) (0.043) (0.046) (0.046)

Social Norms −0.026 0.091∗∗ −0.029 0.068∗

(0.046) (0.038) (0.045) (0.041)

Stock Price −0.061 −0.300∗∗∗ 0.005 −0.240∗∗∗

(0.051) (0.049) (0.050) (0.052)

Compensation 0.023 0.082∗∗∗ 0.004 0.080∗∗

(0.045) (0.030) (0.044) (0.032)

Ethics Officer Opinion 0.303∗∗∗ 0.407∗∗∗

(0.045) (0.030)

CEO Influence 0.005 −0.227∗∗∗

(0.045) (0.026)

CEO Opinion −0.220∗∗∗ −0.156∗∗∗

(0.052) (0.033)

Observations 264 268 264 268 264 268

R2 0.347 0.710 0.268 0.595 0.203 0.814

Note: Regression of recommendations on factor-importance ratings (after the original recommendation) and

on governance inputs (after the revised recommendation). “Kant” corresponds to the truthfulness-importance

item. Recommendations are encoded as 1 (Yes/In Favor), −1 (No/Against), and 0 otherwise. The LLMs

used are from Table 1b and are equally split between over- and under-reporting surveys. Significance levels:
∗p < 0.1;∗∗ p < 0.05;∗∗∗ p < 0.01.

Table 6: Decomposing Policy Recommendations: Textual Justification Topics

Table 6 yields several additional insights. First, humans and LLMs appear to understand investor

harm differently: the coefficient on recommending the new policy is negative for humans but positive

for LLMs. This suggests that humans focus primarily on the risk of misleading investors, whereas LLMs

consider a broader set of harms associated with a biased policy, including legal exposure and longer-

term organizational costs. Second, among humans, references to truthfulness have greater explanatory

power than among LLMs, suggesting that truthfulness is not merely subsumed by broader institutional or
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legal considerations. Third, LLMs are more willing to state explicitly when stock-price or compensation

motives may rationalize a policy choice, whereas humans appear more reluctant to mention such sensitive

considerations. In the last two columns, we add self-described assessments of the weight respondents

assign to the CEO’s opinion, the CEO’s career influence, and the ethics officer. Humans primarily

describe themselves as incorporating the opinion rather than as being influenced by career concerns,

again consistent with a stronger concern for the external narrative. Many, though not all, humans also

report considering the ethics officer’s opinion. By contrast, LLMs display consistently negative coefficients

on the CEO’s opinion and influence. An interpretation is that LLMs appear to treat the CEO’s preference

as a corporate-governance risk, strengthening the case for truthful reporting.

Finally, H3 must examine whether explanations are perceived as persuasive and understandable by

external human evaluators. Table 7 reports persuasiveness ratings from independent human raters. Four

(graduate student) human raters were asked to rate each explanation with the following coding instruction:

“On a scale from 1 (least persuasive) to 5 (most persuasive), evaluate the quality of the explanation.

Your rating should reflect only the logical strength, internal consistency, and evidentiary support of the

argument, independent of writing quality, tone, length, or presentation.” They were given explanations

“blind” and the sequence randomized without knowing whether they were generated by humans or models,

and to avoid systematic correlations in sequentially analyzed explanations.

We find that model justifications are rated as substantially more persuasive than human justifications

for both the original and revised recommendations (averages of 4.03 vs. 3.01 and 3.99 vs. 2.81, respec-

tively; both p < 0.001). Around 70% of the model justifications are rated as “very persuasive” (score

≥ 4), compared with about 40% for humans, while roughly 40% of human justifications fall in the “not

persuasive” category (score ≤ 2), compared with fewer than 10% for models. These results are consistent

with models producing more structured and comprehensive explanations, though they may also reflect

differences in verbosity or formality that raters interpret favorably.

Average Very Persuasive Not Persuasive

Human LLM p-value diff Human LLM Human LLM

Original Recommendation 3.01 (0.04) 4.03 (0.03) 0.000 40.7 71.7 36.0 5.5

Revised Recommendation 2.81 (0.04) 3.99 (0.03) 0.000 33.2 69.1 45.3 9.3

Note: External human evaluators rate each written justification on perceived persuasiveness, rating between 1 and 5. “Av-

erage” reports the mean persuasiveness score (standard error in parentheses) for Human and LLM justifications, separately

for the original recommendation and the revised recommendation. “Very Persuasive” and “Not Persuasive” report the per-

centage of responses in each category, where “Very Persuasive” is defined as a persuasiveness score of 4 and above, and

“Not Persuasive” is defined as a persuasiveness score of 2 and below. The p-value tests the null hypothesis that the average

persuasiveness is equal across Human and LLM justifications. The sample includes 264 humans and 268 LLMs.

Table 7: Human Evaluations of Explanation Quality (Persuasiveness)

3.4 Under-Reporting vs. Over-Reporting (H4)

H4 examines whether respondents view over-reporting as ethically more objectionable than under-

reporting, consistent with the idea that accounting conservatism places disproportionate weight on over-

statements of performance. To test this prediction, we randomly vary whether the firm’s current (biased)
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policy overstates or understates earnings by 10%, while holding fixed that investors understand and ad-

just for the bias. Figure 8 plots the average support for adopting the new (unbiased) policy by survey

condition, and Table 8 reports the corresponding 2× 2 between-participants ANOVAs (Human vs. LLM

× Over- vs. Under-reporting), separately for the original recommendation and the revised vote.

In the original recommendation (Table 8, Panel A), humans are more supportive of switching to

the new policy when the status quo involves over-reporting (0.168) rather than under-reporting (−0.023),

statistically significant at the 10% level (p = 0.085). As before, the mean can be interpreted as net support

for adopting the new policy, that is, the share favoring adoption minus the share opposing adoption. LLMs,

by contrast, display no statistically significant directional asymmetry. Although the point estimates are

directionally consistent with H4, the Type × Survey interaction is not statistically significant (F = 0.89),

implying only limited evidence that humans are more sensitive than LLMs to whether the bias takes the

form of over- rather than under-reporting.

In the revised vote after the CEO/ethics-officer context is introduced (Panel B), the over-versus-under

difference attenuates for humans, becoming statistically insignificant, and remains insignificant for LLMs.

Overall, the evidence suggests that any directional sensitivity is concentrated in humans’ initial response

to the reporting bias and becomes muted once additional institutional guidance is provided. We interpret

the null interaction with appropriate caution: it may reflect a genuinely negligible directional difference,

but we cannot rule out that a larger sample would detect a small effect.16
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Note: Compares recommendations across the over-reporting and under-reporting treatments for humans and

LLMs. The left panel shows responses to “As the CFO, would you recommend changing to the new policy?”

coded as 1 (In Favor), 0 (No Opinion), −1 (Against). The right panel shows revised votes after CEO and ethics

officer information. The sample includes 264 humans and 268 LLMs.

Figure 8: Over- versus Under-Reporting

16Specifically, a pre-hoc analysis reveals that the design would be able to detect effects of the same magnitude as our other
hypotheses: with 264 human subjects in our baseline experiment, an effect equal to around 0.1 would be detectable with
80% power (around 50%-100% of the pilot effect in H2). With 268 LLMs, an effect equal to around 0.04 and 0.02 for the
original and revised recommendation respectively would be detectable with 80% power (less than 10% of the pilot effect in
H2). Our results should therefore be interpreted that the misalignment between humans and LLMs with respect direction
of bias cannot be large, but more research is needed to confirm the absence of a misalignment.
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Table 8: Over vs. Under-Reporting by Recommendation Stage

Human LLM Diff (H–L) F-statistic

Panel A: Original Recommendation

Over-Reporting 0.168 (0.078) 0.470 (0.078) -0.302*** Type 7.43***

Under-Reporting -0.023 (0.078) 0.426 (0.077) -0.449*** Survey 2.97*

Diff (Over – Under) 0.190* 0.043 Type × Survey 0.89

Panel B: Revised Recommendation

Over-Reporting 0.069 (0.072) 0.545 (0.072) -0.477*** Type 22.05***

Under-Reporting -0.038 (0.071) 0.515 (0.071) -0.552*** Survey 1.10

Diff (Over – Under) 0.106 0.031 Type × Survey 0.28

Notes: Reports results from 2 × 2 between-participants ANOVAs comparing participant Type

(Human vs. LLM) and Survey condition (Over-reporting vs. Under-reporting), separately for the

original recommendation (Panel A) and revised vote (Panel B). The dependent variable is coded

as 1 (In Favor), 0 (No Opinion / Abstain / Follow Consensus), and −1 (Against). Means are

reported with standard errors in parentheses. H–L reports Human minus LLM within each survey

condition. Diff (Over – Under) reports Over minus Under for Humans and LLMs. The last two

columns report the F-statistics for the main and interaction effects. The sample includes 264

Humans and 268 LLMs. Cell sizes are: Humans (Over n = 131, Under n = 133) and LLMs (Over

n = 132, Under n = 136). All p-values are two-tailed. *** p < 0.01, ** p < 0.05, * p < 0.10.

3.5 Effect of AI Advice on Human Decision-Making (H5)

Finally, we evaluate in H5 how AI advice influences human ethical decision-making. In a separate

experiment, human participants are randomized to receive (i) no AI input, (ii) an AI recommendation

without explanation, or (iii) an AI recommendation with an explanation. Within each format, we create

a balanced sample so that participants are equally likely to receive advice in favor of adopting the new

policy versus against adopting it. This implies oversampling AI recommendations supporting the current

policy in order to have enough statistical power to test preferences conditional on either recommendation.

The advice itself is generated from the models responses to the baseline questions, so it reflects realistic

AI “board advisory” content rather than an experimenter-scripted message.

Figure 9 and Table 9 show that the impact of AI advice is different across treatments. When the AI

recommends adopting the new policy, advice accompanied by an explanation increases support relative to

the no-AI baseline. For the original recommendation, mean support rises from 0.072 in the control group

to 0.363 when the AI recommends the new policy with an explanation, a difference of 0.291 (p < 0.01).

By contrast, unexplained positive advice produces only a statistically insignificant shift (mean = 0.148).

A similar but weaker pattern appears for the revised recommendation: support is 0.185 with explained

positive advice versus 0.015 in the control group, a difference of 0.170 (p < 0.10).
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(a) AI Recommends New Policy
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Note: Plots responses to “As the CFO, would you recommend changing to the new policy?” (orig-

inal recommendation) and “You must now cast a vote on whether to implement the new policy”

(revised recommendation), separately for cases in which the AI recommends the new policy (panel

(a)) and does not recommend the new policy (panel (b)). This test manipulates AI treatment

(No AI recommendation, AI recommendation without explanation, AI recommendation with expla-

nation) and stage (Original vs. Revised) in a 2 × 3 mixed-design ANOVA. The sample includes

264 participants in the no-AI condition, 267 in the AI-without-explanation condition, and 270 in

the AI-with-explanation condition (balanced by advice direction). The AI recommendations were

drawn from the LLM models described in Table 1b and are balanced across over/under reporting

surveys.

Figure 9: Effect of Providing AI Recommendations

Table 9: Impact of AI Recommendations on Human Policy Recommendations

Mean (SE) Differences

No AI AI w/o expl. AI with expl.
AI w/o expl.

– No AI

AI with expl.

– No AI

AI with expl.

– AI w/o expl.
F

Panel A: AI Recommends the New Policy

N [264] [135] [135]

Orig. Recom. 0.072 (0.054) 0.148 (0.076) 0.363 (0.076) 0.076 0.291*** 0.215** AI Treatment 3.90**

Revised Recom. 0.015 (0.052) 0.119 (0.072) 0.185 (0.072) 0.103 0.170* 0.067 Recommendation 7.07***

Diff (Orig – Rev) 0.057 0.030 0.178*** AI Treat. × Rec. 1.67

Panel B: AI Does Not Recommend the New Policy

N [264] [132] [135]

Orig. Recom. 0.072 (0.056) 0.265 (0.079) 0.059 (0.078) 0.193** −0.013 −0.206* AI Treatment 2.88*

Revised Recom. 0.015 (0.053) 0.220 (0.075) 0.059 (0.074) 0.205** 0.044 −0.160 Recommendation 1.09

Diff (Orig – Rev) 0.057 0.045 −0.000 AI Treat. × Rec. 0.29

Notes: Reports results from 3 × 2 mixed-design ANOVAs comparing AI Treatment (No AI recommendation / AI recom-

mendation without explanation / AI recommendation with explanation) and Recommendation Stage (Original / Revised),

separately for cases in which the AI recommends the new policy (Panel A) and does not recommend the new policy (Panel

B). The dependent variable is coded as 1 (In Favor), 0 (No Opinion / Abstain / Follow Consensus), and −1 (Against). Means

are reported with standard errors in parentheses. Differences are computed from the simple-effects contrasts. The F column

reports the ANOVA F -statistics for each main effect and their interaction. Panel A sample: 264 humans without AI and

270 humans (135/135) with AI recommendation (without/with explanation) in favor of the new policy. Panel B sample: 264

humans without AI and 267 humans (132/135) with AI recommendation (without/with explanation) opposed to the new

policy. All p-values are two-tailed. *** p < 0.01, ** p < 0.05, * p < 0.10.
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The opposite pattern emerges when the AI recommends against adopting the new policy. Explained

negative advice leaves participants close to the no-AI baseline, indicating little evidence that humans are

persuaded to reject the truthful policy. Unexplained negative advice, however, backfires. In the original

recommendation, support for the new policy increases from 0.072 in the control group to 0.265 when

the AI advises against adoption without explanation, a difference of 0.193 (p < 0.05). In the revised

recommendation, the corresponding increase is from 0.015 to 0.220, a difference of 0.205 (p < 0.05). This

pattern is stronger than simple discounting of AI advice: opaque advice that appears to justify continued

bias induces a contrarian response.

Overall, these results are generally consistent with H5a and H5b, but with an important caveat. For

H5a, humans respond to AI advice with explanation only when the explanation argues toward truthfulness,

that is, the recommendation itself may be interpreted within a clear moral guideline. But humans are not

responsive to explanation arguing toward retaining the ongoing policy. Vice-versa, for H5b, humans are

contrarian to AI when the AI suggests to support the ongoing policy without explanation, but otherwise

seem to be insensitive to AI advice. We interpret these effects as suggesting that humans respond to AI

advice in conjunction with their own moral judgment.

Finally, Table 10, where columns (1)–(3) correspond to the design before CEO pressure and columns

(4)–(6) after CEO pressure, offers an additional disaggregation to better understand the mechanism

through which AI advice affects humans. Given that the AI advice is given just after the scenario

is presented, we attempt to distinguish between two mechanisms: first, the human is persuaded by

the opinion of the AI and updates their own ethical preferences and definitions; second, the human

procedurally follows the advice, perhaps for simplicity or trust in the AI, without necessarily absorbing

this in terms of their own preferences. Differentiating between these two explanations is important to the

extent that advice should be absorbed, not just used.
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Orig. Rec. Revised Rec.

(1) (2) (3) (4) (5) (6)

Constant 0.072 −0.134∗∗ −0.133∗∗ 0.015 −0.134∗∗ −0.134∗∗

(0.055) (0.054) (0.054) (0.052) (0.053) (0.053)

Recommends New Policy 0.184∗∗ 0.090 0.137∗ 0.060

(0.077) (0.069) (0.074) (0.068)

Does Not Recommend New Policy 0.089 0.041 0.123∗ 0.086

(0.078) (0.069) (0.074) (0.068)

Ethical 0.159∗∗∗ 0.159∗∗∗ 0.146∗∗∗ 0.148∗∗∗

(0.018) (0.018) (0.018) (0.018)

Lying −0.077∗∗∗ −0.077∗∗∗ −0.044∗ −0.044∗

(0.026) (0.026) (0.026) (0.026)

Deceptive −0.074∗∗∗ −0.073∗∗∗ −0.067∗∗∗ −0.066∗∗∗

(0.024) (0.024) (0.023) (0.023)

Dishonest −0.009 −0.009 0.011 0.012

(0.025) (0.025) (0.025) (0.024)

Recommends New Policy with Expl. 0.157∗ 0.059

(0.084) (0.083)

Recommends New Policy w/o Expl. 0.023 0.060

(0.084) (0.083)

Does Not Recommend New Policy with Expl. −0.075 −0.006

(0.084) (0.083)

Does Not Recommend New Policy w/o Expl. 0.161∗ 0.181∗∗

(0.084) (0.083)

Observations 801 801 801 801 801 801

R2 0.007 0.222 0.229 0.005 0.166 0.170

Note: Presents regression results for the effect of AI advisory input on human policy recommendations. The dependent vari-

able is the recommendation coded as 1 (In Favor), 0 (No Opinion / Abstain / Follow Consensus), −1 (Against). AI treatment

conditions include no AI recommendation (baseline), AI recommendation without explanation, and AI recommendation with

explanation, interacted with the direction of the AI recommendation. Controls include participants’ own ethical dimension

ratings. The sample includes 801 human participants. Significance levels are indicated by ∗p < 0.1;∗∗ p < 0.05;∗∗∗ p < 0.01.

Table 10: Effects of AI Advice on Human Policy Recommendations

Columns (1) and (4) confirm our previous results. Columns (2) and (5) show that AI advice is no

longer significant after controlling for ratings on “ethical,” “lying,” “deceptive,” and “dishonest.” This

suggests that these ratings fully mediate the effect of AI advice, consistent with humans being persuaded

to change their views about ethics rather than just follow advice. Finally, columns (3) and (6) revisit this

question conditional on the presence of explanations, confirming the earlier result. We find here that the

explanation remains incrementally informative, and therefore is not fully mediated by the ratings.
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4 Exploratory Analyses

4.1 Do Model Characteristics Matter?

We add to the analysis in Section 3 by exploring whether the aggregate “LLM” patterns conceal

heterogeneity across models. In practice, organizations can choose between (i) online models accessed

through proprietary APIs and (ii) local open-weight models running offline, and they also face meaningful

variation in model size. Table 11 lists the extended set of LLMs used in this exploratory analysis. For

size-based comparisons, we focus on local Meta and Google model families where parameter counts are

observable and group them into small, medium, and big categories to reduce cross-architecture variation.

Model Version Access Parameters (Billions) Company Baseline

GPT 4o 4o Online Unknown OpenAI Yes
GPT 4o Mini 4o Mini Online Unknown OpenAI No
Gemini 1.5 Flash 1.5 Flash 002 Online Unknown Google Yes
Gemini 1.5 Flash 8B 1.5 Flash 8B Online 8B Google No
Llama 3B 3.2 Local 3B Meta No
Llama 8B 3.1 Local 8B Meta Yes
Llama 70B 3.1 Local 70B Meta No
Gemma 2 2B 2 Local 2B Google No
Gemma 2 9B 2 Local 9B Google No
Gemma 2 27B 2 Local 27B Google No
Mistral 7B Local 7B Mistral No

Note: Lists the extended set of LLMs used in the exploratory analyses. “Access” indicates whether the model is accessed
through a proprietary API (Online) or run locally via Ollama (Local). “Baseline” indicates whether the model is included in
the main analyses (Table 1b). For size-based comparisons, we use Meta and Google model families where parameter counts
are observable.

Table 11: Extended LLM Sample

(a) Online vs Local LLMs
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Note: Compares recommendations by LLM access type (left) and size category (right). LLM size is categorized

as Small, Medium, and Big using Meta and Google models to limit cross-company variation.

Figure 10: LLM Characteristics
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Panel A: Access Type (Human / Online / Local)

Mean Differences

Human Online Local
Online

– Human

Local

– Human

Online

– Local
F

Orig. Recom. 0.072 0.940 −0.098 0.868*** −0.170** 1.038*** Type 148.23***

(0.049) (0.049) (0.049) Recom. Stage 55.66***

Revised Recom. 0.015 0.963 0.485 0.948*** 0.470*** 0.478*** Type × Stage 67.45***

(0.041) (0.041) (0.041)

Diff (Orig – Rev) 0.057 −0.022 −0.583***

Panel B: Model Size (Human / Small / Medium / Big)

Mean Differences vs. Human

Human Small Medium Big
Small

– Human

Medium

– Human

Big

– Human
F

Orig. Recom. 0.072 −0.519 −0.692 0.481 −0.591*** −0.764*** 0.409*** Size 96.18***

(0.052) (0.052) (0.052) (0.052) Recom. Stage 331.93***

Revised Recom. 0.015 0.365 0.049 0.808 0.350*** 0.034 0.793*** Size × Stage 66.72***

(0.047) (0.047) (0.047) (0.047)

Diff (Orig – Rev) 0.057 −0.883*** −0.741*** −0.327***

Notes: Panel A compares Humans (N = 264), Online LLMs (N = 268), and Local LLMs (N = 266) using a 3× 2

mixed-design ANOVA (Type × Recommendation Stage). Panel B compares Humans (N = 264) to local LLMs

grouped by size—Small, Medium, and Big (N = 266 each, using Meta and Google models)—using a 4 × 2 mixed-

design ANOVA (Size × Recommendation Stage). The dependent variable is coded as 1 (In Favor), 0 (No Opinion

/ Abstain / Follow Consensus), and −1 (Against). Standard errors are reported in parentheses below the means.

Differences in Panel A are pairwise simple-effects contrasts; differences in Panel B are relative to Humans. Diff (Orig

– Rev) reports Original minus Revised within each group. The F column reports ANOVA F -statistics for the main

and interactions effects. All p-values are two-tailed. *** p < 0.01, ** p < 0.05, * p < 0.10.

Table 12: Effects of LLM Access Type and Model Size

Figure 10 summarizes how recommendations vary with LLM access mode and size, and Table 12 re-

ports the corresponding means and ANOVA tests. Online models are nearly unanimous in recommending

adoption of the new policy at both stages (means 0.940 and 0.963; Panel A), far exceeding the human

baseline (means 0.072 and 0.015). Because access mode is bundled with provider-specific training and

alignment choices (and, for online models, proprietary system prompts), we interpret the online ver-

sus local comparisons as suggesting an alignment with clear guardrails. Local models, by contrast, are

substantially less favorable at the initial stage (mean −0.098) but become strongly supportive after the

CEO/ethics-officer context is introduced (mean 0.485). This shift implies a large within-model change for

local LLMs (Orig. minus Rev. = −0.583, p < 0.01) relative to humans (Orig. minus Rev. = 0.057, n.s.),

and the mixed-design ANOVA yields a pronounced Type × Recommendation-stage interaction (F = 67.45,

p < 0.01).

Within local models, size is strongly associated with baseline support for the new policy (Panel B).

Larger models recommend adoption even in the original stage (mean 0.481) and become even more

supportive in the revised vote (mean 0.808). In contrast, small and medium models begin, on aver-

age, opposed to adoption (means −0.519 and −0.692) but shift toward neutrality or support after the

CEO/ethics-officer information (means 0.365 and 0.049), which suggests that they are easily influenced

by the context. The ANOVA in Panel B shows large main effects of size and a sizeable size-by-stage
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interaction, indicating that smaller models are also more sensitive to the additional institutional context.

These results are exploratory, but they indicate that the aggregate “LLM” patterns in Section 3 are not

uniform across architectures: online and larger models more frequently advise adopting the unbiased pol-

icy, whereas smaller local models give recommendations that are closer to (and sometimes below) human

judgments at the initial stage and are more responsive to shifts in the revised governance context.

4.2 Textual Definition of Ethics

Before setting the context for the survey, we ask participants to “define” their notion of ethics, com-

paring potential concerns. This serves in the analysis to force the participants to reflect on ethics before

considering a practical scenario, and is as important for humans as for models, since the latter often

benefits from reasoning steps. While the role of the question is instrumental, it may be interesting to de-

scriptively document what these text answers suggest. These answers are classified by four human raters,

using the same classification scale. Figure 11 reports the topic analysis of these responses.

Compensation

Legal Liability

Social Norms

Long−term focus

Stock Price

Investor Harm

Kant

0.0 0.2 0.4

Humans LLMs

Note: Plots the relative frequency of each justification category in participants’ textual responses to the question

“Explain, in your own words, what characteristics of a reporting policy you would view as ethical, including, if

needed, any relevant considerations pertinent to the context that were not discussed in the instructions.” The

sample includes 264 humans and 268 LLMs. Classifications are based on four independent human evaluators.

Figure 11: Text Analysis of Ethical Reporting

Ex-ante, both humans and LLMs place significant emphasis on the universal moral principle of truth-

fulness, but they appear to conceptualize it differently. Humans seem to frame truthfulness more often

as a moral principle in its own right and are more attentive to reporting motives (price management) as

potential impairments to ethical reporting. Models, by contrast, ground their reasoning in consequen-

tialist terms: they emphasize long-term focus to a greater degree than humans and invoke legal liability,

a consideration that, absent specific context, rarely concerns human participants. This pattern suggests

that, whereas humans tend to view truthfulness through a deontological lens, LLMs approach it more

instrumentally, such as ensuring compliance, rather than as a moral imperative per se.

At first glance, this evidence could appear in contradiction with the findings in the experiment as in

the experiment LLMs favor the truthful policy at considerably higher rates. However, this pattern may

be more coherent than it seems. When humans emphasize truthfulness, they tend to relate more to the

universal moral duty as a principle they hold in higher regard but one that, in a concrete setting with
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competing considerations, does not always determine their choice. LLMs, by contrast, rarely articulate

truthfulness in moral terms, yet they gravitate toward it more readily in practice, arguably because they

treat it less as an ethical commitment to uphold and more as an alignment with the objectively accurate

report. The apparent paradox thus reflects a difference in how truthfulness enters the reasoning process:

as an aspirational moral standard that humans weigh against other pressures, or as a factual benchmark

that LLMs apply with less deliberation but greater consistency.

5 Conclusion

This paper studies how humans and large language models resolve an ethical dilemma in financial

reporting when truthfulness conflicts with the possibility of short-run investor misinterpretation. Our

research design is not meant to posit that LLMs are simply better or worse moral decision-makers than

humans, but rather to contrast their behaviors when facing a dilemma that admits no objectively correct

answer. Relative to humans, models place greater weight on truthful reporting, respond more strongly

to explicit institutional ethical guidance than to managerial pressure, and translate their stated ethical

assessments into recommendations with substantially greater internal coherence. At the same time, their

reasoning is less often expressed in explicitly moral terms. Humans are noisier and more susceptible to

authority, but when they defend truthfulness they more often do so through principled concerns about

honesty and investor harm.

The AI advisory experiment shows why this distinction matters in practice. Human participants do

not mechanically follow AI recommendations. They move toward model advice when it supports the

truthful policy and is accompanied by an explanation; unexplained advice in that direction has little

effect; and opaque advice favoring the biased status quo can even backfire. Explanation, then, is not a

minor feature of AI governance. It is part of what determines whether AI advice is perceived as legitimate

and whether it enters human deliberation at all.

These findings carry a broader implication for corporate governance and human leadership. Organi-

zations adopting AI in subjective settings are not simply purchasing speed, scale, or consistency. They

are importing a particular moral and institutional style of reasoning: one that, in our setting, places

greater weight on truthfulness, legal defensibility, and explicit ethical signals, and less weight on manage-

rial authority or contextual accommodation. This may sometimes improve governance by strengthening

independence and consistency. But it also means that AI advice should not be mistaken for neutral, or

even best-practice, ethical judgment. The choice of model, the design of explanations, and the decision

protocol surrounding AI input are themselves governance choices.

Our study is naturally limited by the use of student participants, one stylized governance setting, and

a specific set of model versions. But these limitations only sharpen the agenda going forward. As AI

systems move from clerical support toward participation in unstructured and ethically charged decisions,

the central question is no longer whether they can produce an answer. It is what kind of judgment they

encode, which values they amplify, and how their presence reshapes human choice. The question for firms

is therefore not whether AI will enter the boardroom. It is which values it will amplify once it does.
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