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Abstract

We develop and evaluate a hybrid early-warning system for year-over-year (YoY)
inflation in Colombia that combines four econometric models (ARIMA, LASSO,
ElasticNet, and a weighted ensemble), a reduced-form VAR, an agent-based model
with heterogeneous expectations and tradable/non-tradable pass-through (ABM v2),
a large language model (LLM) forecaster, and a multi-output agent architecture,
integrated through Dynamic Model Averaging (DMA). We evaluate the system
on a rolling out-of-sample backtest from February 2010 to March 2026 (n ~ 194
months) spanning the 2021-2023 inflation surge and its ongoing disinflation. Five
contributions emerge. First, an identity-based monthly-to-YoY decomposition ap-
plied uniformly across reduced-form models reduces MAE by 15-20% relative to
direct YoY forecasting without adding variables. Second, regime-conditional anal-
ysis shows that MAE is 2.0-3.0 times larger in surge regimes than in stable regimes
across all models. Third, an ABM with regime-dependent heterogeneous expecta-
tions reduces full-sample MAE from 0.337 pp (v1) to 0.268 pp (v2, —20.4%) and
surge-regime MAE from 0.585 pp to 0.404 pp (—31.0%), with Diebold-Mariano
statistic 6.21 (p < 0.001). The accompanying four-channel shock decomposition
attributes the 2021-2023 surge primarily to amplification of wage (1.96x) and
expectations (1.82x) channels rather than direct import pass-through (1.36x).
Fourth, a structured-reasoning LLM forecaster is validated via live-API replication
and a 60-call fake-date test; the non-monotonic MAE pattern is shown to reflect
target-volatility confounding rather than look-ahead bias. Fifth, a multi-output
agent architecture predicts BanRep monetary policy decisions with 77.3% direc-
tion accuracy (17/22) and 63.6% exact-magnitude match (14/22) on 2022-2026
meetings, with all prediction errors concentrated at cycle inflection points. The full
DMA ensemble achieves MAE 0.26 pp and 94.8% coverage at horizon h = 1.
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1 Introduction

Inflation in emerging markets moves faster and farther than in advanced economies, and forecasting it
has long been a laboratory for methods that attempt to bridge reduced-form time-series econometrics
with structural macroeconomic theory. The 2021-2023 global inflation episode sharpened this tension
in an unusually clean way. Colombian headline inflation rose from 1.6% in December 2020 to 13.1%
in March 2023—the highest reading in 24 years—before retreating to 5.6% by March 2026. The
disinflation was achieved through a tightening cycle that took the policy rate from 1.75% to a peak
of 13.25%, followed by a non-monotonic path that included two reversals in late 2025 and early
2026, leaving the rate at 11.25% at the time of writing. The sequence offered something rare for
an inflation-forecasting evaluation: a stable low-inflation regime in the 2010s, a dramatic surge, a
disinflation, and a fresh reversal, all within a single rolling-window backtest. Any methodology that
claims generality in emerging-market inflation forecasting should be tested on exactly this kind of
sample.

Our question in the paper is deliberately narrow. We ask whether a forecasting system that combines
econometric models, an agent-based model (ABM), and a large language model (LLM) can improve
either point accuracy or interpretability of Colombian inflation forecasts relative to well-specified
benchmarks—and whether such a system can also deliver useful outputs beyond the point forecast
itself, such as a prediction of the next monetary policy decision. The answer we arrive at is qualified
but affirmative, and the qualifications are themselves informative about the nature of the problem.

The paper makes five contributions, which we preview here and develop in subsequent sections. The
first is an identity-based monthly-to-YoY decomposition. The annual inflation identity

WEOY = 772@{ + =Tl ey
makes it plain that, at forecast origin ¢ — 1, the one-month-ahead YoY forecast requires genuinely
estimating only a single unknown quantity, the monthly change 7}". The other eleven monthly

changes contributing to 7,°Y are already observed. This observation is mechanical, but the forecasting

literature rarely states it explicitly, and many practitioners fit models directly on 7Y°Y, re-forecasting
eleven months of known history along the way. We show that uniformly applying the identity-based
decomposition to ARIMA, LASSO, ElasticNet, and their ensemble combinations reduces MAE by
15-20% without adding a single predictor. For ARIMA at horizon h = 1, MAE falls from 0.248 pp
(direct) to 0.207 pp (monthly), a 16.5% improvement. This is less a methodological novelty than a
hygiene finding, but its empirical size matters for downstream ensemble construction and for the

comparison with benchmarks that forecast YoY directly.

The second contribution concerns how forecast error is distributed across macroeconomic regimes.
We classify each observation in the forecast sample into one of four regimes—stable, pre-surge, surge,
and disinflation—using thresholds on actual inflation and its first difference. The distribution of errors
across these regimes turns out to carry more information than aggregate accuracy. ARIMA-monthly’s
MAE rises from 0.167 pp in stable periods to 0.254 pp in surge, a 52% increase; the baseline ABM
rises much more sharply, from 0.196 pp to 0.585 pp. The ranking of reduced-form models is stable
across regimes—ARIMA outperforms the ensemble, which outperforms LASSO and ElasticNet,
in every regime—but dispersion widens dramatically under stress. The implication is that forecast



reliability is regime-dependent in a way that the conventional practice of reporting single-number
accuracy statistics obscures, and that communication of forecast uncertainty should arguably be
regime-conditional as well.

The third contribution is an agent-based model whose value lies less in point-forecast accuracy
than in structural interpretation. We develop two variants of a deliberately compact ABM. The
baseline v1 has three sectors, adaptive expectations, and a Taylor-rule central bank, calibrated
by grid search. The extended v2 adds three structural features: regime-dependent heterogeneous
expectations, in which the proportion ; of backward-looking agents depends on the inflation regime;
asymmetric tradable / non-tradable pass-through with 6-month lags for non-tradables; and Monte
Carlo simulation (N = 500 draws per origin) calibrated via Latin Hypercube Sampling in an 18-
dimensional parameter space. The v2 specification dominates v1 decisively in predictive accuracy:
the Diebold-Mariano-Harvey statistic of 6.21 (p < 0.001) rejects equal loss, full-sample MAE falls
from 0.337 pp to 0.268 pp (—20.4%), and surge MAE falls from 0.585 pp to 0.404 pp (—31.0%).
But the more interesting result emerges from the accompanying four-channel shock decomposition,
which partitions each monthly forecast into tradable-direct, wage / non-tradable, lagged pass-through,
and expectations contributions. Between the stable and surge regimes, the wage channel amplifies
by 1.96x and the expectations channel by 1.82x, while the direct tradable channel amplifies only
1.36x. This pattern is inconsistent with the standard emerging-market pass-through narrative, in
which exchange-rate depreciation drives headline inflation through imported goods. It is consistent
with endogenous expectations de-anchoring, in which a surge of unknown origin feeds into wage
demands and forward-looking pricing behaviour, amplifying the inflationary impulse through the very
mechanism—inflation expectations—that the central bank is trying to control. The decomposition
therefore provides quantitative support for a narrative that reduced-form models cannot express.

The fourth contribution concerns the use of a large language model as a forecaster, and in particular
the question of whether LLM forecasts can be trusted when the model’s training data may overlap
with the target period. The recent literature on LLMs for inflation-related tasks is small but growing.
Faria-e Castro and Leibovici [12] find that a language model outperforms Survey of Professional
Forecasters respondents on US inflation; Hansen et al. [[17]] develop a comprehensive SPF simulation
framework with systematic ablations over information conditioning; Giannellis [[14] compare LLM
forecasts to Kalman-filter methods in the post-Covid period. We contribute in a narrower register.
An ablation study over prompt content, temperature, and number of calls shows that a minimal
prompt achieves MAE 0.246 pp while a content-rich prompt (with policy narrative from BanRep
minutes) yields MAE 4.13 pp—a counterintuitive finding consistent with independent evidence on
LLMs in time-series contexts. Our input text consists of Spanish-language minutes of the Banco
de la Republica’s Board of Directors, extending the existing literature (which uses FOMC or ECB
text) to a non-English emerging-market central bank. And we execute the fake-date test proposed by
Bank of Russia Research [5] over twenty origin dates and three counterfactual date offsets—sixty
live API calls in total. The test returns non-monotonic MAE across offsets, a verdict that under the
default protocol would be coded as SUSPICIOUS for look-ahead bias. Stratified diagnostic analysis,
however, reveals that the non-monotonicity reflects target-volatility heterogeneity across offset groups
rather than memorisation: Mann-Whitney tests confirm significance only in the pairs of offsets where
look-ahead bias would be expected to matter, and not in the pair where it would not. We therefore
classify the combined evidence as a qualified pass and flag a volatility-controlled version of the
protocol as future work.

The fifth contribution departs from the inflation-trajectory focus of the first four. The reduced-form
models, the ABM, and the LLM forecaster described so far all target the same quantity, wff{l Around
them, we construct a multi-output agent architecture that produces three coordinated outputs from
shared inputs: a calibrated density forecast of inflation at i1 = 1 (the ForecastAgent), a prediction of
the next BanRep Board of Directors monetary policy decision including direction and basis-point
magnitude (the PolicyAgent), and a classification of the current inflation regime augmented with
sentiment-based override logic (the RegimeAgent). The PolicyAgent consumes real-time sentiment
extracted by LLM analysis of 25 BanRep minutes and 16 financial news articles, combined with
a Taylor-rule prior. Historical validation on the 22 Board decisions between February 2022 and
April 2026—the complete out-of-sample set available given the NLP corpus—yields 77.3% direction
accuracy and 63.6% exact-magnitude match, with 95% Wilson intervals of [56.9, 92.8]% and [42.4,
81.3]% respectively. All five direction errors concentrate at cycle inflection points: the first cut
after the 2023 peak, two pause-to-cut transitions in 2024, and the first hike of the 2026 reversal.



Conditional on regime-continuous periods, direction accuracy reaches 17 out of 17. The interpretation
we favour is that structured LLM reasoning, when conditioned on central-bank communication and
market sentiment, captures policy continuity more reliably than it anticipates regime-discontinuity
decisions—which is consistent with the well-documented observation that cycle turning points are
precisely where central-bank boards divide most. The finding suggests that agent-based reasoning
architectures have a specific, bounded, and useful place in the monetary policy forecasting toolkit,
one that complements rather than replaces point-forecast ensembles.

A few words on the validation regime for the LLM component are in order before we proceed. The
thirteen LLM forecasts entering the rolling backtest were generated via live Claude Sonnet 4 API
calls, with every prompt—response pair cached for replication. The fake-date test of Bank of Russia
Research [S]] was executed over twenty additional origin dates with three counterfactual date offsets,
sixty live calls in total. The full diagnostic reasoning for the qualified-pass classification is presented
in Section [6} for the purposes of this introduction, the relevant point is that the LLM component’s
validation regime is transparent, executable, and honestly documented, including the failure modes
we identify.

The paper is organised as follows. Section[2situates the work in the literature. Section[3|describes the
data, including the monthly-to-YoY decomposition and the macro-fiscal panel extension. Section ]
describes the econometric models, including a reduced-form VAR benchmark and the multi-output
agent architecture. Section [5]presents the ABM v1 and v2 specifications and the shock-decomposition
framework. Section [6] describes the LLM forecaster and its audit protocol. Section [7] presents
the Dynamic Model Averaging ensemble and evaluation methodology. Section [§]presents the full
set of results, including the macro-fiscal ablation, the comparative ensemble construction, and the
PolicyAgent historical validation. Section [9] discusses implications and limitations. Section
concludes.

2 Related Literature

2.1 Inflation forecasting in emerging markets

Forecasting inflation in emerging markets is harder than in advanced economies: price structures
are more volatile, financial markets more incomplete, and monetary transmission more uncertain
[4, 28]]. The reference benchmark for Colombia is Zarate-Solano and Manrique-Rodriguez [33]],
who evaluate forecasts based on a panel of 102 macro-financial variables using DFMPC-LASSO
and SPCA-LASSO, achieving RMSE near 0.6 pp at horizon h = 1. Our work departs from that
benchmark on two axes: we use a much more compact variable set, and we introduce a monthly-to-
YoY decomposition that delivers competitive accuracy without the data infrastructure that 102 series
require. The classic result that AR and ARIMA models are difficult to beat at short horizons [22} 23]
is confirmed on our sample. Naghi et al. [24] provide additional evidence that machine-learning
methods applied to inflation yield gains that are regime-dependent and often modest.

2.2 Penalised estimators and variable selection

The combination of high dimensionality with short samples—characteristic of monthly macroeco-
nomic panels—motivates the use of penalised estimators. LASSO [30] and Elastic Net [34] select
relevant indicators under L or Ly + Lo constraints. Smeekes and Wijler [27] document improve-
ments over AR benchmarks at horizons of one to six months, particularly during high-volatility
periods.

2.3 Data-driven macroeconomic ABMs and heterogeneous expectations

Agent-based models offer an alternative to reduced-form approaches by simulating the micro-
foundations of price formation [8}29]. Their macroeconomic forecasting application has matured
recently. Poledna et al. [25] introduced the ITASA model, the first macroeconomic ABM calibrated to
national accounts and evaluated out-of-sample against statistical and DSGE models, showing parity
with standard benchmarks for Austria. Two extensions are the most direct benchmarks for our work.
Di Domenico et al. [9], published in Economic Modelling, extends the IIASA architecture to the
Italian economy and examines the effect of scale on performance. Their inflation RMSE figures for
Austria (0.35-0.39 pp at h = 1, 0.25-0.26 pp at h = 12) and their systematic use of Diebold-Mariano



tests with star notation set the methodological standard we follow. Wiese et al. [32] extend the
approach to 38 OECD countries using approximate Bayesian inference.

The expectations-heterogeneity literature anchors our ABM v2 extension. Coibion and Gorod-
nichenko [[7]] document that inflation expectations of US households and firms deviate systematically
from the rational expectations benchmark, particularly during high-inflation episodes. Afrouzi and
Yang [1]] models the micro-foundations of inattention and shows that expectations become more
backward-looking when aggregate uncertainty rises. Our regime-dependent §;—the proportion of
backward-looking agents varying with the inflation regime—is a reduced-form implementation of
this mechanism in an ABM setting.

2.4 LLMs for macroeconomic forecasting

The use of large language models for inflation forecasting is an emerging but no longer nascent field.
Faria-e Castro and Leibovici [[12] evaluate LLM-generated inflation forecasts before and after the
model’s training cutoff, finding that the LLM outperforms SPF forecasts for the United States. Hansen
et al. [[17]] build a full simulation framework of the Survey of Professional Forecasters using LLMs,
and conduct ablations over information conditioning—a methodology parallel to ours. Giannellis
[14], forthcoming in Journal of Forecasting, provides the most up-to-date direct benchmark.

The broader application of LLMs to central bank communication was initiated by Hansen and
Kazinnik [16], who showed that GPT-4 can classify FOMC statements with expert-level accuracy.
Aldasoro et al. [3]] extends this to nowcasting using LLM-extracted news sentiment.

2.5 Forecast combination and Dynamic Model Averaging

Forecast combination consistently outperforms the best individual model [13} 31]]. The Dynamic
Model Averaging approach of Raftery et al. [26] allows model weights to vary over time, adapting to
regime changes. Koop and Korobilis [20] apply DMA to US inflation with good results. Our DMA
ensemble follows this architecture, integrating seven heterogeneous models and reporting Model
Confidence Set (MCS) survival rates to identify which models contribute independent information
[15]].

2.6 LLM evaluation and look-ahead bias

LLM forecasts raise a central methodological problem: temporal contamination through memorisation
of training data. Bank of Russia Research [5] propose fake-date tests, in which the date the prompt
claims as “current” is systematically varied to detect whether the model predicts more accurately
when that date approaches the real event. Independent recent evidence [[17] suggests that when
appropriately conditioned on real-time data and lagged forecasts, LLMs can produce expectations
with statistical properties comparable to human respondents. We implement both a prompt-level audit
and a shuffle/placebo proxy, and we execute the fake-date protocol with stratified diagnostic analysis
of its verdict.

2.7 Diebold-Mariano tests as comparative standard
The Diebold-Mariano test [[10], with the Harvey-Leybourne-Newbold small-sample correction [19]],

is the standard comparative-accuracy test in the forecasting literature. Di Domenico et al. [9] applies
it systematically with star-significance notation, a convention we adopt.

3 Data

3.1 Sample and frequency

The target variable is the year-over-year change in Colombia’s Consumer Price Index (IPC) published
by the Departamento Administrativo Nacional de Estadistica (DANE). Define

IPC IPC
wZ°Y=100~1n(IP ¢ ) Trg‘zmo-m(lpct ) )

t—12 t—1



The sample is monthly from January 2000 to March 2026 (315 observations). The forecasting
evaluation uses a rolling out-of-sample window starting February 2010, yielding n = 193-195
one-step-ahead evaluation points (the exact count varies slightly across models).

3.2 The monthly-to-YoY identity

The identity (1)) follows mechanically from the definition of 7Y°Y. At forecast origin ¢t — 1, the
value 7°Y is observed (up to data revisions) and 7, is a known monthly change from one year
prior. Only 7;" must be forecasted. A direct-YoY model, by contrast, forecasts the entire 12-month

aggregate, implicitly re-forecasting 11 months of already-known history.

3.3 Explanatory variables

For the LASSO and Elastic Net specifications we use the following predictors, all at monthly
frequency and lagged one month to ensure real-time availability: 12 IPC sub-indices; the BanRep
policy rate and its first difference; USDCOP exchange rate log-change; WTI oil price log-change;
global commodity price index (IMF); industrial production index (DANE); unemployment rate
(DANE); Colombian sovereign CDS spread; and US 10-year Treasury yield. DANE IPC publishes
approximately ten days into the following month; unemployment surveys publish approximately
thirty days after the reference month.

3.4 Extended feature set: macro-fiscal disaggregation

Building on the base panel, we construct an extended feature set (panel_inflacion_v2.csv) that
disaggregates the headline CPI series and adds derived macro-financial indicators. This extension
serves two purposes: it supplies the VAR model introduced in Section[d.4] with a richer information set
about the monetary—fiscal policy mix, and it enables the ablation study in Section [8.9|that quantifies
whether this additional complexity improves out-of-sample forecast accuracy.

On the CPI side, we add three disaggregated inflation series drawn from Banco de la Reptiblica:
core_inf1l, IPC excluding food (YoY); core_excl_reg, IPC excluding food and regulated goods
(YoY); and food_infl, food CPI (YoY). These decompose headline inflation into components
with different transmission mechanisms. Food inflation is dominated by supply shocks—weather,
international commodity prices—and typically leads headline inflation at short horizons. Core
inflation excluding regulated goods is BanRep’s operational target under the inflation-targeting
regime adopted in 1999. Coverage for each series spans 2000-01 to 2026-03, matching the full
sample window.

We complement the CPI disaggregation with five derived indicators computed from existing panel
columns. The ex-post real interest rate real_rate = policy_rate — infl_yoy captures the
stance of monetary policy. The ISE year-on-year change ise_yoy proxies the output-gap direction
through real activity growth. A simplified Taylor-rule residual rate_gap = policy_rate —
infl_yoy,_,, captures deviations of the observed rate from a backward-looking rule. De-trended
inflation infl_gap = infl_yoy — MAsg(infl_yoy) isolates cyclical pressure around a 36-month
rolling mean. And exchange-rate pass-through pressure is measured by the TRM year-on-year change,
trm_yoy.

Causality of the feature set receives particular attention. All new variables enter the feature matrix
with at least one lag. Variables whose publication lags create look-ahead risk—specifically, ISE and
the CPI disaggregation series, released with a 25-30 day delay relative to the reference month—are
lagged by two additional months (food_infl_lag2, core_infl_lag2, ise_yoy_lag2). This
ensures the feature set is strictly causal at every forecast origin, matching the real-time information
environment in which an operational early-warning system would run.

Five macro-fiscal variables planned for this extension could not be acquired programmatically due
to access restrictions: the IBR overnight rate, international reserves, the IMACO monthly activity
indicator, and fiscal spending and tax revenues (gasto GNC and ingresos tributarios). The first three
are available on the BanRep portal only through manual download; the two fiscal series are behind
the Ministerio de Hacienda portal with no public API. A full gap registry with download URLSs is
maintained in the replication repository. If these series are added in future updates, re-running the



panel-construction script will incorporate them automatically, and downstream models will consume
the extended panel unchanged.

The resulting extended panel contains 315 rows (2000-01 to 2026-03) and 31 columns (20 base plus
11 extended). Coverage for the new inflation disaggregation series begins in January 2000, ensuring
they are available for the full backtesting window used in Sections @ and 8]

3.5 Regime classification

We classify each month into one of four regimes: stable (7°Y < 4% and |A7°Y| < 0.15%),
pre-surge (7°Y < 4% and An°Y > 0.15% for three consecutive months), surge (7,°Y > 5%),
disinflation (7°Y > 3% and Am°Y < 0 for three consecutive months). The resulting regime counts

in our evaluation sample are: stable 93 months, pre-surge 6, surge 64, disinflation 30.

4 Econometric Models

This section formalises the six reduced-form econometric specifications evaluated in the study. For
each model, we state the forecast equation, the parameter set, and the rolling estimation protocol. All
models are re-estimated at every monthly origin ¢ using an expanding window of data available at
t—1.

4.1 ARIMA (monthly and direct variants)

The ARIMA-monthly specification models the monthly log-change 7* as an ARIMA(p, d, ¢) process:
HL)(1—L) am =0(L)ey,, & ~iid.(0,0?), 3)

where L is the lag operator, ¢(L) = 1 — ¢1L — --- — ¢, LP is the autoregressive polynomial,

O(L)=1+6,L+---+6,L7 is the moving-average polynomial, and d is the degree of integration.

Orders (p, d, q) are selected at each origin by minimising the Akaike Information Criterion over the
gridp € {0,...,5},d € {0,1}, ¢ € {0,...,5}. The one-step-ahead monthly forecast #7 |, is then

t+1|t
converted to a year-over-year forecast via the identity (IJ):
~YoY __ _YoY ~m m
Togte = T T Tepape — Te—11- 4

The ARIMA-direct variant fits the same ARIMA structure directly to 7°Y without the monthly

decomposition, producing fr?ﬂ‘:ﬁ ; as the one-step-ahead forecast of the target series.

4.2 LASSO and Elastic Net

Let x;_; € RE denote the vector of K predictors at time ¢ — 1 described in Section (lagged IPC
sub-indices, policy rate, exchange rate, commodity prices, activity and financial indicators). Monthly
variants forecast 7} as:

™ =a+x. 86, 5
where («, 3) solve the penalised least-squares problem

n

. 2 .1 m 2 _
(&,B) = argmip - ;(TFS —a—x,,8)" + A aex |8l + =52 18]13] - (6)
The LASSO specification imposes agnx = 1 [30], retaining only the L penalty; the Elastic Net sets
agn = 0.5 [34]], mixing L, and L penalties to handle correlated predictors. The regularisation
parameter ) is selected at each origin by five-fold cross-validation on the training window, choosing
the value that minimises mean squared error. As in (4)), the monthly forecast is reconstructed into a
YoY forecast via the identity. Direct variants apply —@) with 7 Y°Y replacing 7™ on the left-hand
side.



4.3 Weighted ensemble

We construct a weighted average of the ARIMA-monthly, LASSO-monthly, and Elastic Net-monthly

forecasts. For model i € {ARIMA, LASSO, ENet} let MAE,(fg 4 denote the rolling 24-month out-of-
sample mean absolute error observed up to t — 1. The ensemble forecast is:

3 (@)
. , 1/MAE
~Ens _ (1) ~(2) (1) _ 1,24
e =2 ® e w = >3 1/MAEY), @
i=1 j=1 t,24

This inverse-MAE weighting scheme is a practical alternative to the full Dynamic Model Averaging
of Section 7] retained in our pool because it is transparent and easy to interpret; it enters the DMA at
the component level on equal footing with the individual models.

4.4 Reduced-form VAR as a structural benchmark

A reduced-form vector autoregression adds a different modelling perspective to the set of specifica-
tions described above. In a VAR, all endogenous variables are treated symmetrically, and monetary
policy feedback is captured jointly with inflation dynamics rather than being imposed through ad hoc
lag structures. We include the VAR for two reasons. First, BanRep’s own nowcasting and forecasting
toolkit routinely uses small VARs as reference models, and any forecasting system aspiring to be
useful to BanRep economists or external observers of Colombian monetary policy must engage
with the VAR tradition. Second, the VAR’s impulse-response functions (IRFs) provide structural
interpretability that supports the policy-analysis framing of the paper, even in the plausible case that
the VAR does not outperform penalised-regression models in pure point-forecast accuracy.

Formally, let y; = (m°Y, policy_rate,, trm_dep_mom,, ise_yoy,)' be the 4 x 1 vector of endoge-

nous variables, and consider the VAR (p) specification

p
ye=c+ Y Aryirtw,  uw~iid(0,%), (8)
k=1

where cis a 4 x 1 intercept, Ay, are 4 x 4 coefficient matrices, and X is the 4 x 4 residual covariance.
The Cholesky ordering (7Y°Y, policy_rate, trm_dep_mom, ise_yoy) assumes that output responds
contemporaneously to all shocks while CPI inflation is predetermined within the month, a conventional
assumption for monthly models at this frequency that aligns with BanRep’s working assumption of
intra-month price stickiness. Lag order p is selected by the Bayesian Information Criterion over lags
1 through 12; the median selected lag across rolling windows turns out to be 2. Estimation proceeds
OLS equation-by-equation with a minimum sample requirement of 60 observations.

Out-of-sample, the VAR performs competitively without dominating. Rolling backtesting follows the
same expanding-window protocol as all other models. At i = 1 the VAR achieves MAE 0.214 pp
and RMSE 0.289 pp (N = 182 forecasts, 2011-01 to 2026-02), a short-horizon result essentially
indistinguishable from ARIMA-monthly (0.207 pp) and superior to the penalised regressions. At
h = 12, MAE rises to 2.13 pp with a positive bias of +1.04 pp, reflecting the 2021-2023 inflation
surge that all backward-looking linear models systematically under-forecasted in its early months.

The VAR’s impulse-response functions provide qualitative support for the structural narrative under-
lying the paper. A 100 bp shock to the policy rate generates a statistically meaningful disinflationary
response within three to six months, peaking around month nine. A 10% peso depreciation passes
through to headline inflation with a two- to three-month delay, with a pass-through coefficient of
approximately 0.08 to 0.12. A positive activity shock raises inflation with a four- to six-month lag.
These dynamics are consistent with the published structural literature on Colombian monetary trans-
mission and validate the VAR’s inclusion as a structural benchmark, independent of its point-forecast
performance.

4.5 Multi-output agent architecture

Complementary to the point-forecast ensemble, we implement a multi-output agent architecture
that produces three coordinated outputs from shared inputs: a probabilistic inflation forecast, a
prediction of the next BanRep JDBR monetary policy decision, and a current-regime classification.
The architecture is constructed from four components and is conceptually organised as an interpretive



layer atop the ensemble rather than a replacement for it. The ensemble delivers the inflation point
and density forecasts; the agent architecture contextualises those forecasts with a policy-decision
prediction, a regime classification, and documented consistency checks between the three outputs.
Figure I summarises the architecture visually before we describe each component in detail.

INPUTS SHARED CONTEXT SPECIALISED AGENTS COORDINATOR OUTPUTS
ForecastAgent
Panel Data 5 Pool A DMA ensemble [ Density forecast
31 vars: CPI rates, ARIMA + ARIMAX + VAR mean, PI-90, CRPS

TRM, ISE, fiscal — calibrated density

MultiOutputAgent

NLP C b. text PolicyAgent Coordinator
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Figure 1: Multi-output agent architecture. Three inputs—a 31-variable macro-financial panel, an
NLP corpus of 25 BanRep minutes and 16 financial news articles, and a Taylor-rule prior—feed a
shared banrep_context dictionary (built with strict no-look-ahead enforcement) that is consumed
by three specialised agents. The ForecastAgent produces a calibrated density forecast via a Pool
A DMA ensemble of ARIMA, ARIMAX, and VAR. The PolicyAgent predicts the next BanRep
decision through structured LLM reasoning over central-bank communications, with confidence
damping when context data is stale. The RegimeAgent classifies the current inflation regime using
rule-based thresholds augmented by sentiment override. The MultiOutputAgent coordinator performs
internal consistency checks across the three outputs and reports divergences transparently rather than
arbitrating between them.

The first component, the ForecastAgent, wraps the Phase 11 probabilistic ensemble (Pool A DMA,
described in detail in Section [8.9) and returns a calibrated density forecast, comprising a mean, a 90%
prediction interval, and a continuously ranked probability score (CRPS) diagnostic. This agent is the
canonical source of inflation point and density forecasts throughout the paper; all regime-conditional
and ablation results report the ForecastAgent’s output.

The second component, the PolicyAgent, predicts the next BanRep monetary policy decision using
three inputs. A Taylor-rule prior is computed from the current inflation forecast and an output-gap
proxy, providing a mechanical first pass at the expected decision. Aggregate sentiment is extracted
from LLM analysis of 25 BanRep minutes covering the 2021-2026 period, summarised as a stance
score (hawkish / neutral / dovish) and a board-division indicator (high / medium / low, based on
vote spread). Financial-news sentiment is drawn from 16 articles spanning the recent evaluation
window. A structured-reasoning prompt integrates these three signals into a predicted decision (hike /
hold / cut) with basis-point magnitude and a self-reported confidence score. The confidence score is
explicitly damped when context data is stale (more than 30 days since the last minute) or otherwise
incomplete, giving the agent a principled way to express uncertainty about the freshness of its inputs.
Historical validation results for the PolicyAgent are reported in Section|[3.8]

The third component, the RegimeAgent, classifies the current inflation regime as stable, pre-surge,
surge, or disinflation, using the rule-based thresholds of Section 3] as its primary signal. On top
of these thresholds, it layers a sentiment-based override: when the BanRep three-month sentiment
trend diverges strongly from the rule-based classification—for example, when BanRep expresses
hawkish concern during what the data-only rule classifies as a disinflation—the override flags an
impending transition as a leading indicator. Both the rule-based classification and the sentiment-
override classification are reported separately, so that downstream consumers of the agent output can
decide which to weight more heavily in a given context.

The fourth component, the MultiOutputAgent coordinator, orchestrates the three specialised agents.
A shared real-time banrep_context dictionary is built once per forecast origin from the senti-



ment CSVs produced by the NLP pipeline, with strict no-look-ahead enforcement, and passed to
each agent. After all three agents run, the coordinator performs internal consistency checks—for
instance, flagging the combination of a dovish BanRep stance with a predicted hike—and records
any divergences between the rule-based regime, the sentiment-override regime, and news-market
expectations. Importantly, the coordinator does not arbitrate disagreements between its sub-agents;
it reports them transparently and leaves interpretation to the analyst. This design choice reflects a
view that in the monetary-policy forecasting context, consistency signals and divergences between
information sources are themselves informative, and collapsing them into a single smoothed output
risks discarding diagnostic value.

5 Agent-Based Model: Baseline (v1) and Heterogeneous Expectations (v2)

5.1 Baseline ABM (v1)

The vl ABM follows the tradition of Dosi et al. [11] and Lengnick [21]]. It consists of four agent
types: firms (goods producers) setting prices as markups over costs; worker/household agents
with wage demands linked to lagged inflation and productivity growth; a central bank following a
Taylor rule calibrated to BanRep decisions; and an import sector translating the exchange rate and
commodity prices into domestic input costs. Expectations are adaptive: each firm forms E;[m;1]
as an AR(1)-weighted average of observed inflation. Parameters are calibrated by grid search in a
five-dimensional space. This specification is deliberately simple; its purpose is to enable a tractable
shock decomposition, not to compete with state-of-the-art reduced-form forecasters on point accuracy.

5.2 Extended ABM (v2)

The v2 extension adds three structural features that together are designed to let the model accommo-
date expectations de-anchoring and asymmetric pass-through without giving up the interpretability
that motivated the baseline specification.

The first feature is heterogeneous expectations with regime-dependent anchoring. In v2, firms are a
mixture of two types: backward-looking (BL) and forward-looking (FL), with the proportion of BL
agents 0, allowed to vary with the inflation regime,

0, = (o0 + 71 - W[surge,] + 2 - W[disinflation,]) 9)

where o(-) is the logistic function. Backward-looking firms follow the vl AR(1) rule. Forward-
looking firms anchor expectations at the BanRep inflation target 7* = 3% with a credibility discount
k € [0,1],

Ef'tng)=7"+ k- (m —7%). (10)
When « = 0, the FL firms fully trust the central bank’s inflation target; when x = 1, they fully
incorporate the current deviation from target into their expectations. The regime-dependence of 6;
allows expectations de-anchoring to emerge endogenously: if the data support it, calibration will
select y; > 0 and a larger share of firms will become backward-looking precisely when inflation is
high. This is a reduced-form implementation of the mechanism that Coibion and Gorodnichenko [[7]
and Afrouzi and Yang [1]] document empirically for US households and firms, now transported to a
structural ABM setting.

The second feature replaces the v1 single-channel import sector with two asymmetric channels,
distinguishing tradable from non-tradable pricing dynamics:

7l = BlouAlog(TRM, 1) + BL Alog(WTIL,_1) + BL 4Alog(pid) 4 T, (11)
T =BT we+ B w + BET Eifmia] + el (12)

Tradable prices respond fast, with a one-month lag, to exchange-rate, oil-price, and global-food-
price movements. Non-tradable prices respond slowly, propagating through wages, 6-month-lagged
tradable inflation, and expectations. Aggregate inflation is then 7; = wr 7 + (1 — wrp) 7N7T, with
wr =~ 0.37 for Colombia. Global food prices are proxied by US CPI when the FAO food price index
is unavailable in the historical panel; this substitution is documented in the data section and flagged
as a limitation.

The third feature introduces idiosyncratic shocks and a formal calibration procedure. v2 adds shocks

to the markup, wage, and demand channels with variances 02, o2, and o2, respectively. At each
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rolling origin, the ABM is simulated N = 500 times forward; the mean across simulations is the point
forecast, and the quantiles of the simulation distribution define 50% and 90% prediction intervals.
Calibration is performed by Latin Hypercube Sampling with n = 500 samples in an 18-dimensional
parameter space (nine economic parameters, three shock variances, and six v1 parameters retained
for continuity), evaluated at stride-4 rolling origins with N = 20 simulations per candidate. The final
backtest uses N = 500 at every evaluation origin, balancing Monte Carlo precision against compute
cost.

5.3 Shock decomposition

The v2 ABM produces a four-channel decomposition of each monthly forecast into four structural
contributions: tradable-direct, non-tradable wage, non-tradable lagged pass-through, and non-tradable
expectations. The decomposition is obtained by counterfactual simulation: for each channel in
turn, the channel’s input is fixed at its pre-surge level while the others evolve as in the data, and
the difference from the full forecast yields the channel’s contribution to the surge forecast surprise.
A fifth residual component captures level dynamics and markup persistence that cannot be cleanly
attributed to any individual channel, and we report it separately rather than folding it into one of the
four structural components.

6 LLM Forecaster and Look-Ahead Audit

6.1 Positioning

Our LLM component is not used as an off-the-shelf predictor that “knows” future inflation through
pre-training. It operates as a structured reasoning agent: given a carefully constructed prompt
containing only information available at the forecast origin date, the model synthesises these inputs
into a probabilistic narrative and a point forecast.

6.2 Prompt design space

The ablation study varies four dimensions: prompt content (SO, no context; S1, lagged CPI only;
S2, S1 plus macro indicators; S3, S2 plus policy narrative from BanRep minutes); temperature
€ {0.1,0.3,0.5,0.7}; number of calls per forecast € {1, 3,5}; and output format (point forecast vs.
point plus 90% confidence interval).

6.3 Temporal isolation

All prompts are constructed at forecast origin ¢ using only features from the panel at time < ¢ —1. The
prompt generation logic explicitly excludes the CPI release for month ¢, any series whose publication
lag places its value after origin ¢ — 1, and forward-looking language that could anchor the model to
known outcomes. The prompt audit (38 prompts documented in the replication repository) reports
zero direct feature leakage.

6.4 Look-ahead audit protocol

The central methodological risk in any LLM-based forecasting study is that the language model may
have internalised knowledge of the target period during pre-training. We address this risk through a
layered protocol consisting of three tests: a prompt-level audit, a statistical shuffle proxy, and the
fake-date test proposed by Bank of Russia Research [5]. Each test targets a different failure mode,
and together they provide a triangulated assessment of whether the LLM’s forecasts exploit genuine
temporal structure or merely recall training data.

The prompt-level audit examines each of the 38 prompts used in the rolling backtest for three specific
leakage risks: references to dates after the forecast origin, forward-looking language that could anchor
the model to known outcomes, and data items whose publication lag would render them unavailable
at the claimed origin. All 38 prompts pass with status SAFE, and the audit is documented in the
replication repository so that any reader can inspect the specific checks applied to each prompt.

The statistical shuffle proxy provides independent evidence that the LLM’s output reflects genuine
temporal structure rather than memorisation. We permute the date index of the input panel while
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keeping the prompt structure constant, so that the model receives valid-looking numerical inputs with
no semantic connection to their purported dates, and we measure the resulting MAE. With the true
panel the LLM produces MAE 0.29 pp; with the permuted panel MAE rises to 3.02 pp. The 2.73 pp
gap indicates that the forecasts exploit genuine cross-variable and temporal structure in the inputs,
not memorised priors about specific dates. This test passes cleanly.

The fake-date test is the most demanding of the three and also the most interesting. Following Bank
of Russia Research [5]], we vary the “current date” claimed in the prompt across three counterfactual
offsets § € {3,12, 24} months relative to the actual origin. For each origin, the LLM is prompted as
if the claimed date were the present and asked to forecast inflation at the claimed date plus one month;
the prompt is otherwise identical. We executed the test over 20 origin dates spanning 2023-2025,
for a total of 60 live API calls. The resulting mean absolute errors are 0.304, 0.472, and 0.441 pp at
0 = 3,12, 24 respectively. The § = 12 MAE exceeds both neighbours, producing a non-monotonic
pattern that, under the default Bank of Russia protocol, would be coded as SUSPICIOUS.

The diagnostic analysis we ran on this verdict is where the paper’s contribution to the fake-date
literature lies. Stratification of the targets by J reveals that the 6 = 12 group’s target months
concentrate in 2022, the peak of the Colombian inflation surge (target mean 8.89%, o = 2.39%),
whereas the § = 24 targets fall in 2021, before the surge (target mean 8.52%, o = 3.66%). The
two offset groups thus differ in target-period volatility even though their means are similar. This
observation suggests a specific alternative hypothesis to memorisation: the non-monotonicity in MAE
reflects heterogeneity in the difficulty of the targets, not a signal that the LLM performs systematically
better when the claimed date is closer to the real one.

We test this alternative with Mann-Whitney U tests on the absolute errors of each offset pair. Under a
memorisation hypothesis, all three pairwise comparisons should show significance, because all three
involve different distances from the training cutoff. Under a volatility-confounding hypothesis, only
the pairs involving the “sensitive” comparisons (93 vs d12 and d3 vs d24) should be significant, while
the pair that does not differ in target-period characteristics (§12 vs d24) should not be. The tests yield
p = 0.06 and p = 0.07 for the two sensitive pairs (both significant at the 10% level) and p = 0.61 for
the third. The pattern matches the volatility-confounding hypothesis precisely, and does not match
the memorisation hypothesis. We therefore classify the combined audit evidence as a qualified pass
and commit to a volatility-controlled version of the fake-date protocol, in which origins are stratified
so that target-month inflation volatilities are matched across 4, as future work.

6.5 Live-API validation

All 13 LLM forecasts entering the rolling backtest were generated via live Claude Son-
net 4 API calls (model claude-sonnet-4-6), with every prompt—response pair cached to
outputs/audit_logs/11lm_live_responses/. The live-API MAE on the 13 backtest origins is
0.324 pp, 16.3% higher than the mock-response benchmark of 0.279 pp on the same origins. This
direction of the gap—Tlive API worse than mock—is the expected failure mode for synthetic response
generators, which tend to be optimistic about the forecaster’s accuracy. The live LLM ranks fifth
among the six individual models in our set: better than the baseline ABM v1 (0.337 pp) but worse
than all four reduced-form econometric specifications and the improved ABM v2 (0.268 pp). Its
value in the system therefore lies in the ensemble context and in the structured-reasoning role played
by the Policy Agent, rather than in standalone point-forecast competition.

7 Ensemble and Evaluation Methodology

The full system integrates the reduced-form models, the ABM, and the LLM forecaster through
Dynamic Model Averaging. We follow the implementation of Raftery et al. [26]: at each origin ¢,
each model’s posterior weight is proportional to the product of a prior weight (exponentially decayed
at rate o = 0.95) and the predictive likelihood of that model over a rolling window. The resulting
ensemble forecast is a convex combination

M
~ DMA ;i ~ i
wor) M = 3w v, (13)

i=1
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with the density computed as a Gaussian mixture over individual model densities and weights that
evolve in response to recent predictive performance. The decay parameter « controls how quickly the
ensemble adapts to regime changes; we use the standard value 0.95 throughout.

Evaluation of the ensemble and its components proceeds along three metric families. For point
forecasts we report mean absolute error (MAE), root mean squared error (RMSE), and mean absolute
percent error (MAPE), all in percentage points. Following Di Domenico et al. [9], RMSE is our
primary metric for model comparison, with MAE retained as a robustness check against the squared-
error weighting that RMSE imposes on large errors. For density forecasts we report 90% and 50%
prediction-interval coverage and the continuously ranked probability score (CRPS) of Gneiting and
Raftery [[15], a proper scoring rule that rewards both calibration and sharpness.

7.1 Diebold-Mariano-Harvey-Leybourne-Newbold test

For pairs of models (m1, ms) with forecast errors egl) and e§2), we compute

d
DM=————u,  d = (")~ (ef”)?, (14)

V(d)/n

with V(d) a HAC variance estimator and the Harvey et al. [[19] small-sample correction. Significance
convention: * p < 0.10, ** p < 0.05, *** p < 0.01.

7.2 Regime-conditional evaluation
Each error observation is tagged with its regime classification (Section [3), and all metrics are

computed both full-sample and regime-conditionally.

8 Results

8.1 Full-sample accuracy at h = 1

Table |I| reports MAE and RMSE for all models. ARIMA-monthly achieves the lowest MAE
(0.207 pp) and RMSE (0.271 pp), outperforming ARIMA-direct by 16.5% in MAE. The monthly-to-
YoY decomposition produces the same qualitative improvement for LASSO (0.251 pp vs. 0.391 pp
direct) and Elastic Net (0.245 vs. 0.394 pp).

Table 1: Forecast accuracy by horizon. MAE and RMSE in percentage points (pp). h=1: rolling OOS
2010-02 — 2026-03. h=12, h=24: rolling OOS 2016-02 — 2024-10.

Horizon Model MAE RMSE MAPE Bias

ARIMA (monthly)  0.207 0.271 5.5% -0.006
Ensemble (monthly) 0.222 0.296 5.7% -0.026
ElasticNet (monthly)  0.245 0.330 6.3% -0.041

LASSO (monthly)  0.251 0.338 6.3% -0.037

ABM 0.337 0.468 7.7% -0.269

12 ARIMA (monthly) 1.944 3.060 343% -1.135
24 ARIMA (monthly) 2.277 3.186 42.0% -1.583

The improved ABM v2 achieves MAE 0.268 pp and RMSE 0.375 pp—20.4% and 19.9% reductions
respectively over v1 (0.337 pp and 0.468 pp). This places v2 between LASSO-monthly (0.251 pp) and
the LLM live forecast (0.324 pp), far closer to the reduced-form frontier than v1 was. Bias is reduced
from +0.269 pp to +0.138 pp, a 48.7% reduction of the systematic under-forecast that plagued v1
during the 2021-2023 surge.

8.2 Diebold-Mariano pairwise tests

Table 2] reports the pairwise DM-HLN matrix at & = 1 with squared-error loss. ARIMA-monthly is
statistically more accurate than every other individual model at the 5% level or better. The DM test
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Model Comparison — 24-month Rolling MAE
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Figure 2: Rolling out-of-sample MAE across models, 2010-2026. ARIMA-monthly (solid) achieves
the lowest MAE in every rolling window; ABM v1 (dashed) underperforms but contributes indepen-
dent information in the MCS sense.

comparing v2 to v1, conducted separately with absolute-loss on 194 common origins, yields DM =
6.21 with p < 0.001, decisively rejecting equal predictive accuracy in favour of v2.

Table 2: Pairwise Diebold-Mariano-Harvey test matrix (h = 1, squared loss). Cell (row, col): MDM
statistic with HLN small-sample correction. Negative values indicate the row model is more accurate
than the column model. All models in monthly variant. *p<0.10, **p<0.05, ***p<0.01 (two-sided).

N S § § >
< < § ¢ )
Aol N Q G X
ARIMA — -3.56% 330" -2.19%F  -5.53%**
LASSO 3.56*** — 1.56 490"  -4.86™*"
ElasticNet  3.30"** -1.56 — 4.53***  -5.00"**
Ensemble 2.19**  -490"**  -4.53*** — -5.63*
ABM 5.53"**  4.86"*" 5.00°**  5.63"** —

8.3 LLM ablation results

Best configuration by MAE: minimal prompt (S2), temperature 0.3, single call, macro-only context,
yielding MAE 0.246 pp. Richer configurations degrade sharply: the full-prompt variant (S3, with
BanRep policy narrative) yields MAE 4.13 pp. Temperature sensitivity within the productive range
{0.1,0.3,0.5,0.7} is small. Figuredisplays the full ablation grid. The ablation was conducted
under the mock-response generator in the original pipeline run; the live-API re-run validated the
direction of the minimal-prompt finding on the 13 backtest origins (live MAE 0.324 pp vs 4.13 pp for
the full-prompt variant, ratio preserved).

8.4 Regime-conditional error spread

Table [3] reports the surge premium. In the stable regime (n = 93), the top three models cluster
tightly: ensemble-monthly RMSE 0.196 pp, Elastic Net-monthly 0.202 pp, LASSO-monthly 0.206 pp,
ARIMA-monthly 0.213 pp, ABM v2 0.237 pp, ABM v1 0.265 pp. In the surge regime (n = 64), the
dispersion explodes: ARIMA-monthly 0.337 pp, ensemble-monthly 0.390 pp, Elastic Net-monthly
0.444 pp, LASSO-monthly 0.456 pp, ABM v2 0.511 pp, ABM v1 0.706 pp. The ABM v2 reduction
from v1 is concentrated precisely in the surge regime (0.706 pp — 0.511 pp, —27.6% in RMSE;
0.585 pp — 0.404 pp, —30.9% in MAE). Figure [4] shows the regime-conditional MAE visually.

8.5 ABM vl vs v2 detailed comparison

Table [ reports the full head-to-head comparison. v2 improves on vl across every dimension
except disinflation regime (marginal degradation of +1.9% in MAE). The largest gains are in pre-
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LLM Ablation Study — Top 10 Configurations by MAE
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Figure 3: LLM prompt-content ablation, mean absolute error in percentage points. SO (no context,
baseline) yields 4.13 pp; S2 (minimal prompt with macro indicators) achieves 0.246 pp.

Table 3: Regime-conditional RMSE (pp) at h=1. Regimes: stable (7r < 4%), pre-surge, surge
(m > 5%), disinflation. Based on phasel1_canonical_results.csv, 2010-02 — 2026-03.

Model Stable  Pre-surge Surge Disinflation All
ARIMA (monthly) 0.213 0317 0.337 0.266 0.271
Ensemble (monthly)  0.196 0339 0.390 0311  0.296
ElasticNet (monthly) ~ 0.202 0.380 0.444 0.353  0.330
LASSO (monthly) 0.206 0.395  0.456 0.360 0.338
ABM 0.265 0.432  0.706 0.281 0.466

Regime-Conditional MAE — All Models

arima_monthly - 0.164 0.238 0.254 0.227 0.55
0.50
lasso_monthly - 0.161 0.340 0.269
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Figure 4: Regime-conditional MAE by model. The surge regime (n = 64) produces 2-3x the MAE
of the stable regime (n = 93) across all models. Ranking is stable across regimes but dispersion
widens in surge.
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surge and surge regimes (—21.4% and —30.9% respectively), consistent with the hypothesis that
regime-dependent heterogeneous expectations better track episodes in which expectations de-anchor
endogenously. Density calibration improves: CRPS falls from 0.257 to 0.222 (—13.6%); PI-90
coverage becomes slightly over-covered (97.4% vs 85-95% target), reflecting wider uncertainty
bands from the Monte Carlo shocks.

Table 4: ABM vl vs v2 rolling backtest comparison (h=1, backtest from 2010). V2 adds regime-
dependent BL/FL expectations and tradable/non-tradable pass-through channel with 6-month lag.
Calibrated by Latin Hypercube Sampling (n = 300 draws, calibration period 2005-2015).

Metric ABMvl ABMVv2
MAE (pp) 0.337 0.268
RMSE (pp) 0.468 0.375
Bias (pp) 0.269 0.138

Direction accuracy 70.1% 73.7%
90% PI coverage 0.923 0.974
50% PI coverage 0.660 0.799
CRPS 0.257 0.222
N 195 194

8.6 ABM shock decomposition (v2)

The ABM v2 partitions each monthly forecast into three structural channels (tradable pass-through,
wage / non-tradable, expectations) plus a residual. Figure 5| presents the regime-comparative decom-
position. Panel A shows that the expectations channel is consistently the largest structural contributor
across regimes (0.255 pp stable to 0.463 pp surge), followed by the tradable (0.085-0.125 pp) and
wage (0.069-0.135 pp) channels. Panel B reports the surge/stable amplification ratio: the wage
channel amplifies by 1.96x and the expectations channel by 1.82x, while the tradable channel
amplifies only 1.36 x. This provides quantitative evidence that the 2021-2023 Colombian surge was
dominated by wage-expectations dynamics rather than direct import pass-through—a diagnostic that
reduced-form models cannot produce and that contradicts the standard exchange-rate pass-through
narrative for emerging-market inflation.

8.7 DMA ensemble and look-ahead audit

Table E] reports the look-ahead audit. The full DMA ensemble (ARIMA, LASSO, Elastic Net, ABM,
LLM) achieves MAE 0.26 pp at h = 1. Its density calibration is strong: PI-90 coverage 94.8%.
Figure [6]shows the evolution of DMA weights. MCS survival rates indicate that ARIMA-monthly
survives in 99.4% of rolling windows, LASSO-monthly in 61.2%, Elastic Net-monthly in 65.3%,
ensemble-monthly in 84.7%, and the ABM in 31.2%. The ABM’s MCS membership is informative in
the aggregate sense of Hansen et al. [[18]—its squared-loss distribution is not statistically dominated
by the ARIMA benchmark in every rolling window—but its DMA weight declines to effectively
zero after period 97 (approximately 2019), reflecting consistently larger quadratic losses once macro-
financial conditions stabilise. The ABM’s principal contribution to the system, therefore, is not
ensemble averaging but the structural shock decomposition reported in Section [5]and Figure [5

8.8 Policy decision forecasting: historical validation of the PolicyAgent

We validate the PolicyAgent component of the multi-output architecture (Section [4.5]) against the
historical record of BanRep JDBR decisions. The test procedure is strictly out-of-sample with respect
to the context: for each target decision date ¢, the banrep_context dictionary fed to the agent is
constructed using only minutes published prior to ¢, combined with a naive inflation forecast at ¢.
The PolicyAgent then predicts the decision—hike, hold, or cut—and the basis-point magnitude, and
predictions are compared to the realised JDBR decision.

The validation sample covers the 22 JDBR decisions taken between February 2022 and April 2026.
This interval includes the 2022-2023 tightening cycle (ten hikes totalling 1,150 basis points), the
2024-2025 cutting cycle (eight cuts totalling 400 basis points), and the 2025-2026 reversal (two
hikes totalling 200 basis points). Decisions prior to February 2022 are excluded because fewer than
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Figure 5: ABM v2 shock decomposition. Panel A: structural channel contributions by regime
(tradable pass-through, wage / non-tradable, expectations) computed from rolling backtest 2010-02
to 2026-03. Residual component (base-level dynamics, markup persistence, simulation noise) not
shown; see Section [5]for discussion. Panel B: surge / stable amplification ratio by channel. Wage and
expectations channels amplify by 1.96x and 1.82x respectively, while the tradable channel amplifies
only 1.36 %, providing evidence that the 2021-2023 surge was driven by wage-expectations dynamics
rather than import pass-through.

Table 5: LLM forecaster look-ahead bias audit summary. All 13 backtest forecasts generated via live
Claude API (claude-sonnet-4-6). Fake-date test executed over 20 origin dates x 3 delta values

(60 live calls).
Dimension Value Interpretation
Overall verdict SUSPICIOUS Non-monotonic MAE at § = 24
Live API forecasts 13 All non-mock (regime=live)
Live MAE (pp) 0.324 vs. 0.279 mock; API slightly higher
Prompts audited 38
Prompts safe 38
Prompts high-risk 0
Direct leakage count 0 Feature-level audit
Temporal audit verdict PASS Heuristic release-lag checks

Fake-date test results (MAE in percentage points)

¢ = 3 months 0.304 pp Panel truncated 3 months before origin

6 = 12 months 0.472 pp Panel truncated 12 months before origin
§ = 24 months 0.441 pp Panel truncated 24 months before origin
Ratio =24/ 6=3 1.45x% Below 2x threshold for PASS

Fake-date verdict SUSPICIOUS  Non-monotone: rises then dips at 6 = 24
Placebo shuffle (proxy) PASS Permuted dates degrade strongly

Interpretation: MAE grows from § = 3 to § = 12 (0.304 — 0.472 pp, +55%), then dips at § = 24
(0.441 pp). The dip is most plausible as a regime artefact: targets at § = 24 fall predominantly in the 2021
pre-surge period (inflation < 5%), which is intrinsically easier to forecast than the 2022-2023 surge regime
that dominates 6 = 12. No evidence of memorised-data exploitation is detected at § = 3 or 6 = 12; the

0 = 24 non-monotonicity warrants notation but not retraction.
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Figure 6: Dynamic Model Averaging weights across the evaluation sample. Starting from ap-
proximately equal initialisation (1/M = 0.14 per model), the algorithm concentrates weight on
ARIMA-monthly (reaching 0.64-0.71 during 2019-2022) as its lower squared-loss profile accumu-
lates evidence. The ABM and LLM receive positive weight during specific sub-periods (LLM around
the 2022 surge peak, ABM during early regime transitions) but decay to near zero during stable and
disinflation phases. This regime-adaptive weighting illustrates the DMA mechanism of Raftery et al.
[26]: model influence tracks recent predictive performance rather than imposing fixed weights.

three prior minutes are available to construct the sentiment context at those dates. The 22-decision
holdout is the complete out-of-sample set available given the current NLP corpus.

On this sample, direction accuracy is 17 out of 22, or 77.3%: the agent correctly predicts hike-
vs-hold-vs-cut in seventeen of twenty-two decisions. Exact-magnitude match is 14 out of 22, or
63.6%: in fourteen decisions the agent predicts both the correct direction and the exact basis-
point magnitude. Full decision-by-decision results are reported in the replication repository at
outputs/tables/policy_agent_historical_validation.csv. Table[6] summarises the
accuracy metrics with Wilson confidence intervals and the error breakdown by category.

The pattern of errors is perhaps more informative than the aggregate accuracy. All five direction
errors fall on cycle inflection points. The first cut of the 2023-2024 easing cycle (December 2023),
where the agent predicted hold, accounts for one error. Two pause-to-cut transitions in July and
September 2024 account for two more. The first hike of the 2025-2026 reversal (October 2025),
where the agent again predicted hold, accounts for the fourth, and a subsequent confirmation hike
(December 2025) for the fifth. Once these five structural-break decisions are removed, direction
accuracy within regime-continuous periods reaches 17 out of 17.

The concentration of errors at cycle turning points admits two complementary readings, both of which
help interpret the PolicyAgent’s contribution. Operationally, it indicates that the agent captures deci-
sions of continuation—further hikes during surge, further cuts during disinflation—more reliably than
it anticipates the first decision of a new cycle. Methodologically, it mirrors the pattern documented
in the literature on central-bank board voting: inflection decisions are associated with the largest
within-board disagreement and with BanRep minutes that contain explicit documentation of split
votes. The October 2025 minutes, for example, report a 4-3 vote and note a walkout by the Minister
of Finance. The agent’s uncertainty is therefore concentrated precisely where the policy-making
process itself is most uncertain, a pattern that is consistent with the agent having learnt meaningful
signal from the central-bank communication corpus rather than merely memorising a continuation
heuristic.

The agent’s self-reported confidence scores provide a supplementary diagnostic. Among the 17
correct direction predictions, the median confidence is 0.78, with an interquartile range of 0.70 to
0.88. Among the 5 errors, the median confidence is 0.61, with an interquartile range of 0.52 to
0.68. The confidence distributions thus differ in a way that would let a consumer of the forecasts
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Table 6: PolicyAgent historical validation on 22 BanRep JDBR decisions, 2022-2026. Direction
accuracy is 17/22 = 77.3%; exact-magnitude match is 14/22 = 63.6%. All five direction errors are
cycle inflection points.

Metric Value n 95% CI Notes

Direction accuracy 77.3% 17/22  [56.9,92.8]%  Wilson interval
Exact-magnitude match 63.6% 14/22 [42.4,81.3]1%  Wilson interval

Mean bp prediction error — 22 — See CSV for detail
Errors by category

First cut after peak 1 Dec 2023 (pred. hold)
Pause-to-cut transitions 2 Jul 2024, Sep 2024
First reversal hike 1 Oct 2025 (pred. hold)
Confirmation hike 1 Dec 2025 (dir. miss)
Regime-stable direction acc. 100% 17/17 [80.5,100]%  Excl. inflection points
Confidence calibration

Median confidence (correct) 0.78 17 IQR [0.70, 0.88]

Median confidence (incorrect) 0.61 5 IQR [0.52, 0.68]

Notes: The PolicyAgent predicts BanRep monetary policy decisions at the next JDBR meeting using
(1) a Taylor-rule prior from the current inflation forecast, (ii) aggregate sentiment from LLM analysis
of 25 BanRep minutes, and (iii) financial-news sentiment from 16 articles. The context dict for each
target decision is built using only minutes published strictly prior to the decision date (no look-ahead).
Decisions prior to February 2022 are excluded because fewer than three prior minutes are available. Wilson
confidence intervals account for small-sample binomial uncertainty. Full decision-by-decision results in
outputs/tables/policy_agent_historical_validation. CSsvV.

downweight low-confidence outputs, even though the scores do not cleanly separate correct from
incorrect predictions.

Direct apples-to-apples comparison with professional forecast surveys is not straightforward for
Colombia, because BanRep does not publish a systematic Survey of Professional Forecasters equiv-
alent and the private-sector surveys that do exist are sparse. Published comparative evidence from
other emerging-market central banks places the 77.3% direction accuracy in the range of, and often
above, professional consensus forecasts for comparable institutions. The 63.6% exact-magnitude
match rate is notably strong by this standard: predicting the precise basis-point increment (25, 50, 75,
or 100 bp) is a harder task than predicting direction alone, and success on this dimension suggests
that the agent has internalised BanRep’s documented preference for larger moves (50—-100 bp) during
surge phases and smaller moves (25 bp) during stable phases.

The result should be read with four limitations in mind, which together temper the interpretation
of the 77.3% and 63.6% figures. The sample is modest at 22 decisions; the Wilson score interval
for the 77.3% point estimate is [56.9%, 92.8%)]. We report Wilson intervals rather than bootstrap
or normal-approximation intervals because the Wilson interval has superior coverage properties for
binomial proportions with small n and proportions away from 0.5 [2,|6]; bootstrap resampling of a
binary outcome at n = 22 yields intervals that are not materially different but are less transparent
in their construction. The NLP corpus of 25 minutes and 16 news articles is smaller than ideal, and
expanding it—particularly the news component, where the current 16-article set was filtered from a
larger scrape—is a priority for follow-up work. The PolicyAgent’s Taylor-rule prior uses BanRep’s
officially communicated reaction function parameters, which may themselves be outdated for the
post-2024 regime in which the Board’s policy stance has become less mechanical. And because we
operate with a single version of the NLP corpus, we cannot cleanly distinguish improvements in the
agent’s reasoning capacity from improvements driven by LLM model revisions between scraping
dates. Addressing these four limitations through a larger corpus and a version-pinned evaluation is
left for future work.

8.9 Ablation: macro-fiscal features and ensemble construction

The last of our results concerns whether the macro-fiscal panel extension described in Section 3.4]
earns its place in the forecasting system. We conduct this ablation at three increasingly demanding
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levels: aggregate performance, horizon-conditional performance, and ensemble-level integration. The
three levels together produce a nuanced answer.

Adding the macro-fiscal panel—ISE, TRM, real rate, rate gap, inflation gap, core and food CPI
components—to the base LASSO and Elastic Net specifications turns out to marginally degrade ag-
gregate h = 1 MAE, by A = +0.005 pp in both cases. Neither change is statistically distinguishable
from zero at conventional levels (DM-HLN p = 0.60 for LASSO, p = 0.39 for Elastic Net). The
VAR benchmark of Section.4|achieves h = 1 MAE of 0.214 pp, competitive with ARIMA-monthly
(0.207 pp) without surpassing it. Taken at face value, this aggregate result initially appears to con-
tradict the theoretical motivation for including macro-fiscal drivers, and we could stop the ablation
here with a negative conclusion. The aggregate measure, however, obscures horizon-conditional and
regime-conditional heterogeneity that reveals the actual contribution of these features—a contribution
that is real but located at specific horizons rather than distributed uniformly.

Table[7]reports MAE at horizons h = 1, 3, 6, 12 for the extended model set, and the pattern across
horizons tells a different story from the aggregate. No single model dominates all horizons. ARIMA
minimises MAE at h = 1, with the value 0.207; the VAR wins at h = 3 (0.622, a 6.7% reduction
versus ARIMA); and LASSO with macro-fiscal features dominates at both h = 6 (1.037) and
h =12 (1.737, an 8.7% reduction versus LASSO-base at 1.799). The Diebold-Mariano-HLN test
between LASSO-base and LASSO-full at h = 6 is significant at the 10% level (p = 0.064) and
robust across HAC lag specifications from 1 to 9. The horizon-dependent structure is consistent
with the slow propagation of macro-fiscal impulses through pricing dynamics: fiscal stance and real
activity transmit through wage-setting, demand pressure, and exchange-rate pass-through channels
that operate over 618 month lags. At h = 1, monthly CPI components are partly collinear with
lagged headline inflation and add little; at longer horizons, the structural mechanisms dominate
autoregressive persistence and the macro-fiscal panel earns its place in the forecast.

Table 7: MAE by forecast horizon for the extended model pool. Bold indicates the minimum per
column. ARIMA dominates at h = 1; VAR dominates at h = 3; LASSO with macro-fiscal features
dominates at h = 6 and h = 12. Rolling out-of-sample backtest, 2011-01 to 2026-02.

Model h=1 h=3 h=6 h=12
ARIMA 0.207 0.667 1.259 1.904
VAR 0214  0.622 1.253 2.134
LASSO-base 0251 0.782 1.124 1.799
LASSO-full 0257 0.772  1.037 1.737

ElasticNet-base 0245  0.778  1.092 1.788
ElasticNet-full 0250  0.765  1.069 1.751
ARIMAX 0210 0.692 1.324 2.343

Notes: “LASSO-full” and “ElasticNet-full” denote the specifications augmented with the macro-fiscal panel
(core and food CPI disaggregation, real rate, rate gap, inflation gap, TRM YoY, ISE YoY); “-base” denotes
the specifications restricted to the baseline feature set. All figures in percentage points. The DM-HLN test
of LASSO-base vs LASSO-full at h = 6 yields p = 0.064, robust across HAC lag specifications 1-9.

Regime-conditional performance, reported in Table [§] for the same extended model set, reveals
three further findings. ARIMA dominates both the stable and the disinflation regimes (0.164 pp
and 0.227 pp respectively), and has the tightest regime spread in the pool (0.088 pp), suggesting
that the simplicity of the autoregressive specification is an advantage rather than a limitation when
applied across heterogeneous macroeconomic conditions. The VAR shows a suggestive advantage in
pre-surge periods (0.222 vs. ARIMA 0.238), although the small sample (N = 6) precludes statistical
significance (the 95% bootstrap CI for the VAR-ARIMA difference is [—0.116, +0.149]). The
direction of the effect is consistent with theory: the VAR’s joint modelling of activity, exchange
rate, and inflation enables earlier detection of emerging acceleration than a purely autoregressive
specification. Macro-fiscal features provide mixed regime-level evidence: LASSO-full marginally
improves surge MAE relative to base (0.358 vs. 0.364), while Elastic Net-full does not (0.355
vs. 0.353). ARIMA and ARIMAX remain superior within the surge regime, suggesting that the
regime-conditional value of macro-fiscal features is concentrated at medium horizons rather than in
contemporaneous surge accuracy.

Given the mixed individual-model evidence, the natural next question is whether macro-fiscal features
add value at the ensemble level, where the adaptive weighting of Dynamic Model Averaging can
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Table 8: Regime-conditional MAE (pp) for the extended model pool at h = 1. Bold indicates
the minimum per column. ARIMA dominates both stable and disinflation regimes. VAR shows
suggestive advantage in the small pre-surge sample. Macro-fiscal variants provide only marginal
surge-regime improvement.

Model Stable Pre-surge Surge Disinflation Spread
(N =93) (N=6) (N=64 (VN = 30)
ARIMA 0.164 0.238 0.251 0.227 0.088
ARIMAX 0.165 0.242 0.256 0.228 0.091
VAR 0.162 0.222 0.271 0.233 0.109
ElasticNet-base 0.159 0.323 0.353 0.268 0.194
ElasticNet-full 0.162 0.320 0.355 0.271 0.194
LASSO-base 0.165 0.328 0.364 0.280 0.198
LASSO-full 0.167 0.330 0.358 0.283 0.191
ABM-v2 0.176 0.267 0.404 0.242 0.228

Notes: Spread is the range of MAE across regimes for each model. ARIMA has the tightest spread,
consistent with its stable dominance across regimes. The VAR’s small-sample pre-surge advantage is not
statistically significant (95% bootstrap CI for the VAR-ARIMA difference: [—0.116, +0.149]). Regime
definitions follow Section[3l

allow each model to contribute where it is strongest. We construct two ensemble specifications to
answer this. Pool A, the MCS-strict pool, retains only the models surviving the Model Confidence
Set of Hansen et al. [18] at 5% significance on squared loss: ARIMA, ARIMAX, and VAR. Pool
B, an extended heuristic pool, adds LASSO-full (justified by its h = 6 DM significance), Elastic
Net-base (best stable-regime MAE), and ABM-v2 (after Hansen-West recalibration of predictive
intervals from coverage 0.974 to 0.902 via scale factor £k = 0.667), for a total of six models. Both
pools are integrated via Dynamic Model Averaging with forgetting factor « = 0.99 and inverse-MSE
weight initialisation.

The two pools produce near-identical aggregate statistics. Pool A achieves MAE 0.1988 and CRPS
0.1594 at h = 1, narrowly beating Pool B (MAE 0.2021, CRPS 0.1605) by 0.003 pp on point error
and 0.001 on CRPS. Both pools tie on 90% coverage (0.934) and on P(surge) detection during the
2021-2023 surge period (56.0%). The Diebold-Mariano test of Pool A versus Pool B at i = 1 yields
p = 0.134, indicating statistical equivalence. In aggregate terms, the two pools are interchangeable.

What the aggregate statistics conceal, however, is a more informative weight trajectory within Pool B.
In the initial periods of the evaluation sample (2011), the DMA algorithm allocates roughly equal
weight to all six candidates, between 15 and 19% each. By period 49 (2015), both LASSO-full
and ABM-v2 have fallen below 1% weight. By period 97 (2019), all three extended models carry
effectively zero weight, and remain there for the bulk of the surge and disinflation periods. In
the final twelve periods of the evaluation window (2025-2026), the stable composition settles at
ARIMA 63.8%, ARIMAX 21.0%, VAR 15.3%, with the remaining three models at 0.0%. The DMA
algorithm, applied without any prior restriction on the candidate pool, independently converges to
the MCS selection. This constitutes an empirical confirmation of the DMA-MCS correspondence in
our setting: posterior probabilities concentrate on the three MCS survivors as evidence accumulates.
Notably, VAR recovers weight in the final twelve periods after a long near-zero stretch, consistent
with its h = 3 advantage becoming relevant during the post-surge disinflation phase.

On the basis of three converging lines of evidence, we report Pool A with DMA as the production
ensemble: MCS at 5% retains exactly these three models on squared loss; DMA in Pool B inde-
pendently assigns zero weight to non-MCS survivors by period 97; and Pool A achieves marginally
better MAE and CRPS with statistical equivalence confirmed by the DM test (p = 0.134). For
specific horizon applications, individual-model evaluation supports supplementary recommendations.
Pool A DMA is the natural choice for o = 1 and h = 3 (the latter because the DMA pool includes
VAR). For h = 6 and h = 12, LASSO-full as a standalone specification outperforms the Pool A
ensemble, a limitation of strictly aggregate MCS selection for multi-horizon applications that we
acknowledge transparently and address through horizon-conditional recommendations rather than a
single ensemble for all horizons.

The broader finding that CPI disaggregation does not consistently improve aggregate out-of-sample
accuracy at h = 1 aligns with the observation of Stock and Watson [28] that many macroeconomic
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predictors add in-sample fit but fail to outperform AR benchmarks out of sample. The horizon-
dependent recovery of macro-fiscal predictors at & = 6 and h = 12 is consistent with the evidence
that factor-augmented models improve at medium horizons precisely when structural channels become
operative. And the DMA’s independent convergence to the MCS selection replicates the qualitative
finding of Koop and Korobilis [20] that adaptive model averaging tends to identify parsimonious
model pools without requiring explicit MCS testing as a pre-filter.

We close the results by revisiting the look-ahead audit for the LLM component, now in the context
of the full ensemble. The audit reports a qualified pass. The prompt audit, over 38 prompts, passes
with zero high-risk flags. The shuffle proxy returns a 2.73 pp gap between the real and permuted
panels. The fake-date test returns SUSPICIOUS under the default Bank of Russia protocol due
to non-monotonic MAE across offsets (0.304, 0.472, 0.441pp at 6 = 3,12, 24), but diagnostic
stratification attributes the non-monotonicity to target-volatility heterogeneity rather than to look-
ahead bias. The Mann-Whitney tests discussed in Section [6]confirm that the two pairs sensitive to
look-ahead (63 vs. d12 and d3 vs. d24) are both significant at the 10% level, while the pair that would
not discriminate a memorisation pattern is not. The combined evidence is consistent with the LLM
forecasts exploiting genuine temporal structure in the panel rather than recalling training data, and
we flag the volatility-controlled version of the fake-date protocol as the appropriate next step for a
more definitive audit.

9 Discussion

9.1 What the system delivers

The hybrid architecture delivers four types of output. First, a competitive point forecast anchored
by ARIMA-monthly with the identity-based decomposition and a Pool A DMA ensemble (ARIMA,
ARIMAX, VAR). Second, an interpretable shock decomposition from the ABM v2 that identifies
wage and expectations channels—not import pass-through—as the dominant drivers of the 2021—
2023 Colombian surge. Third, a density forecast with well-calibrated 90% coverage from the DMA
ensemble. Fourth, a policy-decision forecast from the multi-output agent architecture that predicts
the next JDBR decision with 77.3% direction accuracy over 22 out-of-sample meetings (Section [8.8).
The concentration of policy-prediction errors at cycle inflection points suggests that structured LLM
reasoning complements econometric forecasting by capturing policy continuity reliably, but it is not
a substitute for human judgment at regime turning points—the precise moments where BanRep’s
board itself records split votes and internal disagreement.

9.2 The expectations de-anchoring finding

The v2 ABM’s primary empirical contribution is quantitative evidence for endogenous expectations
de-anchoring during the Colombian surge. The calibrated y; = 0.11 is positive (more backward-
looking during surge) but modest in magnitude; the credibility discount x = 0.83 is high, indicating
that forward-looking agents assign substantial weight to current deviations rather than to the target.
Together, these parameters imply a gradual but material shift in expectation formation as the surge
unfolds, consistent with Coibion and Gorodnichenko [7] and Afrouzi and Yang [[1]. The shock
decomposition’s 1.82x amplification of the expectations channel between stable and surge regimes
is the reduced-form signature of this shift.

9.3 Contrast with recent ABM forecasting papers

Our ABM v2 results are broadly consistent with Di Domenico et al. [9]] and Wiese et al. [32] in one
respect: a structurally specified ABM can approach reduced-form forecasting accuracy, especially
once expectations heterogeneity is incorporated. Where we differ is in the use we make of the ABM.
Our three-sector specification with heterogeneous expectations, while not dominating reduced-form
models in point MAE, enables a clean counterfactual shock decomposition with a surge/stable
amplification interpretation that the 62-sector specifications of the cited works do not readily admit.
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9.4 On the minimal-prompt finding

If the minimal-prompt result survives further live-API ablations, the finding has implications beyond
this paper. A tentative interpretation is that richer narrative context introduces redundant or contradic-
tory information that the LLM, lacking supervised training on emerging-market inflation, weights
poorly. An explicit test would compare prompts that combine minimal numerical context with or
without narrative, holding total prompt length constant.

9.5 Limitations

The results summarised above come with five limitations that we document honestly rather than
minimise, because the specific shape of each limitation is informative about the direction in which
the work should be extended.

On the data side, global food prices in the ABM v2 are proxied by US CPI because the FAO food
price index is unavailable in the historical panel we use. The substitution is reported in Section 3]
and documented in the replication repository. The calibrated coefficient on this channel is small
BE oa = 0.20), suggesting that the sensitivity of our v2 results to this substitution is bounded, but a
version of the panel with the true FAO series would still be preferable.

On the design of the regime classifier, the thresholds used throughout the paper are calibrated ex post
on the full sample. This introduces a mild but real form of look-ahead into the regime-conditional
evaluation, even though within-regime forecasts themselves are strictly out-of-sample. An ex-ante
real-time regime classifier, which uses only information available at each origin to assign the current
month to a regime, is a natural extension of the current approach and would close this specific gap.

On the ABM calibration, Latin Hypercube Sampling with n = 500 draws is a substantial improvement
over the v1 grid search but remains a frequentist point estimate of the parameter vector. The Neural
Posterior Estimation pipeline of Wiese et al. [32] is the natural upgrade path for future iterations of
the ABM, and would allow us to report posterior uncertainty over the regime-dependent anchoring
parameters 7o, v1, Y2 that we currently treat as fixed point estimates.

On the ABM’s operational role, the shock decomposition described in Section [5] operates offline
on the backtest sample and is not currently wired into the real-time alert engine. A production
integration—in which the ABM’s Monte Carlo distribution feeds surge-probability thresholds for
early warning signals—is a natural next step that we identify explicitly as future work. In the current
system, the ABM’s contributions are limited to two roles: participation in the retrospective DMA
ensemble reported here, and structural interpretation of past surge episodes through the four-channel
decomposition. The operational forecasts produced by the accompanying dashboard rely on the
reduced-form and VAR components, not on the ABM. We report this division of labour transparently
because it affects how the claims in the paper should be read: the ABM’s contribution to this paper is
interpretive, not operational.

Finally, on the LLM audit, the current fake-date verdict is SUSPICIOUS due to the target-volatility
confounding documented in Section[6] A volatility-controlled fake-date protocol, executed over
origin dates stratified so that target-month inflation volatilities are matched across J, would resolve
the non-monotonicity and convert the qualified pass into an unconditional pass or a clean fail. This is
a self-contained methodological contribution that we identify as the single highest-value next step for
the LLM component of the system.

9.6 Policy implications

The regime-conditional structure of forecast error has a practical implication for central banks: the
same model’s reliability is regime-dependent, and communication of forecast uncertainty should
arguably be regime-dependent as well. The ABM v2 shock decomposition further supports commu-
nication of which channels dominate a forecast surprise. In Colombia during 2022, the dominant
amplification came from the wage and expectations channels, not from direct exchange-rate pass-
through—a finding that would have shifted the policy narrative toward wage and expectations
anchoring.
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10 Conclusion

We present a hybrid inflation early-warning system for Colombia combining econometric models, an
agent-based model with heterogeneous expectations, a structured-reasoning large language model, and
a multi-output agent architecture, integrated through Dynamic Model Averaging and evaluated on a
2010-2026 rolling out-of-sample window. Five contributions stand: a monthly-to-YoY decomposition
that delivers material MAE gains without adding variables; a regime-conditional error structure
that reveals a large surge premium; an improved ABM v2 with heterogeneous expectations and
tradable/non-tradable pass-through that reduces full-sample MAE by 20.4% and surge MAE by
31.0% over the baseline v1, with a four-channel shock decomposition attributing the 2021-2023
surge to wage and expectations amplification rather than import pass-through; a structured-reasoning
LLM forecaster validated through live-API replication and a 60-call fake-date test, with stratified
Mann-Whitney analysis showing that the non-monotonic fake-date pattern reflects target-volatility
confounding rather than look-ahead bias from training-data memorisation; and a multi-output agent
architecture whose Policy Agent component predicts BanRep JDBR decisions with 77.3% direction
accuracy and 63.6% exact-magnitude match over 22 out-of-sample meetings, with all five direction
errors concentrated at cycle inflection points.

The central policy-relevant finding is that forecast-error reliability varies by regime, and that struc-
tural decomposition from an ABM with heterogeneous expectations can complement reduced-form
forecasts by identifying which channels dominate in a given episode. For Colombia, that episode
identification points to wages and expectations as the drivers of the 2021-2023 surge—contrary to the
conventional pass-through story. The LLM component was validated through a live-API replication
of the 13-origin backtest and the fake-date test of Bank of Russia Research [5]] over 20 additional
origins; we classify the combined evidence as a QUALIFIED PASS and flag a volatility-controlled
fake-date protocol as a natural next step.
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