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Abstract

This manuscript argues that information should no longer be treated merely as one factor among
others, but as ametafactor that increasingly reorganizes labor, capital, institutions, and growth. The
central claim is that contemporary economies are entering a transition period in which the cost of
generating signals, models, texts, and decisions falls much faster than the cost of verifying them.
As a result, the decisive constraint gradually shifts from production to selection, validation, and
institutional recognition. To formalize this shift, the book introduces the concept of the verification
bottleneck, κ, understood not as a sector-specific obstacle but as a general structural limit on the
conversion of available information into economically effective knowledge, I∗. On this basis, the
manuscript reinterprets major traditions of economic thought as partial descriptions of one broader
informational process and develops implications for labor displacement, the changing nature of
capital, platform power, growth regimes, and the political economy of verification. The argument
is supported by a formal appendix and an empirical appendix combining cross-country evidence,
platform-era labor-share dynamics, and new indicators related to verification capacity. The broader
conclusion is that the main conflict of the transition period no longer concerns only ownership of
capital or control of labor, but increasingly the control of infrastructures and procedures through
which signals acquire the status of legitimate knowledge.

Keywords: information; metafactor; verification bottleneck; artificial intelligence; growth theory;
political economy; platforms; intangible capital

JEL Codes: D83, D24, O33, O47, P16, B41
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Author’s Preface

This book was written by someone who, by every formal measure, should not have been able to
write it.

Not in the sense that I lacked interest, material, or the long internal labor it required. In another
sense: by the time it was finally written down, I had almost nothing from which a theoretical text
is normally assembled — no academic position, no research environment, no proper infrastructure,
no time protected from the pressure of everyday life.

My name is Aleksei Voloshchuk. I was trained in international economics; in 2013 I defended
a dissertation in political science at Chernivtsi National University. What followed was a long and
thoroughly ordinary professional life: fifteen years of teaching, then work as a project manager
in the sphere of EU cross-border cooperation. After that, war entered my biography. Following
Russia’s full-scale invasion of Ukraine in 2022, I foundmyself in Germany—without the language,
without a job, without an academic position, for nearly two years thrown out of the environment
in which ideas normally take form. What remained was what mattered most: a line of thought that
would not go away and would not let me rest.

The ideas in this book are old. Some of them are more than twenty years old, and if I were to
locate the moment when one of its central intuitions first acquired a distinct shape, it would be tied,
for me, to a very specific scene: around five in the morning, in the kitchen, during an all-night card
game with my brother.

Earlier that day I had gone to my first academic supervisor — Ivan Komarnitsky, dean of the
economics department — with an entirely different topic: an attempt, audaciously student-like, to
justify a policy of selective protectionism by drawing precisely on the arguments of Ricardian free-
trade theory. He listened and said, briefly: no. Find another topic; protectionism is not relevant.

That night, already home, during that same card gamewithmy brother, the thought unexpectedly
veered in a completely different direction. I sat looking at two cups standing side by side and
wondered: do they hold information about each other? If not, what happens when they touch?
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Does information arise in the very fact of their interaction? And if so, for whom exactly — for
them, for me as the observer, or for both at once?

It was from this question that the definition of information grewwhich, in a reworked and refined
form, lies at the foundation of this book. At the time it was not yet a theory or a research program,
but rather a moment when the habitual course of thought suddenly opened up and behind particular
economic subjects a more general layer began to show through.

But the path from intuition to theory proved long. Later, first as an assistant professor, then for
many more years as a lecturer, I sat every day facing a portrait of Joseph Alois Schumpeter that
hung in our department. He had once worked at our university himself, and so his presence felt
not like a museum piece but almost like a silent reminder that economic thought, too, is obliged to
risk new combinations, just as entrepreneurs risk them in practice. In that shadow I told students
things that did not fit the textbook: that information is not simply a factor of production; that Hayek
and Marx may have been describing the same phenomenon from different sides; that the “Solow
residual” is not a measure of ignorance but the trace of something that long had no name of its own.
These ideas lived in lectures, in conversations after class, in notes scribbled in the margins, in the
growing sense that the familiar language of economics was ceasing to match what was actually
happening.

But there is a vast distance between the inner coherence of a thought and a durable text. To cross
it, intuition, reading, and argument are not enough. One needs a tool capable of holding a long
structure together, testing formulations quickly, rebuilding passages without losing the whole, and
preserving the tempo of thinking when thought must pass into writing. That was the tool I lacked
for a very long time.

The paper by Catalini, Hui, and Wu (2026)1 played a decisive role at the final stage. Their
concept of a biologically bounded cost of verification (cH)— a formalization of the tension between
exponentially falling automation costs and persistently binding constraints of human verification
— gave a far sharper expression to a problem I had been approaching for years in broader and more
diffuse terms. But no less significant was something else: the authors explicitly stated that the
paper itself had been written with the assistance of large language models. This made visible, in
practice, that a serious economic analysis of verification constraints could itself be produced with
the help of AI — and became the decisive impulse for my own experiment.

The first theoretical draft of the book was assembled in roughly two and a half days with the help
of artificial intelligence systems — Claude and ChatGPT. One additional day in Codex went into
assembling a rough empirical draft. But that was only the beginning. What followed was a much

1Catalini, C., Hui, X. and Wu, J. Some Simple Economics of AGI. arXiv:2602.20946v2, 2026.
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longer phase of literary, structural, and conceptual revision— and that work is still ongoing as these
lines are written. In that sense, the making of the book ended up confirming one of its own central
claims: text generation may become dramatically cheaper, while verification, selection, refinement,
and intellectual integration remain far slower and more costly.

I do not want, however, to attribute to these systems what does not belong to them. They did
not generate the central ideas of the book, nor did they replace the work of thinking. But they
gave me something I had never had before: an environment in which a thought no longer cooled
down before it had time to become a paragraph. I could formulate a thesis, immediately see its
weak point, rebuild a transition, test the load-bearing structure of the argument, go back, and move
forward again — not after months of interruption, but within one continuous intellectual motion.

If I had to find an image for that experience, it would be this: I did not receive a finished
book; I suddenly received the fire I had been missing. Not the content, but the means of turning
accumulated energy into visible form. The world remained the same, the ideas remained the same,
but the speed with which they moved from an inner state into text changed radically. In that sense,
artificial intelligence was not an author for me. It was the instrument I had needed for many years,
without even being able to imagine its practical existence.2

That is why the way this book was written is not, for me, an external biographical detail but part
of its substance. The instrument that made the book possible turned out to be a direct confirmation
of one of its central ideas.

In the book that idea receives a strict form through the concept of the verification bottleneck κ:
the barrier separating a raw signal from reliable, verified, applicable knowledge. When that barrier
is high, a thought may exist for years and still fail to become a text, a theory, or a technology. When
it falls, accumulated knowledge finally has a chance to pass into an effective form.

That is exactly what happened in my own case. The ideas had been there for a long time;
what was missing was throughput between the thought and its articulation. AI sharply reduced
that cost, but it did not eliminate scarcity altogether. The bottleneck remained where it could not
take over: in distinguishing what matters from what does not, in internally testing the logic, in
taking responsibility for the structure of the argument and for every strong claim. In other words,

2I am fully aware that for some readers the very mode of working with AI will appear not as a legitimate tool, but
as a violation of the norm of intellectual labor. I understand that reaction: in the classical image of thinking, the value
of a result is inseparable from the form of inner effort, slow gestation, and an individual’s passage through every stage
of the work. My own position is different: in the end, what matters most to me is not the ritual purity of the method,
but the ability to approach a true result, or at least one with strong explanatory force. In this sense, AI is understood
here not as a substitute for the author, but as a tool, with human responsibility preserved for selection, the structure of
the argument, and the meaning of the whole.
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generation accelerated dramatically, while selection, direction, and verification remained scarce.
That is precisely what this book argues in a more general form.

So one final word — on honesty and rigor.

I could have said nothing about the fact that the first draft was assembled in roughly two and
a half days, and I could have kept AI out of the Preface. But that would have been dishonest. The
mode in which this text came into being already belongs to its subject matter. If the book reflects
on how the production of knowledge is changing, I have no right to conceal the regime in which
this knowledge was itself produced.

But the reverse follows as well. A text created with the participation of language models must be
especially demanding toward itself. Such systems can generate plausible-sounding constructions at
great speed, and for that very reason a simple acknowledgment of their participation is not enough.
The demand for honesty must become a demand for verification. That is why this text must be
subjected to the same verification lens it describes. Hence the inclusion of a mathematical appendix
with a formal model and an empirical appendix with primary evidence. They are there neither for
ornament nor to lend the book an external academic heaviness, but to ensure that its central claims
rest not only on the rhythm of sentences, but on a structure that can be checked.

For the same reason, all code, data, and instructions for reproducing the empirical part have been
placed in an open GitHub repository. This makes it possible to verify not only the conclusions, but
the very path by which they were reached.

If there is a personal nerve in this book, it is here. For too long I lived with the feeling that the
passage from thought to form was possible, but not, in practice, for me. Now that possibility has
arrived — and with it came not only the book itself, but a clarity about the epoch. In all likelihood,
millions of people today carry within them unfinished books, half-built theories, unrealized projects
that have lacked precisely this final passage from thought to form. This book is one such attempt.
And, I hope, not the last.
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Introduction

This work became necessary because, before our eyes, an era is ending in which the productive
force of the economy could still be described primarily through labor and capital.

For more than two centuries, economic theory — in its classical, neoclassical, Marxist, institu-
tional, and even in a large share of its contemporary versions — relied on one silent assumption:
however technologies, markets, states, and forms of property changed, production still rested on
relatively stable and recognizable factors. Labor creates, capital organizes and amplifies, resources
impose limits, and technology either raises the efficiency of their combination or gradually changes
the historical form of the process itself. Disputes concerned value, distribution, the role of the state,
the nature of crises, and the mechanisms of growth, but the grammar of productive force itself
remained remarkably stable for a long time.

Today that stability is ceasing to be self-evident. And the point is not only that digital technolo-
gies have penetrated almost every sphere of economic life, or that artificial intelligence, automation,
computational systems, and platform infrastructures are transforming employment, management,
and exchange. All of that matters, but by itself it still does not explain the scale of what is hap-
pening. More important is something else: in the contemporary economy a force is beginning to
emerge that is increasingly difficult to reduce to labor, capital, or even technology in its familiar
sense.

I call this force information — not in the narrow sense of a message, a body of data, or even
human knowledge, but in a more fundamental sense. Information here means the nonmaterial
result of the interaction of objects in space and time, registering difference, structure, constraint,
possibility, or order, and capable of participating in the further reproduction of systems. In this sense
information is not simply present in the economy alongside other elements; it underlies knowledge,
technologies, institutions, organizational forms, market signals, and procedures of coordination.

The central hypothesis of this book is that informationmust be understood not as onemore factor
of production, but as a metafactor. That is, as a force of a higher order, one that changes not only
the level of output, but the very status of the factors themselves. Labor is productive only insofar as
it is organized, trained, coordinated, and embedded in informational structures. Capital has never
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been merely a material stock: it has always been embodied technological, design, and institutional
information. Institutions can be understood as historically stabilized information about permissible
and durable forms of interaction. Markets, firms, and states turn out to be different regimes for the
generation, filtering, fixation, and application of information.

This is where the book’s main shift begins. If information really has such a status, then the
classical factors neither disappear at once nor lose their value immediately. They gradually come
under the pressure of a metafactor that at first strengthens them, then begins to replace particular
functions, later penetrates cognitive, organizational, and managerial zones, and in later phases turns
an ever larger share of their productive force into an internal result of its own processes. This
movement is uneven, asymmetrical, and historically unfolded.

It is precisely this step-by-step dynamic that I call the transition period. It cannot be described
either as simple technological progress or as just another wave of modernization. It is a phase in
which the old categories still continue to work, but are no longer sufficient; the old institutions
still distribute wealth, but explain its mechanisms of emergence less and less well; labor retains its
central social significance, but increasingly loses its status as the sole bearer of living productive
force; capital remains the main force of appropriation, but depends more and more on processes
of informational design, management, and reproduction that undermine its earlier autonomy. The
tension of the age arises from the mismatch between the new logic of production and the old logic
of distribution, property, and power.

Artificial intelligence makes this transition especially visible, but it is not its primary cause.
It matters because, for the first time in history, it allows the informational metafactor to appear as
a partially autonomous productive force: not only to transmit, store, and coordinate information, but
also to produce new operational possibilities, design solutions, reproduce procedures, and substitute
for increasingly complex human functions. That is why the question posed by the present age is
not whether AI will replace particular professions, and not how many percentage points of GDP it
will add in the coming years. The question is deeper: are we entering a historical phase in which
the classical production function itself ceases to be the final map of economic reality?

This book proceeds from the assumption that such a question can no longer be postponed. But
it does not claim to prophesy about the world on the far side of the transition. Its task is stricter:
to describe the mechanism. To show how information has always been present in the economy as
a hidden condition of production and growth; to explain why, precisely in the age of AI, it begins to
appear as an explicit metafactor; to trace how this changes the status of labor, capital, institutions,
and technology; and to propose a framework in which different schools of economic thought —
from classical political economy to endogenous growth theory, institutionalism, and evolutionary
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economics—can be read as partial descriptions of differentmanifestations of a single informational
process.

At the same time, this text itself belongs to the transition period it describes. It was written
by a human being together with artificial intelligence systems — not because that is easier, but
because in our age it is no longer fully honest to speak about the production of knowledge without
including in the analysis the new forms of its own organization. If the informational metafactor is
indeed beginning to reorganize the production, coordination, and reproduction of systems, it cannot
but affect the production of theory as well. That is why the mode of writing this text is not placed
outside its content: here, form itself becomes evidence of the historical moment.

The novelty of the approach does not lie in claiming that no one before has written about infor-
mation, knowledge, data, innovation, or AI as factors of development. Contemporary literature is
full of such observations. The novelty lies elsewhere: in the attempt to give information a broader
ontological definition; in the shift from the concept of a factor to that of a metafactor; in the inter-
pretation of the transition period as the historically uneven absorption of the classical factors by the
system’s growing informational density; and in the effort to connect through this framework the
problems of growth, institutional dynamics, distribution, property, and power.

In that sense, the framework proposed here does not arise in a vacuum. In Arthur, technolog-
ical development is understood as a combinatorial evolution in which the new is assembled from
already existing modules; in Hidalgo, growth is linked to the accumulation of distributed know-
how and the increasing complexity of productive structure; in Haskel and Westlake, contemporary
capitalism relies ever more heavily on intangible assets; in Brynjolfsson and McAfee, digital tech-
nologies radically lower the cost of generation and automate cognitive functions ever more deeply;
in Srnicek, platforms become infrastructures of data, coordination, and market access. This book
proceeds from the compatibility of these observations, but places the emphasis elsewhere: once
generation becomes cheaper, the main constraint is no longer the production of novelty itself, but
its selection, verification, and institutional stabilization.

So the subject here is not digitalization as such, nor futurological scenarios of a world after hu-
manity. The subject is the historical interval in which we live: when the old language of economics
still continues to describe reality, but no longer fully explains it; when new productive forces are
already emerging inside the system, while political economy still argues in categories formed for
another age; when the contradiction between how wealth is created and how it is appropriated and
distributed once again becomes the main question of theory.

We are entering an era in which labor and capital still determine who owns wealth, but no longer
determine where it comes from.
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THE HIDDEN HISTORY OF
INFORMATION

8



Chapter 1

Why theOldMapNoLongerMatches the Territory—
and What It Does Not Show

1.

The Introduction set out the thesis: the production function built around labor, capital, and technol-
ogy is ceasing to be the final map of economic reality. This chapter will show why — at the level
of concrete categories.

The problem is not that the old models have suddenly become useless. They can still be cali-
brated; they often retain statistical usefulness. The crisis runs deeper: the categories on which those
models are built reflect less and less adequately the nature of what they are supposed to describe.

This is already visible at the level of the basic factors. First, labor. When a programmer writes
code that is then reproduced in millions of copies without additional human participation, is that
labor in the classical sense? The marginal product of one hour of such labor has no stable mean-
ing: it depends on network effects, on distribution infrastructure, on the institutional conditions of
licensing. An hour of labor that created an algorithm governing the logistics of an entire continent
and an hour of labor that created an algorithm no one ever uses may look identical in formal terms;
economically, they belong to different worlds. To be sure, theory has long learned to distinguish la-
bor quality — through human capital, complementarities, and skill premia. But all of those remain
corrections to the original category, not a revision of its inner structure. The difference between
two algorithms lies not simply in the programmer’s qualification, but in the informational structure
of the product created and in the informational environment in which it exists. Classical theory can
still register that difference ex post; it becomes steadily less able to explain it ex ante, because such
an explanation requires a category that the theory lacks as an independent element.

9



Chapter 1. Why the Old Map No Longer Matches the Territory — and What It Does Not Show

Second, capital. Is a server farm capital in the same sense as a steam engine? Formally, yes: it is
a means of production, with value, depreciation, and productivity. But the content of that capital is
no longer metal or energy; it is a computational architecture, that is, structured information. More
than that, a substantial part of the value of modern capital is determined not by the object’s physical
properties, but by the design embedded in it. A machine costs what the information embodied
in it costs. Classical theory senses this, but does not know how to make it the object of strict
formalization.

Finally, technology. Solow described it as a “residual” — the part of growth not explained by
the accumulation of capital and labor. Romer showed that this residual can be endogenized through
the production of ideas. But what is an “idea” in any strict sense? It is neither a material object
nor a service. It is an informational structure capable of altering the productivity of other factors.
When economists say “idea,” they are in fact using a substitute word for a concept they were not
yet prepared to define.

2.

But the issue is not only that each category has, on its own, become less transparent. The problem
becomes even sharper where the boundaries between those categories used to run.

In the classical architecture, labor, capital, and land are distinguishable entities. A worker is
not a machine. A machine is not a mineral deposit. Each factor can be identified, measured, and
valued separately. The production function works precisely because its inputs can be separated.

What happens, however, when a trained neural network governs a production process? Is it
labor? No: the decisions are made by an algorithm, not by a human being. Is it capital? Formally,
yes: someone paid for themodel to be trained. But the “wear” of such capital does not obey ordinary
depreciation. A model does not rust; it becomes obsolete— and it becomes obsolete not physically,
but informationally, when a better model appears. Is it technology? Partly, yes. But technology in
Solow’s sense raises the productivity of other factors, whereas a neural network may substitute for
labor and at the same time be capital.

It is here that one sees the blurring of boundaries is not accidental. In all three factors, the
share of the same underlying content is growing: structured, encoded, applied information. Labor
becomes valuable to the extent that it carries unique knowledge. Capital derives its value to the
extent that it embodies a design. Technology is codified information. When the informational
component begins to dominate all factors at once, the old distinction among factors loses its former

10



analytical force — not because it was originally false, but because it described a world in which
that component remained secondary.

This is no longer a local difficulty of one model. It is a systemic crisis of the categorical appa-
ratus.

3.

The usual diagnosis attributes these difficulties to the digital revolution. There is truth in that
diagnosis, but it is not enough.

The term “digital economy” describes the technological shell, but it does not reach the ontology.
It records the outward signs of change: computers, the internet, data, and platforms appeared, and
the economy changed. That is true. But it is true in the same sense as saying that steam engines
appeared and the economy changed. The steam engine was the most visible sign of the industrial
revolution, but it did not exhaust its content. Behind it stood a transformation in the very principle
of production: the shift from hand labor to machine labor, from manufacture to factory, from local
markets to national ones. The visible artifact mattered, but what was decisive was not the machine
itself; it was the reorganization of the entire system of factors.

The same is happening now. Artificial intelligence, algorithmic governance, and automation
are not the primary cause of the shift, but its clearest manifestation. Behind them stands a more
fundamental process: a change in the very structure of what creates value and organizes production.
To call this process “digitalization” is to describe the form without reaching the content.

In that sense, the digital age does not create the problem anew; it radicalizes a deeper tendency.
In Arthur, technology develops as a recursive combination of already existing solutions; in Bryn-
jolfsson and McAfee, the digital break is described as the moment when the generation and repro-
duction of cognitively significant operations become dramatically cheaper.1 But if their optics help
us understand how the production of the new accelerates, they do not yet answer another question:
how does the system distinguish workable combinations from noisy ones, and what is the limit of
its ability to verify its own outputs?

To see the content behind the form, it is enough to ask a single question: what unites all of the
symptoms described above? The blurring of boundaries between factors, the instability of marginal
product, value determined not by an object’s physical properties but by the design embedded within
it, a “residual” that explains more than everything else put together — what stands behind all this?

1See Arthur, The Nature of Technology; Brynjolfsson and McAfee, The Second Machine Age.

11



Chapter 1. Why the Old Map No Longer Matches the Territory — and What It Does Not Show

The answer is the same in every case. In all of them we encounter a phenomenon that different
branches of economic theory call by different names. Where growth theory says “technology,” the
theory of the firm says “organization,” institutionalists say “rules of the game,” and evolutionary
economics says “routines,” they are speaking about one and the same hidden factor. It has always
been present in the economy, but it was never isolated as an independent category. Today it has
become so dominant that it can no longer be ignored.

That factor is information.

4.

But to call information the hidden factor is not yet enough. At that point it is still only a direction
of thought, not a theory. For it to become a theory, at least three conditions have to be met.

First, we have to define what information is — strictly, not by way of everyday synonyms. This
is not a trivial task: the existing definitions — Shannon’s, semantic definitions, physicalist ones —
each grasp part of the phenomenon, but none captures the whole.

Second, we must show that information is not simply one more factor to be mechanically added
to the list. If it merely extends the series “labor, capital, land, technology, information,” then the
problem is not solved; it is only postponed. The list becomes longer, but the architecture remains
the same — and the same difficulties reappear at the next level.

Third, we must explain why information possesses properties the other factors do not, and why
it is precisely those properties that make it economically unique.

That is why the next question becomes unavoidable. What is information? Not data. Not
knowledge. Not technology. Something more fundamental — that from which all of them are
composed.

12



Chapter 2

What Information Is: From Signal to Ontology

1.

What is information?

The question seems trivial — until one tries to answer it rigorously. In ordinary language, infor-
mation is a message, data, news, knowledge. Economists say “informational economy” as though
everyone understands what is meant. But if one asks three economists what exactly they mean by
information, the answers will differ — and none will be sufficient.

The problem is not the absence of definitions. There are too many of them — and they are
incompatible.

2.

In Claude Shannon’s theory, information is a measure of resolved uncertainty within a system of
messages. This definition is mathematically impeccable and extraordinarily productive: telecom-
munications, coding theory, and cryptography are built upon it. But for economics it is insufficient
for two reasons. First, Shannon deliberately excluded the content of messages from his theory. He
was interested in how many bits must be transmitted, not in what those bits mean. For a commu-
nications engineer, this is the right abstraction. For an economist it is not, because the economic
value of information is determined by content: one ten-bit message can crash a market; another
may be worth nothing. The second reason: Shannonian information exists only within the context
of a predefined ensemble of messages. But economic reality constantly generates messages that be-
longed to no predefined ensemble— inventions, discoveries, unforeseen crises. Shannon describes
the transmission of a signal whose structure is known. Economics deals with the emergence of the
fundamentally new.

13



Chapter 2. What Information Is: From Signal to Ontology

Luciano Floridi proposed a semantic definition: information is structured, meaningful, true data.
This introduces the content that Shannon lacked. But it introduces too much. The requirement of
meaningfulness excludes vast arrays of data that are not yet meaningful but are already productive:
the datasets on which neural networks are trained are not “meaningful” in any human sense, yet
they generate economically powerful models. The requirement of truth excludes false informa-
tion, which nonetheless influences decisions and markets — sometimes more powerfully than true
information. An economist needs a definition that encompasses raw data, erroneous signals, and
not-yet-interpreted patterns alike — because all of them participate in economic processes.

John Archibald Wheeler proclaimed the principle “it from bit” — physical reality is, at bottom,
informational. This points to the ontological fundamentality of information, but for economic anal-
ysis it is too general. If everything is information, the word loses its discriminating power. What
is needed is a definition that makes it possible to distinguish an informational process from a non-
informational one — or, more precisely, to show under what conditions any interaction gives rise
to economically relevant information.

3.

For the purposes of this work, a definition is needed that satisfies several conditions simultaneously.
It must be fundamental enough to encompass all forms of information — from a physical signal to
scientific knowledge, from a market price to a neural-network model. It must be concrete enough
to yield economic properties. And it must explain two things that at first glance appear to contradict
each other: why information is potentially unlimited — and why it is never free.

Hence the working definition.

Information is the immaterial result of the interaction of objects in space and time, record-
ing a difference, structure, constraint, possibility, or order and capable of participating in the
further reproduction of systems.

Every word in this definition carries weight. The following sections of this chapter are devoted
to unfolding each element and showing what economic properties follow from it.

4.

Immaterial result. Information is not a thing. It has no mass, no volume, no spatial localization
in the same sense as physical objects. A book is paper and ink; information is what the book
carries. A server is metal, silicon, and energy; information is what the server stores and processes.
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The distinction is critical: the carrier is material and subject to the laws of physics; the content is
immaterial and subject to different regularities. The carrier deteriorates; the content does not. The
carrier is local; the content can be reproduced.

But — and this is the key qualification — the immateriality of information does not mean in-
dependence from matter. Information always exists on a carrier, through a carrier, by means of
a material process. It does not exist in a void. It can merely be transferred from one carrier to
another without loss of content. This transferability creates the illusion of disembodiment — but a
productive illusion, because it points to a real property: information is separable from any particular
material substrate, although not from materiality as such.

For economics, this distinction has a direct consequence: information can be transmitted with-
out loss at the source. When a teacher explains a theorem to a student, the teacher does not lose
knowledge of the theorem. When a company licenses a technology, the original does not disappear.
This property — nonrivalry— is well known in the economic literature thanks to Romer. But here
it is not postulated; it is derived: nonrivalry follows from immateriality, and immateriality follows
from the very nature of information as the result of an interaction, not as a thing.

5.

The result of interaction. Information does not exist in isolation. It arises if and only if one ob-
ject enters into a relation with another — physical, chemical, biological, social, symbolic. Light
reflected from a surface carries information about that surface — but only at the moment of reflec-
tion, that is, of interaction. A market price carries information about the relation of supply and
demand — but only as the result of the interaction of buyers and sellers. A scientific fact carries
information about nature — but only as the result of the interaction of a researcher with the object
of inquiry through instrument, method, and theoretical framework.

From this follows a fundamental property: information is relational. It is not an attribute of an
object, but a property of the relation between objects. One and the same object generates different
information depending on what it interacts with and how. A piece of rock, for a geologist, is
information about the age and composition of a stratum. For a builder, it is information about the
strength of a material. For an artist, it is information about color and texture. The object is one.
The information is different. Because the interactions are different.

Relationality has a consequence that deserves separate emphasis: the observer is a co-
participant in information, not its passive receiver. This is not a metaphysical declaration but a
working proposition for economic analysis. An economic agent — whether a person, a firm, an
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algorithm, or an institution — always interacts with reality through a particular set of instruments:
cognitive, technological, institutional. That set determines what information the agent is capable
of extracting from a given interaction. The geologist sees in the rock what the builder does not —
not because the rock is different, but because the systems of observation differ.

It follows that the quantity of economically accessible information is not a fixed magnitude
determined by “reality,” but a variable that depends on the power of the observers in the system.
One and the same physical environment contains different volumes of economically productive
information for different observers. This explains why some economies extract incomparably more
value from the same resources than others — and why the difference cannot be reduced to the
quantity of capital or labor.

Hayek grasped this intuitively when he spoke of dispersed knowledge: each market participant
possesses unique local information, and no central planner is capable of assembling it. Simon
supplemented this from another direction: the observer is limited not only by access to data, but by
cognitive architecture — bounded rationality. The definition proposed here unites both intuitions
in a single principle: information is relational, and therefore its volume and quality always depend
on the structure of the observer.

6.

In space and time. Information is not abstract — it always has spatial and temporal coordinates.
This is not a metaphysical assertion but a practical one: the same information has different value
at different points in space and at different moments in time. A weather forecast for tomorrow is
valuable today and useless the day after. Knowledge of an oil deposit is valuable where extraction
infrastructure exists and nearly useless where it does not. Amarket signal is valuable at the moment
of decision and loses its value instants later.

But the temporal dimension runs deeper than the mere observation that information “becomes
outdated.” Information is irreversible. What has been learned cannot be unlearned. A discovery
cannot be closed back up. A technology, once invented, may be forgotten — but the very fact of its
possibility cannot be undone. This links information to the arrow of time — and, as we shall see,
to the second law of thermodynamics.

Economically, the irreversibility of information means that informational shifts— technological
revolutions, financial crises understood as informational collapses, scientific breakthroughs — are
structurally irreversible. The system that follows them is a different system. One cannot “undo” the
sequencing of the genome. One cannot cancel the discovery of nuclear energy. One cannot “forget”
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an algorithm already distributed in millions of copies. Each informational shift irreversibly changes
the space of possible next steps — expanding it in some directions and closing it in others.

Moreover, information ages — but ages unevenly. A physical constant does not become out-
dated at all. An engineering standard becomes outdated slowly. A market forecast — instantly. A
fashion trend — in a season. Informational capital has no single depreciation rate, unlike physical
capital — and this creates an analytical complexity that classical theory does not yet know how to
handle. Different kinds of information have different “horizons of productive life,” and an econ-
omy based on information is subject to a multi-layered temporal dynamic that cannot be reduced
to a single depreciation coefficient.

7.

The definition given above has one more dimension without which it remains incomplete — the
thermodynamic dimension.

Information is not free; and this is not merely an economic observation but a physical law.

In 1961, Rolf Landauer showed that erasing a single bit of information inevitably releases energy
into the environment — at least kT ln 2, where k is Boltzmann’s constant and T is the temperature.
This means that any operation performed on information — recording, processing, verification,
transmission — has a thermodynamic cost. Not a metaphorical cost — a physical one.

For economics, this consequence is fundamental. It explains why information can be potentially
unlimited and yet never free. The space of possible informational states has no upper bound —
objects can interact in an infinite number of ways, and each interaction generates new descriptions
that themselves become objects of further interactions. But every act of recording, measuring, and
verifying those states requires energy. Every act of turning a signal into knowledge has a cost.

This duality — ontological unboundedness combined with thermodynamic non-freeness — is
the key to understanding information as an economic phenomenon. It explains why growth based
on information can be sustained and, in the limit, unbounded — because the source is not depleted.
And it simultaneously explains why that growth is not automatic — because access to the source
is always mediated by physical, technological, and institutional expenditures.

At the economic scale, this is especially vivid. Training a single large language model consumes
on the order of tens of gigawatt-hours of electricity. The world’s data centers consume energy com-
parable to the energy consumption of medium-sized countries — and that consumption is growing
exponentially. This is not “overhead of the digital economy”; it is a direct manifestation of Lan-
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dauer’s principle at macroeconomic scale: every bit of processed information has an energetic price,
and when the volume of processed information grows, the bill grows with it.

The link between information and entropy runs deeper still. Boltzmann, Maxwell, and Shannon
— each from his own side — showed that information and entropy are connected as two sides of
a single process. A reduction of uncertainty in one part of a system (a growth of information) is
inevitably accompanied by a growth of entropy somewhere else in that system. This is the second
law of thermodynamics in its informational reading. Economically, it means that the production
of knowledge — organizing, ordering, uncertainty-reducing knowledge — always has costs, and
those costs cannot be eliminated by any technology. They can be reduced. But not to zero.

Here the foundation is laid for a concept that will become one of the central ideas of this work
— the verification bottleneck, which will be formally introduced in Chapter Nine. For now it is
enough to register that the thermodynamics of information is not an appendage to economic theory
but its physical foundation.

8.

From the definition follows one more property with direct economic consequences: information is
recursive.

The result of an interaction itself becomes an object that enters into new interactions and gen-
erates new information. A scientific discovery — the result of a researcher’s interaction with an
object — itself becomes an object: it is read, interpreted, tested, applied, challenged. Each of
these acts generates new information. A technology created on the basis of a discovery becomes
an instrument of new discoveries. Data collected by one method are processed by another method,
which is itself the product of processing earlier data.

This recursivity is not an accidental property. It follows from the definition itself: if information
is the result of interaction, and the result of interaction is an object capable of entering into new
interactions, then information is by its nature a self-reproducing structure. In this sense, the phrase
“standing on the shoulders of giants” is not merely a metaphor of scientific ethos. It is a descrip-
tion of a fundamental mechanism: each unit of verified knowledge expands the space of possible
subsequent discoveries.1

Economically, recursivity means that information is the only factor whose accumulation need
not be accompanied by diminishing returns. Physical capital wears out and requires replacement.

1A comparison with Arthur is apt here: for him, too, technological evolution is recursive and combinatorial in
character— new technologies arise as assemblies of already existing ones. See Arthur, W.B. The Nature of Technology:
What It Is and How It Evolves. Free Press, 2009.
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Labor tires and is biologically limited. Resources are depleted. Information, under certain condi-
tions, can exhibit the opposite dynamic: each subsequent unit of knowledge makes the production
of the next unit not harder, but easier. Methods, standards, verification infrastructures — all of
these lower the cost of the next step.

Of course, “under certain conditions” is a qualification that bears the full weight of the theory.
Recursivity is not automatic. It depends on the quality of measurement systems, on the power
of verification infrastructures, on the institutional conditions of access to knowledge, on energy
and computational resources. In other words, the recursivity of information is a potential, not a
guarantee. But it is a potential that no other factor of production possesses.

9.

To make this definition suitable for economic analysis, a distinction must be introduced without
which it will remain too general. Not all information is equally productive. Between the physical
signal and a functioning technology lies a chain of transformations, and each link in that chain adds
economic value — but also cost.

Before describing that chain, a terminological clarification is needed. The word “information”
is used in this work in two distinguishable senses. Information in the broad, ontological sense is
any result of the interaction of objects that records a difference or a structure; in this sense, even an
unprocessed sensor reading is already information. Information in the narrow, operational sense
is not merely meaningful data, but that part of the available informational mass which has passed
through interpretation, contextualization, and verification to a degree sufficient for action. It is this
part that we shall call effective information.

Data are recorded observations. A thermometer reading, a transaction record, a satellite image.
Data are the primary product of the observer’s interaction with an object. They are already infor-
mation in the ontological sense — the result of an interaction. But economically they are still raw
material: unstructured, unprocessed, often noisy.

Information in the narrow, operational sense is data that have passed through a system of encod-
ing, interpretation, and contextualization. Data become information when they are placed within
a model, a scheme, or a framework that makes it possible to extract meaning for decision-making.
But between a merely interpreted signal and a signal fit for action there lies one more step —
verification. Effective information is therefore not any interpreted information, but information
provisionally recognized as sufficiently reliable for coordination, decision, contract, technology,
or investment.

19



Chapter 2. What Information Is: From Signal to Ontology

Knowledge is effective information that has undergone further verification and generalization.
It differs from mere information in that it is durable: tested by repeated observations, confirmed by
independent sources, formalized in rules, laws, and procedures.

Technology is knowledge embodied in a reproducible procedure. It is not merely “knowing
that” or even “knowing how” — it is “being able to repeat.” Technology is a recipe that works
reliably, because behind it stands a verified chain: data→ information→ effective information→
knowledge→ procedure.

This hierarchy is not a taxonomy for its own sake. It describes a real economic process in which
value and productivity increase as the raw signal passes through successive stages of processing,
selection, and verification. And at each stage there are constraints: not all data become information;
not all information becomes effective; not all effective information is stabilized as knowledge; not
all knowledge becomes technology. Each transition is a filter, and each filter has a throughput.

10.

But there is one phenomenon within this hierarchy that deserves separate treatment — noise.

In classical information theory, noise is an interference, an unwanted distortion of the signal
during transmission. In Shannon’s model, the task is to transmit the message despite noise. Noise
is the enemy. One defends against it, filters it, suppresses it. But from the definition proposed in
this work, a different understanding follows.

If information is the result of interaction, then noise is not the absence of information. Noise is
a status assigned to a signal when the observer does not yet possess a sufficient model of interpre-
tation, sufficient context, or a sufficient procedure of verification to reliably turn that signal into
action. What is registered as random fluctuations, chaotic oscillations, unexplained deviations from
expectation — all of these are traces of interactions that are really occurring, but that the current
system of observation is unable to decipher.

The history of science is, among other things, the history of reclassifying noise as signal. In
1964, Penzias and Wilson spent months trying to eliminate unexplained noise from their antenna
— checking the equipment, cleaning off bird droppings, searching for technical faults; it turned out
that they were hearing the cosmic microwave background of the Big Bang. Fleming discovered
penicillin by paying attention to what his colleagues classified as a ruined experiment — mold
contaminating a bacterial culture; the noise of laboratory practice became knowledge that saved
hundreds of millions of lives.
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But from this follows a still more general principle. The boundary between noise and effective
information is neither objective nor final. It is determined by the power of the observer: the quality
of measuring instruments, the sophistication of models, the volume of computational resources, the
depth of accumulated knowledge, the institutional readiness to accept the unexpected. When power
grows, the boundary shifts. What yesterday was noise becomes data. Data become information.
Information becomes effective. Effective information is stabilized as knowledge.

Yet the movement does not go in one direction only. Some of what is today considered ef-
fective information may, after further verification, turn out tomorrow to be noise again. A more
rigorous experiment, a new sample, a better measurement method, a change of context, or simply
the disappearance of former predictive power— and yesterday’s “signal” proves to be an artifact, a
spurious correlation, or a special case mistakenly taken for a general rule. The distinction between
noise and effective information is therefore not only epistemically difficult, but historically mobile.
The economic system works not with a collection of eternal truths, but with a shifting structure of
provisionally recognized signals.

This is the dynamic that may be called the funnel of accessibility. The entire space of interactions
in an economic system is an immeasurable stream of signals. The overwhelming majority is not
registered at all. Of what is registered, only a part enters the field of interpretation. Of what is
interpreted, only a part passes through verification. And only a narrow fraction becomes effective
information — that is, a basis for decision, coordination, contract, technology, or investment.

Knowledge produced at the output returns to the input: better models help one see more; bet-
ter instruments help one measure more precisely; better institutions help one verify more reliably.
This is a positive feedback loop. But a negative feedback loop also exists: the more signals have
already been accepted, the higher the risk of false positives, the more important subsequent revision
becomes, and the more resources are required to clean the accumulated stock.

Growth in the world of information means not only the production of new knowledge, but the
constant reprocessing of already accepted knowledge, the separation of what is robust from what
is spurious. Here the logic already emerges of what will later be called the verification bottleneck.

The example of quantitative hedge funds makes this dynamic tangible. The first generation of
quantitative models extracted the simplest arbitrage patterns. Profits from those patterns financed
the development of more powerful models. More powerful models detected subtler patterns —
those that for the previous generation had been noise. Profits from the new patterns financed still
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Figure 2.1: From the ontological ocean of information to economic action: the accessibility funnel
and the two-way reclassification of statuses.
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more powerful models. Each cycle widened the funnel: what had been noise at the previous step
became signal at the next.2

But from the same logic the reverse also follows: as soon as a pattern ceases to reproduce, yester-
day’s effective information loses its status and must be discarded. In the economy of information,
value is created not merely by extracting a signal, but by the capacity to change its status in time.

For economics this means that what today looks like noise — unprocessed data, unrecognized
patterns, misunderstood correlations —may turn out to be the resource base of tomorrow’s growth.
The economic value of noise is not zero— it equals the expected value of the information that can be
extracted from it given sufficient observational power. If the industrial economy mined its resource
from the earth, the informational economy increasingly extracts it from an as-yet-undeciphered
mass of interactions.

But herein lies the danger as well. If the flow of generation grows faster than the power of
discrimination, the system begins to produce not so much more effective information as more un-
certainty. That is why in the chapters that follow, the central question will be not simply how
information is produced, but what the system’s throughput is for converting an available signal
into information fit for action. The concept that formalizes this throughput — the verification
bottleneck κ— will be introduced in Chapter Nine. Here it is enough to register that the central
constraint of the informational economy is not a deficit of signals, but a deficit of the capacity to
turn them into a reliable basis for action.

11.

At this point it is necessary to fix the sense in which the word “information” will be used hereafter.

In the subsequent chapters of this book, the word “information” will by default denote not the
entire ontological ocean of differences and results of interaction, but its narrow, economically ef-
fective part— that part of the available informational mass which has passed through interpretation
and verification to a degree sufficient for action. In other words, unless otherwise stated, “informa-
tion” should hereafter be understood as effective information.

The broad, ontological sense is preserved as the foundation of the entire construction and will be
explicitly invoked wherever the discussion concerns the limiting properties of information as such
— its unboundedness, relationality, immateriality, recursivity, and thermodynamic non-freeness.

2The Medallion Fund of Renaissance Technologies showed, over decades, annualized returns radically exceeding
themarket. See Cornell, B.Medallion Fund: TheUltimate Counterexample? Cornell Capital Group, 2020; Zuckerman,
G. The Man Who Solved the Market. Penguin, 2019.
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In all other cases, especially where the book turns to the analysis of growth, institutions, firms,
platforms, the verification bottleneck, and distribution, the word “information” should be under-
stood in the narrower, working sense: as a signal that has become sufficiently discriminated, veri-
fied, and fit for coordination, decision, knowledge, or technology. This clarification is needed not
for convenience of speech, but for analytical rigor. It makes it possible to preserve the philosophical
scale of the concept without sacrificing operational clarity.
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Chapter 3

The History of Economic Thought as a History of Ap-
proaching Information

1.

It would be presumptuous to claim that economic science had never noticed information until now.
It noticed it constantly. But it noticed it the way one notices air: one breathes it, but does not include
it in the list of objects in the room.

For more than two centuries, economists described phenomena that, on closer inspection, turn
out to be informational — but they described them under other names. Knowledge, coordination,
organization, price, institution, expectation, routine, technology, idea: all of these words were used
to denote something that plays a decisive role in production, yet is neither labor, nor capital, nor
land. Every great economist groped toward this hidden factor from his own side. None gave it
a general name.

The purpose of this chapter is to show that the theory proposed here does not destroy its pre-
decessors; it integrates them. Each of them saw part of the elephant. Information is the whole
elephant.

2.

Adam Smith: the division of labor as informational coordination.

The first chapter of The Wealth of Nations begins with the pin factory. A single worker who
performs all the operations produces only a few pins a day. Ten workers who divide the process
into separate operations produce thousands. Smith explains this by the division of labor and the
gains from specialization.
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But what actually happens when labor is divided? Each worker receives narrow but precise
information about his own operation. He does not know everything, but he knows his part well.
Coordination among workers requires another kind of information: who does what, in what order,
at what speed, according to what standard. A manufactory functions not simply because labor
has been divided, but because information about the process has been structured, distributed, and
synchronized.

Smith described this in terms of “dexterity” and the “saving of time,” but in substance he de-
scribed the first informational effect in economics: when the structure of knowledge about a pro-
cess is better organized, productivity rises disproportionately to the expenditure of labor and capital.
This is the effect that will later hide inside the “Solow residual” — and that we call the action of
the informational metafactor.

Moreover, Smith’s famous “invisible hand” of the market is, in essence, the claim that a decen-
tralized system of information processing (market prices) can coordinate the actions of millions of
agents without central direction. Smith did not use the word “information,” but he described one
of the most powerful informational mechanisms in history: the price signal as a means of coordina-
tion under conditions of dispersed knowledge. Nearly two hundred years would pass before Hayek
called it by its proper name.

Why did Smith himself not take the next step? Because his analytical apparatus was built around
material categories — labor, capital, rent. Coordination, dexterity, and the saving of time appeared
as effects of the division of labor, not as an independent force. The informational effect was visible,
but Smith had no language with which to separate it from the physical process in which it appeared.
Information hid inside labor — and, together with labor, remained undivided.

3.

David Ricardo: comparative advantage as an informational structure.

Ricardo’s theory of comparative advantage is one of the most elegant ideas in economics. Even
if one country produces everything more efficiently than another, both still gain from specialization
and trade. The principle seems purely productive: it speaks of labor costs per unit of output.

But what lies behind comparative advantage? Why is one country better at producing wine and
another at producing cloth? Ricardo refers to climate, soil, skills — and of course he does not think
in informational terms. Yet the structure of his argument allows a reconstruction that exposes the
hidden informational layer. Translated into the language proposed in the previous chapter, every
comparative advantage rests on a particular informational configuration: accumulated knowledge
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of the production process, organizational routines adapted to local conditions, networks through
which mastery is transmitted from generation to generation. Comparative advantage is not simply
a difference in productivity. It is a difference in what information a system has already accumulated,
encoded, and built into its productive practices.

Moreover, trade itself in Ricardo’s model works as a mechanism not only for exchanging goods,
but also — implicitly — for exchanging the information embodied in those goods. A country that
imports English cloth also imports the English organization of textile production — perhaps not in
the form of blueprints, but in the form of a standard with which it must compete. Trade as a channel
of informational pressure is not formulated explicitly by Ricardo, but it is implicitly present.

4.

Karl Marx: capital as a social form of information.

Marx came closer than anyone to naming information — and did not name it. This is one of the
most intriguing lacunae in the history of economic thought.

In Capital there are several passages that, read through the lens of informational theory, look
almost prophetic. Marx distinguished living labor from dead labor congealed in the machine. For
Marx, the machine is not simply metal; it is objectified knowledge, accumulated experience trans-
formed into physical form. The machine tool “knows” how to shape a part, and in that sense it is
a carrier of information, thoughMarx did not use that word. His own term— “objectified labor”—
describes, in substance, the same phenomenon: a material object whose value is determined not by
its material alone, but by the design invested in it.

Still more important is Marx’s idea that, as production develops, science becomes an “immedi-
ate productive force.” In the Grundrisse there is the famous fragment on the “general intellect”:
as machine production develops, “the conditions of the social life process itself” come under the
control of the general intellect and are transformed in accordance with it. This is a claim that knowl-
edge is not a by-product of production, but its organizing principle. From here to the language of
informational theory there is only one step.

Why did Marx not take it? Most likely because his main interest lay elsewhere: not in the nature
of knowledge as a factor, but in the social relations of appropriation. For Marx, the central question
is who appropriates surplus value, not what produces it in the last instance. Information — in the
form of science, technique, organization— is present in his analysis as a means: a means of raising
productivity, a means of subordinating the worker, a means of competition among capitalists. But
it is not treated as an independent category that deserves a definition of its own.
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As a result, Marx left his successors with two powerful but undeveloped theses: that capital
contains information in objectified form, and that science becomes a productive force. Both point
toward an informational theory of the metafactor — but both stop halfway.

5.

Joseph Schumpeter: innovation as a new combination of information.

Schumpeter shifted the focus of economic theory from equilibrium to dynamics. His en-
trepreneur is not a calculator optimizing a given function, but a creator of the new: new products,
new markets, new forms of organization. “Creative destruction” is the process by which old
structures are destroyed by new ones.

But what is Schumpeterian innovation in informational terms? It is a new combination of ex-
isting informational elements. The entrepreneur does not create matter — he creates a new con-
figuration of knowledge, technologies, and organizational decisions. Ford’s automobile is not the
invention of the engine, the wheel, or the assembly line; each of those elements existed earlier.
The innovation lies in their combination, that is, in the informational structure that connects them
in a new way.

Without formulating it as such, Schumpeter described one of the mechanisms of informational
recursion: existing knowledge is recombined into new knowledge, which in turn becomes material
for subsequent combinations. Creative destruction is not simply competition among firms. It is
competition among informational configurations, in which a more productive configuration dis-
places a less productive one.

Schumpeter came very close. But his own apparatus prevented him from going further. Inno-
vation in Schumpeter is an act of will, almost an art; the entrepreneur is a heroic, irrational figure,
irreducible to calculation. This emphasis on subjective will closed off for Schumpeter the path
toward analyzing the environment in which combinations become possible. If innovation is an
act of genius, it cannot be systematized. If, however, innovation is the recombination of informa-
tional elements and depends on the density of observational infrastructure, then it can be studied
as a process: what accelerates combinations, what blocks them, what institutional conditions make
recursion productive. Schumpeter gave a brilliant description of the result. But the mechanism
remained hidden behind the figure of the entrepreneur, as behind a curtain.
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6.

Friedrich Hayek: dispersed knowledge and price as an informational signal.

Of all the economists before the information age, Hayek came closest to placing information at
the center of economic theory. His 1945 essay “The Use of Knowledge in Society” is probably the
most important text about information in economics written before the term itself came fully into
use.

Hayek’s central argument is that the economic problem is not a problem of optimally allocating
given resources (as in neoclassical theory), but a problem of using knowledge that is dispersed
among millions of agents and cannot be gathered at one point. No central planner possesses, or
can possess, all the information required for efficient decisions. This information is distributed:
every agent knows something about local conditions, and no one knows everything.

According to Hayek, the market price solves this problem— not completely, but better than any
alternative. A price is a compressed informational signal that encodes, in a single number, the result
of interaction among many agents with their dispersed knowledge. When the price of tin rises, the
consumer does not need to know that a mine in Bolivia has flooded; it is enough to know that tin
has become more expensive, and he will adjust his behavior. The price transmits the information
necessary for coordination without transmitting the knowledge itself.

In the terms of our definition, Hayek described two things. First: observers in an economic
system are heterogeneous — each possesses unique information determined by his place in space
and time. This is a direct consequence of the relationality of information: the same object (the tin
market) generates different information for different observers. Second: the market mechanism
is a system of aggregation and transmission of information operating through price signals. It is
perhaps the largest-scale example of the accessibility funnel in history: an infinite number of local
knowledges is compressed into a single numerical indicator — price.

But Hayek, too, has a limit. He showed that the market processes dispersed knowledge— but he
did not ask what knowledge itself is as an economic category. For Hayek, knowledge is a datum that
some agents possess and others do not. The question of how knowledge arises, how it is produced,
what it costs to verify — all this remains outside his analysis. Hayek described the circulation of
information, but not its production.

7.

John Maynard Keynes: uncertainty and the informational opacity of the future.
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If Hayek showed that the economic system confronts the problem of dispersed knowledge,
Keynes showed something no less important: even if knowledge could be gathered, it would still
not be enough. Economic action unfolds in time, and the future is not given to agents as a fully
known probability distribution. It is fundamentally open, and therefore decisions rest not only on
calculation but also on expectations, trust, habits, and fragile collective conventions.

This is the deep informational meaning of the Keynesian revolution. Keynes introduces radical
uncertainty as a structural condition of economic life. The investor does not know the future return
on capital the way an engineer knows the properties of a material. The entrepreneur acts in an
environment where a significant part of the future has not yet been verified andmay not be verifiable
in advance. That is why expectations become a macroeconomic force, and money becomes not
merely a medium of exchange but a form of protection against the informational opacity of the
future: to hold liquidity is to purchase the option of deferring a decision in a world where the
decisive information is still absent.

Keynes approached information from the opposite side to Hayek. Hayek saw it as dispersed
knowledge about the present, coordinated through price. Keynes saw it as the opacity of the future,
which makes price itself no longer a guarantee of coordination. Together they delimit two funda-
mental dimensions of the informational problem: the dispersedness of knowledge and irreducible
uncertainty. Economic theory long treated them separately. The framework proposed here makes
it possible to see that both dimensions belong to one and the same broader process.

8.

Ronald Coase and Oliver Williamson: transaction costs as informational costs.

In 1937, Coase asked a simple question: if the market is an efficient coordination mechanism,
why do firms exist? His answer: because using the market is costly. Transaction costs — the costs
of finding a counterparty, conducting negotiations, drafting a contract, monitoring performance —
can be so high that it is cheaper to organize production within a single hierarchical structure than
to coordinate through the market.

Williamson developed this idea by introducing the concepts of bounded rationality and oppor-
tunism. Contracts are imperfect because agents cannot foresee all contingencies; agents may be-
have strategically, concealing or distorting information. The structure of the firm is a response to
these informational problems.

Translated into the language of informational theory, the picture becomes even clearer. Trans-
action costs are, to a large extent, costs of information processing. Searching for a counterparty is
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searching for information. Negotiation is the exchange of information and signals. A contract is
the codification of information about the parties’ expectations. Monitoring performance is the veri-
fication of information. Opportunism is the strategic distortion of information. Bounded rationality
is observer limitation.

The firm, in this perspective, is not simply an organization that minimizes transaction costs.
It is an information-processing regime alternative to the market. The market processes informa-
tion through prices — in a decentralized, fast, but coarse manner. The firm processes information
through hierarchy — in a centralized, slower way, but with the capacity for verification, control,
and the accumulation of specific knowledge. The choice between market and firm is a choice
between information-processing regimes, each with its own advantages and constraints.

Coase andWilliamson thus described the informational nature of the institutional structure of the
economy—without calling it informational. Their “transaction costs” are a special case of what in
our model will become the verification bottleneck: the cost of turning a raw signal (a counterparty’s
intentions, the quality of a good, the terms of a deal) into verified, reliable, economically usable
knowledge.

9.

Herbert Simon: bounded rationality as a structural limitation of the observer.

Simon attacked the neoclassical model from another direction. Homo economicus — an agent
with complete information, perfect rationality, and infinite computational capacity — is a fiction.
Real agents possess bounded rationality: they cannot gather all the information, cannot process
even what they gather, and make decisions that are not optimal but “good enough” (satisficing).

For our theory, Simon’s contribution is especially valuable, because he described what we call
the limitation of observer capacity — long before that concept was formulated.

Simon showed that the scarce resource in an information-rich environment is not information
but attention. His famous formulation — “a wealth of information creates a poverty of atten-
tion”— captures a paradox that follows directly from our analysis of the funnel: widening the upper
mouth (more signals) without a corresponding expansion of filtering capacity (attention, models,
institutions) does not increase the stock of productive information; it merely increases noise.

Translated into the language of informational ontology, Simon’s “bounded rationality” is not
a defect of human nature but a structural property of any finite observer. No observer — whether
a person, a firm, an algorithm, or a state— can process all the information generated by interactions
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in the system. Every observer works with a projection, and the quality of that projection depends
on its cognitive, computational, and institutional architecture.

This makes Simon one of the few economists whose argument directly intersects with the philos-
ophy of the observer developed in the previous chapter. Hayek showed that knowledge is dispersed.
Simon showed that even accessible knowledge cannot be fully processed. Together they describe
a double constraint: information is simultaneously dispersed (Hayek) and excessive relative to ob-
server capacity (Simon). Both constraints are special cases of the verification bottleneck.

10.

Robert Solow: the “residual” as an unmeasured informational flow.

In 1957, Solow published a paper that permanently changed growth theory. He decomposed
the growth of the American economy into components — capital accumulation and growth of the
labor force — and found that they explained less than half of observed growth. The remainder —
the “residual,” or total factor productivity (TFP) — was attributed to “technological progress.”

The result had a strange status. On the one hand, it showed that technology is the decisive factor
in growth. On the other, it did not explain what technology is, where it comes from, or why it grows.
The “Solow residual” is a measure of our ignorance dressed up as a variable in an equation. Solow
himself understood this and treated the result with irony — but irony did not prevent the “residual”
from becoming one of the central concepts of macroeconomics.

In the terms of the informational theory of the metafactor, the “Solow residual” receives a con-
crete interpretation. It is not a mysterious force acting from outside — it is the aggregate effect
of the informational metafactor: accumulated knowledge, improved coordination, more efficient
organization, higher-quality verification— everything that raises the productivity of labor and cap-
ital without increasing their physical quantity. Technological progress is not an explanation; it is
another name for the growth of the system’s informational organization.

The exogeneity of the “residual” in Solow is not a methodological choice but a consequence of
a missing category. If you have no concept of “information as a factor,” you cannot endogenize
a process that is informational by nature. You can only record its result — as a residual.

11.

Paul Romer: ideas as a nonrival input — breakthrough and its boundary.
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Romer accomplished a revolution by doing what Solow had not: he endogenized technological
progress. In his 1990 model, ideas are produced deliberately — through an R&D sector. Ideas are
nonrival: one agent’s use of an idea does not prevent others from using the same idea. And ideas
are capable of generating increasing returns at the aggregate level — precisely because they are not
depleted in use.

This was a fundamental step. Romer showed that growth can be unlimited — not through the
accumulation of physical factors, but through the accumulation of nonrival “designs” that raise
productivity. The 2018 Nobel Prize for this work was well deserved.

And yet Romer has a boundary that he did not cross — and that must be crossed.

First, Romer placed ideas alongside other factors— as onemore input to the production function.
His model takes the form Y = A ·F (K,L), where A is the stock of ideas. Ideas raise productivity,
but the architecture remains the same: there are inputs, a function, and an output. Romer expanded
the list of inputs but did not question the form of the list itself. In the terms of the previous chapter:
he described information as a fourth factor, not as a metafactor.

Second, an “idea” in Romer is a finished product. It appears in the R&D sector and thereafter
exists forever (with an allowance for depreciation). The process of turning an observation into
data, data into information, information into knowledge, knowledge into applied technology— this
entire chain of transformations is collapsed in Romer’s model into a single operation. Verification,
encoding, transmission — all are implied but not modeled. Yet it is precisely at these stages that
the key constraints operate.

Third, Romer did not raise the question of the nature of what he was working with. What is an
“idea” ontologically? Where does the space of possible ideas come from? Why is it unbounded?
Romer accepted nonrivalry as a given property of ideas, but did not derive it from a deeper founda-
tion. In the theory proposed here, nonrivalry is a consequence of the nonmateriality of information,
and nonmateriality is a consequence of the fact that information is the result of interaction, not
a thing. Romer recorded the property without explaining its origin.

This does not diminish his contribution — but it delineates the space in which the next step is
necessary.

12.

Douglass North: institutions as informational protocols.
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North defined institutions as “rules of the game”— formal and informal constraints that structure
human interaction. Good institutions lower transaction costs, create predictability, and encourage
productive behavior. Bad ones raise uncertainty, encourage rent-seeking, and block innovation.

In informational terms, an institution is an information-processing protocol. Property rights are
an informational code that specifies who may interact with an object and on what terms. Contract
law is a protocol for fixing and verifyingmutual obligations. Money is a standardized informational
signal of exchange value. The judicial system is the institution of last-resort verification. The state
is a machine for standardizing, legitimizing, and enforcing informational protocols.

When North says that institutions “reduce uncertainty,” he is describing in institutional language
the same phenomenon we describe in the language of informational theory: institutions widen the
funnel, increasing the share of interactions whose outcomes are predictable, verifiable, and usable
for decision-making. Good institutions lower κ— the verification bottleneck — not because they
are cheaper, but because they make verification systemic: standardized, reproducible, scalable.

The difference between our approach and North’s is not a contradiction but a difference in the
level of explanation. North describes institutions as the cause of economic differences between
countries. The informational theory of the metafactor describes institutions as one of the mech-
anisms of information processing — alongside markets, firms, technologies, and the cognitive
systems of agents. Institutions matter — but they matter as informational infrastructure. Their
effectiveness is measured by how much they widen the accessibility funnel.

13.

Richard Nelson and Sidney Winter: routines as encoded information.

The evolutionary economics of Nelson andWinter proposed a view of the firm radically different
from the neoclassical one. The firm is not an optimizer but an organism that operates according to
routines: stable, repeatable, often unconscious behavioral patterns. Routines are the “genes” of the
firm; they are transmitted, mutate, and undergo selection.

In informational terms, a routine is encoded behavioral information. It contains accumulated
experience: what works, what does not, how to respond to typical situations. A routine is not
formulated as an instruction — it “knows” tacitly, the way a skilled machinist “knows” with his
hands rather than his head. This is what Polanyi called tacit knowledge — silent knowledge that
cannot be fully verbalized.

For the informational theory of the metafactor, evolutionary economics is important for two
reasons. First, it describes the microdynamics of the informational metafactor at the level of the
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firm—how information is accumulated, stored, reproduced, and evolves in organizational routines.
Second, it introduces a selection environment—amechanism that determines which informational
configurations (routines) survive and which die out. Schumpeter’s creative destruction receives its
microfoundation here: what competes is not simply firms, but sets of encoded information, and
market selection is a filter that passes the more productive informational configurations.

14.

W. Brian Arthur: technology as recursive combination.

Arthur occupies a special place in this gallery — not because he uses the word “information,”
but because he described one of its key mechanisms: recursive combinatorics.

In The Nature of Technology (2009), Arthur shows that technology develops neither linearly
nor through random inventions, but through assembly: every new technology is a combination of
already existing technologies, which were themselves combinations of earlier ones. The internal
combustion engine is a combination of cylinder, valve, and ignition, each with its own history of
components. The transistor is a combination of knowledge about semiconductors, doping, and
electric fields. AI is a combination of linear algebra, statistics, computational architecture, and
massive datasets, each of which evolved over decades.

In the terms of the theory proposed here, Arthur described—without formulating it explicitly—
one of the central features of the informational metafactor: its recursiveness. Information produced
at one step becomes a building block for the next. The space of possible combinations expands as
elements accumulate — and this expansion is not linear but combinatorial: every new element
increases the number of possible assemblies exponentially.

Arthur is perhaps the closest predecessor to the mechanism described in this book. But his
framework remains a framework of technological evolution, not of informational ontology. Com-
binatorics in Arthur is a property of technologies; in our theory it is a property of information as
such, of which technological evolution is a special case. Moreover, Arthur does not raise the ques-
tion of what constrains the combinatorial process: which combinations turn out to be workable and
which are noise, and at what cost the system distinguishes the one from the other. That question —
the question of verification — lies beyond his framework.
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15.

César Hidalgo: information as a principle of growth — close proximity and fundamental
divergence.

Among contemporary authors, Hidalgo comes closest to what is proposed in this work. InWhy
Information Grows (2015), he explicitly argues that economic growth is the process of crystallizing
information in products, people, and networks. The economy, in Hidalgo’s view, is best understood
as a dynamic network in which information is constantly created and redistributed.

The proximity is close — but the divergence is fundamental, and it must be recorded.

Hidalgo defines information as “arrangement of order, or a lack of entropy” — orderliness,
the absence of entropy. This is a structural, static ontology: information is order frozen in an
object. The definition proposed in our work is relational, processual: information is the result of
interaction, not a property of an object. Order can exist without an observer. Information cannot.

From this divergence follow concrete theoretical differences. In Hidalgo, information “resides”
in products — a car contains more information than a hammer. In our theory, information is not
contained in an object but arises in interaction: the same object generates different information
for different observers. In Hidalgo, economic complexity is a measure of information embodied
in a country’s export basket. In our theory, economic complexity is one manifestation of the in-
formational metafactor, but it is not identical to it, because it does not account for the verification
bottleneck, institutional regimes, or the dynamics of factor absorption.

Hidalgo is an important interlocutor. But his theory describes where information is (in products,
people, networks), not what it is or how it works as a factor of production. The theory proposed
here begins with ontology — and that is why it can go further.

16.

Now the general movement becomes visible.

Over two and a half centuries, great economists repeatedly encountered a phenomenon that did
not fit within the categories of labor, capital, and land — and each time they gave it a different
name. Smith called it coordination and dexterity. Ricardo concealed it in the structure of com-
parative advantages. Marx saw it in objectified labor and the general intellect. Schumpeter — in
new combinations. Hayek — in dispersed knowledge and the price signal. Keynes — in radical
uncertainty and the fragile coordination of expectations. Coase and Williamson — in transaction
costs. Simon — in the limitation of the observer. Solow — in the unexplained residual. Romer —
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in nonrival ideas. North — in institutions. Nelson and Winter — in routines. Arthur — in the
recursive combinatorics of technology. Hidalgo — in complexity.

Each of them saw a part. None saw the whole. And this is not a reproach — it is a diagnosis.
They lacked a definition that would have allowed them to unite coordination, knowledge, technol-
ogy, institution, and organization into a single category. They lacked the concept of a metafactor —
a phenomenon that does not stand alongside the factors, but determines the very capacity of factors
to be productive.

Now that definition and that concept exist. The next step is to show why information is not
merely one more factor, but the operator that determines the form of the production function. Why
it is a metafactor.

That is what the next chapter is about.
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Chapter 4

Why Information Is Not a Factor but a Metafactor

1.

At this point in the argument, the reader may raise a perfectly legitimate objection.

Suppose information is indeed important. Suppose it really does possess unique properties —
nonrivalry, recursiveness, a movable boundary with noise. Suppose earlier thinkers described it
under other names. Why not simply add information to the list of factors of production— alongside
labor, capital, and land — and continue working within the familiar architecture?

That is, in essence, what Romer did. And that is precisely why his revolution, for all its impor-
tance, remained unfinished.

The answer to this objection forms the central thesis of the book. Information is not a fourth
factor of production. It is a metafactor: a phenomenon at a different categorical level, one that
determines the very capacity of all the other factors to be productive.

The difference between a factor and a metafactor is not terminological. It is architectural. And
the whole theory that follows depends on it.

2.

Let us begin with what it means to be a factor of production.

A factor of production is an input into the productive process that possesses several properties.
It is identifiable: one can indicate where it begins and where it ends. It is measurable: one can
estimate its quantity. It is separable: one can imagine production without one factor and with
another in its place. It has a marginal product: adding one unit of the factor, other things equal,
increases output by a determinate amount.
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Labor is a factor. One can count working hours, estimate the productivity of an additional
worker, and imagine production without one particular worker.

Capital is a factor. One can estimate the value of equipment, measure the return on one unit of
invested capital, and imagine production without one particular machine.

Land is a factor. One can measure area, estimate fertility, and imagine production on another
plot.

Now let us try to apply the same logic to information.

Is information identifiable? Partly. One can point to a specific dataset, a specific technology,
a specific piece of knowledge. But information permeates all the other factors — it does not exist
next to labor and capital; it exists within them. A worker’s qualification is information embodied in
a human being. The design of a machine is information embodied in the machine. The fertility of
the soil becomes economically significant only through information about agronomy. Where does
the “factor labor” end and the “factor information” begin? The boundary cannot be determined —
because information does not lie beside the other factors, but passes through them.

Is information measurable? In some of its particular forms — yes: one can count bits, patents,
publications. But the total information that determines a system’s productivity cannot be reduced
to the sum of measurable components. How does one measure a firm’s organizational knowledge
when it cannot be written down as an instruction? How does one quantify the institutional en-
vironment that makes contracts enforceable? What is the volume, in bits, of the cultural codes
that determine the level of trust in a society? Information in the economically relevant sense is not
a separate flow that can be measured out and inserted; it is the medium in which all factors function.

Is information separable? Here the argument becomes decisive. One can imagine production
without one worker. One can imagine production without one machine. One cannot imagine pro-
duction without information altogether — because without information the worker does not know
what to do, the machine has no design, and a resource is not a resource. To remove information
from production is to remove not one input, but the very capacity of inputs to interact. This is not
the removal of a factor. It is the destruction of the production function as such.

3.

From this follows a key distinction.

A factor is an argument of the production function: something that stands inside the parentheses.
A metafactor is what determines the form of the parentheses themselves: what function relates in-
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puts to outputs, which combinations of factors are productive and which are not, which proportions
are efficient and which are wasteful.

In algebraic notation:

The standard production function takes the form Y = F (K,L,N), where K is capital, L is
labor, and N is resources. The form of the function F is assumed to be given — Cobb-Douglas,
CES, or some other specification. Technological progress, in Solow’s model, enters as a multiplier:
Y = A · F (K,L,N). In Romer, it enters as an additional input: Y = F (K,L,A), where A is the
stock of ideas. In both cases, information—whether under the name of “technology” or “ideas”—
stands inside the formula, on the same level as labor and capital.

The approach proposed here is fundamentally different:

Y = FI(K,L,N)

where the subscript I means that the very form of the function F depends on the informational
regime of the system.1

This is not a cosmetic distinction. It means that information does not simply increase output
under a given technology — it changes the technology. It does not simply raise the productivity
of labor — it redefines what counts as productive labor. It does not simply make capital more
efficient — it determines what counts as capital in the first place.

Note that technology is absent from the formula as a separate argument. This is not an omission;
it is a principled choice. In Solow, technology enters as the multiplier A; in Romer, as the stock of
ideas A. In both cases, technology stands inside the production function — on the same level as
labor and capital, as one more input. But if information is a metafactor that determines the form
of the function, then technology cannot be an input. It is one of the forms in which the metafactor
itself acts.

What is technology, if defined strictly? In the second chapter we described the hierarchy:
data → information → knowledge → technology. Technology is knowledge embodied in a re-
producible procedure. Not simply “knowing that,” and not even merely “knowing how” — it is
“being able to repeat.” Technology is a recipe that works reliably because behind it stands a veri-
fied chain. In other words, technology is not some separate entity alongside information. It is the
highest, most mature, most codified, and most economically effective form of information.

1For a specification of a production function with information-dependent parameters, and for the formal derivation
of factor absorption, see the Mathematical Appendix, sections A and B.
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Figure 4.1: Factor and metafactor: two architectures of the production function. Left: in the stan-
dard model, information (as “technology” A or “ideas”) enters the production function alongside
labor, capital, and resources as one more argument. Right: in the metafactor model, information
I does not stand inside the parentheses, but determines the very form of the function F — which
combinations of factors are productive and which proportions are efficient.

That is why technology does not stand inside the parentheses next to K, L, and N . It is part of
the subscript I . It is one of the ways in which the metafactor determines the form of the production
function.

When the informational regime of a system changes, it is not merely the quantity of output that
changes, but the rules by which output is produced. The transition from the manufactory to the
factory is not more of the same thing; it is a different production function. The transition from
an analog economy to a digital one is not simply more of the same; it is a different set of rules
governing the combination of factors. Every such transition is a change in the form of F , not
a change in the values inside it.

4.

So that this does not remain too abstract, let us examine concretely how information acts on each
of the classical factors — not as an addition, but as a condition of their productivity.

Labor. Labor power in the physical sense is muscular energy, the coordination of movements,
biological endurance. But no quantity of muscular energy becomes productive labor without in-
formation. The worker must know what to do: which operation to perform, in what order, with
which tools, according to which standards. The worker must be able to do it — that is, the nervous
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system must contain encoded procedures (skills). The worker must coordinate— that is, process
information about the actions of others.

Labor without information is not merely less productive labor. It is not labor at all in the eco-
nomic sense. It is Brownian motion — a meaningless expenditure of energy. It is information that
turns physical effort into directed, purposive, productive action. A worker’s qualification is not the
“quality of labor”; it is the quantity of information built into labor.

Capital. Amachine, a building, a server — these are all physical objects. But their productivity
is determined not by weight or durability, but by the design embodied in them. Two pieces of metal
of identical mass may be scrap and a precision instrument. The difference is informational: one
has been organized according to a design; the other has not.

More than that: identifying an object as capital itself requires information. A piece of silicon
in the ground is a resource, not capital. A piece of silicon that has passed through hundreds of
processing stages according to the strictest specifications is a microchip — a capital asset worth
thousands of times more than the raw material. What happened between resource and capital? The
application of information: knowledge of silicon’s properties, lithography technology, engineer-
ing standards, quality-control systems. Capital is a resource organized by information. Without
information, capital is a pile of materials.

Resources. Oil lay in the ground for millions of years, but it became an economic resource only
when humanity acquired information about how to extract and use it. Until that moment, oil was
not a resource; it was a substance. Lithium was a little-known element until information about the
properties of lithium-ion batteries turned it into a strategic raw material. Rare-earth metals were
“rare” not because they are scarce, but because there was no information about what they are good
for.

A resource is not a property of matter. It is an informational relation between matter and an
observer who knows how to use it. Of course, the physical properties of a substance define the space
of possibilities: one cannot make steel out of sand, and no information will change that. But which
of the physically possible applications will be realized— and whether they will be realized at all —
is determined by information. Silicon possessed semiconducting properties long before anyone
knew about them. Physics sets the boundaries; information determines what happens within those
boundaries. Without information, the concept of “natural resource” loses its economic meaning.

5.

Now the fundamental difference between a fourth factor and a metafactor becomes visible.
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If information is a fourth factor, it can be added or removed without destroying the others. Pro-
duction becomes less efficient, but it remains production. Remove R&D — innovation slows, but
the factory still runs.

If information is a metafactor, it cannot be removed without destroying the production function
itself. Without information, labor ceases to be labor, capital ceases to be capital, a resource ceases
to be a resource. Not simply “worse” — but loses its categorical status.

An analogy may help: temperature in cooking. Temperature is not an ingredient. You do not
add “200 grams of temperature” to a recipe alongside flour and eggs. But without temperature,
flour and eggs will not become bread. Temperature determines which combinations of ingredients
produce which results. At one temperature the dough rises; at another it burns; at a third it does not
change at all. Temperature is not an ingredient; it is the condition that determines the form of the
kitchen’s production function.

Information in the economy is the same thing. It does not enter the production function as one
more argument. It determines which function operates.

6.

This distinction has far-reaching consequences. Consider four of them.

Consequence one: information explains why the same physical resources produce different
results.

Two countries with identical quantities of labor, capital, and natural resources can produce rad-
ically different output. Classical theory explains this through TFP — total factor productivity —
which, as we have seen, is a “residual,” a measure of ignorance. If information is a metafactor,
the explanation becomes concrete: countries differ not in the quantity of their factors, but in the
informational regime in which those factors operate. The quality of education, the depth of scien-
tific tradition, the reliability of institutions, the development of verification infrastructure — all of
these are components of the informational regime, and it is they that determine what output can be
obtained from a given set of physical inputs.

This is not the same as saying that “institutions matter” (North) or that “human capital mat-
ters” (Lucas). It is a stronger claim: institutions, human capital, organizational practices, scientific
traditions— all of these are different forms of one and the same thing— the informational metafac-
tor, acting through different channels. One mechanism — different manifestations.

Consequence two: information explains the endogeneity of technological progress without
a separate “ideas sector.”
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In Romer, technological progress is produced in a specialized R&D sector. This is a productive
model, but it creates an artificial division: there is the “ordinary” economy and there is the “knowl-
edge sector.” In reality, information is produced everywhere — on the factory floor (learning by
doing), in the manager’s office (organizational innovations), in the marketplace (price signals), in
everyday life (user experience). The metafactor approach does not require a separate sector: in-
formation is endogenous to the entire system, not only to R&D. Technology is not the product
of a special sector, but a mature form of information that crystallizes wherever the informational
process has been brought to the point of a reproducible procedure.

Consequence three: information explains why “the same” technology produces different
results in different contexts.

A fact well known in development economics: technology transfer often fails. A country re-
ceives the same machine, the same blueprint, the same license — but productivity turns out to be
several times lower than in the source country. Why? If technology is simply an “input,” there is
no answer: the input is the same, the result is different. If, however, technology is one of the forms
of the informational metafactor, the answer is clear: the machine is a carrier; information is the
content, and the content includes not only the blueprint, but also the skills of handling, organiza-
tional practices, quality standards, and the institutions that ensure compliance with specifications.
All of these are components of the informational regime, and without them the physical carrier (the
machine) does not realize its potential.

Consequence four: information explains the possibility of sustained growth without pro-
portional growth in physical inputs.

If growth is determined only by labor and capital, it runs into diminishing returns: each addi-
tional unit of capital at fixed labor yields a smaller increment of output. Solow showed this for-
mally — and found that in reality growth continues in spite of diminishing returns. The “residual”
saves growth. But where does the “residual” come from?

The metafactor answer: the residual is the effect of information acting not inside the function,
but on the function itself. Information does not add one more unit of capital — it changes the
rules by which capital generates output. Growth can therefore continue even with stable physical
inputs— provided the system’s informational regime keeps improving. The point is not the infinity
of physical resources, but the potential openness of improvements in the very form of the production
function. That openness, however, is not unconditional: it is bounded by energy, verification, and
institutions. We will return to this question later.
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7.

A natural question arises: if information is the metafactor, what determines the productivity of
information itself? Does this not generate an infinite regress — a metafactor of the metafactor, and
so on?

The productivity of information is determined not by “meta-information,” but by the conditions
of its production and application. Those conditions are concrete and measurable: the quality of
measurement systems, the power of computational infrastructure, the reliability of verification insti-
tutions, the availability of energy, the cognitive architecture of agents. All of these are components
of what later chapters will formalize as the verification bottleneck.

An infinite regress does not arise, because information — although it determines the form of
the production function — is itself produced and applied within physical and institutional con-
straints. Landauer’s principle sets a lower bound on energy costs. Simon’s bounded rationality
sets a limit on cognitive processing. Institutional constraints determine the speed of verification.
These constraints are real; they are not informational — they are physical and social. That is why
the metafactor does not create an infinite regress: its action is bounded from below by physics and
from above by institutions.

But — and this is critically important — information can improve the conditions of its own
production. Better models lower the cost of the next discovery. Better institutions speed up veri-
fication. Better computational infrastructures widen the space of processable signals. This is the
positive feedback loop — the accessibility funnel described in the second chapter. It is not infi-
nite, but it is robust: information does not eliminate the constraints on its own production, but it
systematically weakens them.

From this also follows the answer to a question that has remained open: what starts the infor-
mational cycle? More precisely, no start is needed. Information is generated by any interaction —
and interactions happen all the time. The cycle needs not a beginning, but an acceleration. Human
beings did not have to “invent” information. They had to create the infrastructure that allowedmore
productive information to be extracted from interactions: language, writing, number, educational
institutions, the scientific method, computing machines. Each of these steps widened the funnel —
and each was financed by the productivity created by the previous widening.
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8.

The metafactor position entails one more fundamental difference from Romer’s approach — and it
concerns the nature of nonrivalry.

In Romer, nonrivalry is a property of the idea: the same idea can be used by many agents
simultaneously. This observation is true and productive. But in Romer, nonrivalry is a starting
point, a postulate that explains why ideas can generate increasing returns.

In the metafactor theory, nonrivalry receives a deeper explanation. Information is nonrival not
because it is “special,” but because it is nonmaterial — it is the result of interaction, not a thing.
A thing cannot be transferred without being lost. The result of an interaction can be described,
encoded, its description transmitted — without loss of the original. Nonrivalry is not an axiom; it
is a theorem, derivable from the ontology of information.

But from the same foundation follows something Romer does not have: the nonrivalry of content
does not mean free access. The content of a book can be transmitted without loss at the author’s
end. But producing the book, verifying it, printing it, distributing it — all of that costs. And,
more importantly, understanding the content requires the recipient’s own informational infrastruc-
ture: language, education, context. Nonrivalry concerns content; everything else — the material
stages — is finite and costly.

Romer partly accounts for this through excludability: patents and licenses make a nonrival good
excludable, creating incentives for its production. But he does not ask the deeper question: what
determines the capacity of an economy to use a nonrival good? A formula is patented — but if you
lack engineers capable of implementing it, the patent is useless. Information is published — but if
verification institutions are weak, it drowns in noise. Access to information is a necessary, but not
a sufficient, condition. The sufficient condition is observer capacity.

9.

The metafactor position has one more consequence that distinguishes it from all preceding ap-
proaches: it explains the historical dynamics of economic regimes.

If information is a metafactor that determines the form of the production function, then a change
of economic regime is a change of informational regime. Not merely a quantitative change—more
capital, more labor— but a qualitative one: different rules, different combinations, different factors
that turn out to be decisive.
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The agrarian economy is a regime in which the main constraint is land, and information exists
in the form of agronomic knowledge transmitted orally from generation to generation. The infor-
mational density of the system is low; the verification bottleneck is wide; the accessibility funnel
is narrow — the overwhelming majority of potentially accessible information remains noise.

The industrial economy is a regime in which information accumulated in science and engineer-
ing crystallizes in machines (capital). The main constraint becomes capital, and information acts
through it — as objectified knowledge. Informational density rises sharply; the funnel widens; but
the metafactor still acts indirectly — through material carriers.

What is happening now is a transition to a regime in which information begins to act directly:
not through its objectification in machines, but as an autonomous productive force. An algorithm
governs logistics without embodiment in a physical machine— it is the machine. A neural network
makes decisions without the mediation of human labor — it performs the function of labor. Data
become a raw material that is processed to produce new data — without an intermediate transfor-
mation into a physical product.

This is not “one more industrial revolution.” It is a change in the level at which the metafactor
acts: from mediated action to direct action. And it is for that reason that the old categories cease
to work: they were created to describe a regime in which information acted through the factors. In
the new regime, it begins to act instead of them.

10.

Here it is important to draw a boundary without which the thesis of the metafactor is easily distorted.

To say that information is a metafactor does not mean that “information is everything” or that
matter no longer matters. That would be a caricature of the thesis. The metafactor determines the
form of the production function — but the function itself still operates with physical inputs. One
cannot bake bread out of information. One cannot build a bridge out of data. One cannot cure
a patient with an algorithm — not without a medicine produced from material substances.

Information determineswhat kind of bread will be baked, what kind of bridge will be built, what
kind of medicine will be synthesized — and with what efficiency. It determines the form, but it
does not abolish matter. It organizes, but does not replace the substrate.

This limitation is principled — and it follows from the definition itself. Information is nonma-
terial, but it exists only on a material carrier. It cannot act in a void. Landauer’s principle and the
second law of thermodynamics, described in the second chapter, guarantee that any processing of
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information has an energetic cost, and that the organization of matter in one part of the system is
paid for by an increase of entropy in another.

The metafactor does not abolish physics. It determines how physics is used.

11.

There is, however, one circumstance that makes themetafactor radically different from any factor—
and that explains why the current transition runs so deep.

Factors of production do not act upon themselves. Labor does not raise its own productivity;
for that it needs capital (education, tools) or information (knowledge, method). Capital does not
reproduce itself; for that it needs labor and resources. Resources are not created by the economic
system — they are given by nature.

Information is the only element in the system that can act upon itself. Information is used
to produce new information. A method generates a discovery. A discovery generates a method.
A model processes data that generate a better model. This is the recursiveness described in the
second chapter — but here it acquires a systemic meaning.

In agrarian and industrial regimes, this recursiveness was mediated: information improved the
factors, the factors created conditions for new information, but the cycle was slow and passed
through material carriers. New knowledge became embodied in a machine. The machine was used
to obtain new knowledge. Each cycle took years and decades.

In the digital regime, recursiveness becomes direct. Information acts upon information without
the obligatory intermediate stage of materialization. One model trains another model. One algo-
rithm optimizes another algorithm. Data processed by one system become the input for the next —
in seconds rather than in years.

Artificial intelligence is the most radical manifestation of this direct recursiveness. For the first
time in history, the metafactor has acquired the capacity for partially autonomous self-reproduction:
systems that produce information are themselves made of information, trained on information, and
improved by means of information. The cycle has closed — not completely (energy, material
infrastructure, and human verification remain necessary), but enough to change the dynamics of
the system qualitatively.

One example makes this tangible. In 2016, DeepMind’s AlphaGo defeated the world champion
at Go after being trained on millions of human-played games — information produced by human
beings became the input for a machine model. In 2017, AlphaGo Zero reached an even higher
level by training exclusively through games against itself — without a single human game in the
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training set. Information generated information without a human intermediary: every game played
generated data that improved the model, which generated new games. Recursion became direct.
Then the same architecture was transferred to the prediction of three-dimensional protein struc-
tures — AlphaFold — solving one of the key problems of structural biology on which researchers
had been working for decades.2 Information produced in one domain (strategic games) became
an instrument for the production of information in a completely different one (molecular biology).
Three generations — and in each one recursiveness became deeper, more autonomous, and more
productive.

It is this direct recursiveness thatmakes the current transition period unprecedented. Not because
information has become “more important.” It has always been the metafactor. But for the first
time the metafactor has begun to act upon itself directly — and that changes the speed, scale, and
character of all economic processes.

12.

Let us gather the main conclusion.

Information is not a fourth factor of production. It is ametafactor: a phenomenon that determines
the very form of the production function rather than standing inside it alongside labor and capital.3

Without information, labor is not labor, capital is not capital, a resource is not a resource. This is
not an exaggeration, but a logical consequence of the definition given in the second chapter.

Technology is not an independent factor alongside them. It is the most mature, codified, repro-
ducible form of the metafactor’s action. Before the concept of information as a metacategory was
introduced, technology was the best available name for the effect economists could observe but
could not explain from a single foundation. Solow’s “residual,” Romer’s “ideas,” Schumpeter’s
“new combinations” — all of these were approximations to one and the same thing. Now that the
concept of the metafactor has been introduced, technology reveals its true nature: not a separate
force, but the way information becomes an economically reproducible procedure.

2Jumper, J. et al. Highly accurate protein structure prediction with AlphaFold. Nature, 596:583–589, 2021. Hass-
abis and Jumper received the 2024 Nobel Prize in Chemistry for this work.

3Important antecedents exist, even though none of them defines information as a metafactor in the sense used here.
Castells describes informationalism as a mode in which knowledge and information become the primary sources of
productivity and reorganization; Perez shows how technological revolutions reshape the logic of coordination; Hayami
and Ruttan’s notion of a meta-production function points toward a higher-order selection among production regimes;
and Charles Jones highlights how the structure of ideas and technologies affects long-run growth. This book builds
on those lines but makes a stronger claim: information is treated not simply as a source of productivity gains, but as
a force that changes the configuration of factors themselves and, with it, the limits of factor-based reasoning.
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The metafactor position explains what preceding theories described, but did not explain: why
the same physical resources produce different results; where the “Solow residual” comes from; why
technology transfer so often fails; why growth is possible without proportional growth in physical
inputs.

But the main consequence is dynamic. If information is the metafactor, and if the metafactor
has for the first time acquired the capacity for direct recursiveness through AI, then we are entering
a period in which the form of the production function begins to change faster than ever before. It
is not output that grows faster. It is the rules by which output is produced that change faster.

This is the substance of the transition period to which the second part of the book is devoted.
It begins with the concrete mechanism by which the metafactor acts upon the classical factors —
beginning with labor.
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FACTORS UNDER PRESSURE
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Chapter 5

Labor as the First Zone of Absorption

1.

Of all the classical factors of production, labor is the most information-intensive. Capital contains
information in frozen, objectified form: a machine stores a design, but in the course of operating
it does not generate new knowledge. Land and resources become economically significant only
through information, but they do not generate it themselves. Labor is the only factor that is at once
a source, a carrier, and a processor of information. The worker does not merely apply knowledge;
he observes, interprets, makes decisions, corrects actions, and creates new knowledge in the process.
Labor is an informational process embodied in a biological agent.1

That is why the metafactor acts upon labor earlier and more deeply than upon any other factor.
Information absorbs what is closest to it in nature. Labor is closest.

But “absorption” is a word that requires immediate clarification. It does not mean “destruction.”
It means that functions which were previously carried out exclusively through labor begin to be
carried out through information systems — first partially, then increasingly fully. Labor does not
disappear. It loses its monopoly on living productive activity. The distinction between disappear-
ance and loss of monopoly will be maintained throughout the chapter.

2.

To understand how the metafactor absorbs labor, one must first see what labor has been all along
when viewed through the prism of informational theory.

1The primary sectoral evidence for this logic — in particular the regime-dependent relationship between informa-
tional intensity and labor share — is set out in the Empirical Appendix.
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Skill is encoded information. When a machinist shapes a part, his hands do not move randomly:
each movement is the result of thousands of hours of learning, during which the nervous system has
absorbed and encoded information about the properties of the material, the behavior of the tool, and
acceptable tolerances. Skill is an informational program written not on silicon, but on a biological
carrier. The difference between a master and a novice is not muscular strength; it is a difference in
the quantity and quality of information integrated into the body.

Coordination is real-time information processing. When a team of builders raises a wall, each
participant continuously receives and processes signals: the position of other workers, the state
of the material, deviations from the plan, surprises that require adaptation. Without this flow of
information processing, ten workers on a site are not a crew, but ten people obstructing one another.
Coordination is a distributed system of information processing in which each node is a human
agent.

Management is the routing of information. A manager decides who does what, in what order,
and according to what priorities. He gathers information from below, processes it, makes a decision,
and sends a command downward. A managerial hierarchy is, in essence, an informational network
with a definite topology: vertical, centralized, with filters at every level. Coase and Williamson
described the firm as an alternative to the market. In our terms, it is an alternative mode of infor-
mation processing, with a different architecture, different throughput, and different transmission
losses.

Even what is commonly called “physical labor” — digging a ditch, carrying loads, working on
an assembly line — contains an informational component. The worker must know where to dig,
how deep, and by what standard. He must recognize obstacles — rocks, pipes, groundwater —
and adapt his actions. Purely mechanical labor that contains no information processing does not
exist in an economically meaningful context. Even the simplest operation presupposes a minimal
informational loop: observation→ assessment→ action→ feedback.

From this follows a non-obvious conclusion: what economic theory called “labor” for two cen-
turies was, for the most part, an informational process. But so long as that process could occur only
inside the human being — in the nervous system, the muscles, the sensory organs — the informa-
tional content of labor and its biological carrier were inseparable. Just as one could not separate the
information contained in a manuscript from the parchment — before the invention of the printing
press. Information and carrier seemed to be one whole.

Now they are separating.
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3.

The separation of the informational content of labor from its biological carrier is not an event but
a process stretched across centuries. It passes through four distinguishable phases, each of which
expands the domain in which information acts without the mediation of the human body.

First phase: augmentation. Information strengthens labor without replacing it. A tool is
knowledge externalized: the form of an axe encodes information about the properties of wood and
the mechanics of impact. Writing makes it possible to store information outside biological mem-
ory. Specialization— Smith’s division of labor— allows each worker to concentrate informational
capacity on a narrow segment. In all these cases, information acts through the human being: it en-
larges his capacities, but does not replace his presence. The worker remains the indispensable node
at every point in the process.

This phase lasts for millennia — from the first tools to the early modern period. Its economic
logic is simple: productivity rises, but it rises roughly in proportion to the number of people in-
volved in the process. More people — more information processed — more output. Labor and
information scale together.

Second phase: routine mechanical substitution. Beginning with the Industrial Revolution,
information begins for the first time to act instead of labor — but only in a strictly limited space.
The loom replaces the weaver’s hands. The assembly line replaces the worker’s movement between
operations. Watt’s automatic governor replaces the human being who monitored the flow of steam.
In every case, what is being replaced is the same thing: a repetitive, fully codifiable sequence of
physical actions. Information about the process is extracted from the human being, inscribed in the
design of the machine, and reproduced without his participation.

But — and this is decisive — only the executive function is replaced. The machine acts, but
it does not see, evaluate, or adapt. It is blind: it carries out the program inscribed in it without
processing feedback. That is why a human being still stands beside every machine — an observer,
controller, adjuster. The informational loop of observation → evaluation → adaptation remains
human. The machine replaces the hands, but not the eyes or the head.

Third phase: cognitive substitution. Beginning in the mid-twentieth century — with comput-
ers, databases, expert systems — and accelerating sharply from the 2020s onward — with large
language models and generative AI — information begins to replace the cognitive functions of la-
bor. Not the hands, but the head. Not physical operations, but information processing: analysis,
classification, text generation, pattern recognition, translation, diagnosis, code writing, decision-
making under conditions of incomplete information.
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This is a qualitatively new stage. For the first time, what is being replaced is not the execution
of a predefined program, but the very capacity to process information — that which had been
regarded as the essential difference between living labor andmachine activity. The programmer, the
lawyer, the diagnostician, the financial analyst, the translator, the designer — all these professions
are defined by their informational content. And it is precisely that content that has now become
reproducible by an information system.

The speed of this phase is unprecedented. More than a century passed between the invention
of the steam engine and mass mechanization. Less than three years passed between the appear-
ance of GPT-4 and the broad diffusion of generative AI into legal practice, medical diagnostics,
programming, and the creative industries. This is not gradual evolution. It is a phase transition.

Fourth phase: a new type of physical substitution. At the same time as cognitive substi-
tution — though with some delay — there unfolds a process fundamentally different from the
mechanization of the nineteenth century. New-wave robotics replaces not muscular energy, but
sensorimotor coordination — that is, the informational content of physical labor.

A warehouse robot does not merely move boxes — it recognizes objects, orients itself in space,
and adapts its trajectory in real time. A surgical robot does not merely hold a scalpel — it processes
visual information, compensates for tremor, and acts with a precision unavailable to the human hand.
Autonomous transport does not merely move along a route — it continuously processes a stream
of sensor data, making hundreds of decisions per second. Humanoid robotic platforms are being
designed to work in unstructured environments: the factory floor, the warehouse, the household.2

The difference from the second phase is not quantitative, but architectural. A nineteenth-century
machine tool is frozen information embodied in a mechanism. It executes one program. A twenty-
first-century robot is AI endowed with a body. It processes information, adapts, and learns. Old
mechanization replaced muscles. New robotics replaces what the human brain did while directing
muscles: perception, coordination, situational adaptation — the informational loop that remained
human during the second phase.

4.

The four phases describe a historical process. But the present situation is not merely a continuation
of a trend. It is a structurally new configuration that can be described as a pincer movement.

2At the time of writing, leading projects include Unitree and AgiBot (China), UBTech (China), Optimus (Tesla),
Figure (Figure AI), and Atlas (Boston Dynamics); Chinese companies account for the overwhelming majority of global
shipments. For a meta-analysis of the literature on the labor-market effects of robotization, see Guarascio, D. et al.
Robots vs. Workers: Evidence From a Meta-Analysis. Journal of Economic Surveys, 2025.
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Cognitive substitution (AI) presses on labor from above — from the side of information pro-
cessing, decision-making, and knowledge generation. The new type of physical substitution (robo-
tization) presses from below — from the side of sensorimotor interaction with the material world.
For the first time, both sides of labor — cognitive and physical — are under pressure from one and
the same source: the informational metafactor.

This convergence makes the present situation fundamentally different from all previous ones.
A next-generation robot and a language model are not two independent technologies. More and
more often they are built on the same architecture. A foundation model trained on text, images,
and video governs both the generation of a legal memorandum and the movement of a robotic ma-
nipulator. The difference lies in the interface: in one case the output is text, in the other a motor
command. But the informational core is one. This means that progress in one domain is automat-
ically transmitted into the other: every improvement in a model’s capacity to understand context,
recognize patterns, and plan sequences of action improves both the cognitive agent and the physical
one.

But the speeds are different— and this difference matters for understanding the transition period.
Cognitive substitution scales almost instantly: the same model can be deployed on millions of
servers within days. The cost of the marginal copy tends toward zero. Physical substitution scales
more slowly: each robot is a physical object that requires manufacturing, logistics, calibration, and
maintenance. A body is more expensive and slower than a mind.

This claim can now be given a precise empirical floor. A companion study by the author com-
pares the full cost architecture of human and machine symbolic production across four countries.3

The results reveal not a marginal advantage, but a regime change.

The median ratio of marginal costs — human to machine — stands at approximately 630:1. A
thousand tokens of human symbolic output cost, at the median, roughly $90 in PPP terms; the
same volume costs the commercial API layer roughly $0.14. Throughput differs by three orders of
magnitude: where a human specialist produces on the order of 105–106 tokens per year, a single
industrial-scale inference cluster produces on the order of 109. Expressed in biographical units, the
asymmetry is still more stark: the annual output of one such cluster is equivalent to the lifetime
symbolic output of between 48 and 194 human specialists, depending on the reference layer and
scenario.

3See the companion paper: The Industrialization of Symbolic Production: A Cost-Architecture Comparison of
Human and AI Text Output (2026). The comparison is restricted to raw symbolic output — tokens, words — and
deliberately excludes correctness, judgment, and institutional legitimacy. Those higher-order filters are the subject of
Chapter 8 and the discussion of κ.
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These are not projections. They describe the cost ratios that exist today. And they point to
something more fundamental than a price difference.

Throughout economic history, the capacity for symbolic production — the writing of texts, the
drafting of analyses, the composition of code — has been reproduced biographically: through
years of upbringing, education, socialization, and professional experience embedded in a specific
human body. The cost structure of that reproduction is large, country-specific, and slow: it takes be-
tween 18 and 25 years and costs, depending on the country and the level of specialization, between
$100 000 and $1 500 000 in PPP terms.

What is now emerging is an alternative mode of reproduction: infrastructural.4 Symbolic ca-
pacity is assembled not through biography, but through model training, hardware deployment, and
operational expenditure on energy and maintenance. Its fixed costs are high but shared across bil-
lions of output units; its marginal costs are negligible; and its scaling is limited not by the human
lifespan, but by the number of chips in a rack.

The cognitive pincer, therefore, is not simply “AI replaces thinking.” It is the appearance of an
entirely different production regime for symbolic output— one in which the biographical reproduc-
tion of the specialist ceases to be economically necessary for the act of generation. The specialist
remains necessary — but for a different function. We will return to that function in section 8.

From this follows an asymmetry of the transition period. Cognitive labor will come under pres-
sure earlier and more intensely than physical labor. This runs against a widespread intuition: it is
commonly assumed that “manual labor” is more vulnerable, while “mental labor” is more protected.
In fact, the opposite is true. Information replaces first of all what is itself information. Cognitive
labor is information processing. Physical labor is information processing plus material interaction.
That additional layer — the body — creates a temporary buffer. But only a temporary one: as
robotic platforms become cheaper and more capable, that buffer narrows.

A methodological honesty is required here. While the cost architecture of the cognitive pin-
cer can be measured directly — the companion study provides that measurement — the physical
pincer lacks an equivalent quantitative baseline in this book. The empirical literature offers partial
answers. Acemoglu and Restrepo estimate that the arrival of one new industrial robot in a local U.S.
labor market coincides with an employment reduction of 5.6 workers.5 But a recent meta-analysis

4The closest recent analogues are Ide and Talamàs, who analyze how AI automates noncodifiable knowledge work
and reorganizes the knowledge economy, and Autor and Thompson, who develop an “expertise” framework in which
automation changes the scarcity value of human expertise within and across occupations. The present book builds on
this shift but reformulates it more generally as a distinction between biographically reproduced symbolic power and
infrastructurally scalable symbolic power.

5Acemoglu, D. and Restrepo, P. Robots and Jobs: Evidence from US Labor Markets. Journal of Political Economy,
128(6):2188–2244, 2020.
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of 33 studies by Guarascio et al. finds that the aggregate relationship between robotization and
employment remains minimal, with negative effects concentrated in specific contexts: the United
States, manufacturing sectors, and middle-skilled occupations.6 The aggregate effect is small —
but the structural logic is the same as for the cognitive pincer: once the informational core of phys-
ical labor can be captured by a foundation model, the cost curve of physical substitution begins to
follow the cost curve of the model that governs it. The body remains a buffer. But the buffer is
governed by a mind whose marginal cost is collapsing.

The metaphor of pincers is not accidental: they are converging. And the space between them—
the space in which human labor remains indisputably necessary — is narrowing from both sides at
once.

5.

For more than twenty years, the dominant framework for analyzing the technological displacement
of labor was the model proposed by David Autor and his coauthors. It deserves separate consider-
ation — both because it was extraordinarily productive and because its limit makes visible exactly
what we need to see.

Autor, Levy, and Murnane proposed distinguishing tasks along two axes: routine versus non-
routine, cognitive versus manual. This produced a 2 × 2 matrix. Their central thesis: comput-
erization substitutes for routine tasks — both cognitive (bookkeeping, data processing) and man-
ual (assembly-line work). Nonroutine tasks — both cognitive (management, creativity, diagnosis)
and manual (caregiving, repair in nonstandard conditions) — remain the domain of the human
being, because they cannot be fully formalized.

This framework explained the observed polarization of the labor market: employment growing
at both ends — the high-skill pole (nonroutine cognitive) and the low-skill pole (nonroutine man-
ual) — while the middle (routine tasks) contracted. The model was empirically validated for the
period from the 1980s through the 2010s and became a standard analytical tool.

But now its boundary is becoming visible — and it runs through an unexpected place.

The boundary is not that the model is “outdated.” It lies in the very concept of “nonroutine.”
Autor defined the nonroutine through the impossibility of formalization: a task is nonroutine if it
cannot be described as a set of rules applied to structured data. In 2003, that was a reasonable

6Guarascio, D. et al. Robots vs. Workers: Evidence From a Meta-Analysis. Journal of Economic Surveys, 2025.
Already cited in footnote 2 above.
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criterion. Legal analysis, medical diagnosis, the translation of literary texts, writing code — all of
these seemed fundamentally non-formalizable.

It turned out theywere formalizable. Not in the sense that explicit rules were successfully written
down. But in the sense that systems trained on a sufficient volume of data reproduce the result
that was previously achievable only by “nonroutine” human labor. A large language model does
not “know the rules” of legal analysis — but it produces legal analysis. It does not “understand”
pathology—but it delivers a differential diagnosis. The distinction between routine and nonroutine
turned out to be not ontological but epistemic — it reflected not the nature of the task, but the
capacity of available observers.

The displacement of that boundary has been independently formalized in recent economic the-
ory. Catalini, Hui, and Wu model the automation frontier not through the routine/nonroutine dis-
tinction, but through measurability: a task becomes automatable not when it is simple, but when
its inputs and outputs can be cost-effectively measured and codified.7 Their “measurability gap”
(∆m = mA − mH) — the divergence between what agents can execute and what humans can
affordably verify — is structurally analogous to the verification bottleneck κ developed in this
book, though built from contract theory rather than from the informational ontology of production.
The convergence of conclusions from different starting points strengthens the underlying claim:
the boundary of automation is not an intrinsic property of tasks, but a function of measurement
technology — and that function is shifting rapidly.

In the terms introduced in the second chapter: “nonroutine” was noise for the previous genera-
tion of information systems — a signal for whose processing the models and computational power
were insufficient. When capacity grew, noise became signal. The boundary shifted.

This returns us to the same principle that was described with the example of quant hedge funds:
the boundary between what can and cannot be processed is determined by observer capacity, not by
the nature of the object. Routine and nonroutine are not properties of the task; they are properties
of the relation between the task and the system that processes it. For a system with sufficient
informational capacity, there is no nonroutine — there is only the not-yet-processed.

A necessary qualification: this is a statement about the logic of the tendency, not an instanta-
neous empirical fact. Not all nonroutine tasks have been solved today. The boundary is shifting—
but it has not disappeared. The shift, however, runs in one direction — and at an acceleration that
makes it not an extrapolation, but an observable process.

One example makes this tangible. Medical diagnosis — until recently, the exemplary case of
nonroutine cognitive labor. The diagnostician integrates visual information, patient history, clinical

7Catalini, C., Hui, X. and Wu, J. Some Simple Economics of AGI. arXiv:2602.20946v2, 2026.
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context, and intuition accumulated over years of practice. Autor would rightly have placed it in
the nonroutine cognitive quadrant. But by the mid-2020s, AI systems had matched specialists —
and in a number of cases surpassed them — in dermoscopy, radiology, and histopathology. They
did not “understand” medicine; they processed a volume of visual data inaccessible to any single
human being in a lifetime, and they detected patterns that were noise for the previous generation of
observers. The physician did not become unnecessary— but the “nonroutineness” of his diagnostic
work turned out to be a characteristic of the era, not a property of the task.

From this follows: the true boundary runs not between the routine and nonroutine content of
labor, but between the informational and the non-informational. Everything that is information
processing — of any complexity, any “creativity,” any “nonroutineness” — can in principle be
delegated to an information system given sufficient capacity. The question is not which tasks are
automatable. The question is what in labor is not information processing.

The answer to that question determines what remains.

6.

What in labor is not information?

If one follows the logic of the metafactor consistently, the answer is discouragingly brief. But it
is not empty — and each of its elements deserves honest analysis, free of both illusion and panic.

Physical presence at a particular point in space and time. Information is nonmaterial —
but the world is material. Where physical interaction with a specific object in a specific place is
required, an agent capable of such interaction is needed. Today that is a human being or (increas-
ingly) a robot. The constraint is real — but it pertains to the carrier, not to the content. As robotics
advances, the space in which only the human body can serve as that carrier narrows.

Legal andmoral responsibility. Someonemust answer for a decision— sign a verdict, approve
a diagnosis, launch a rocket, recall a product from the market. Today only a human being can do
that — not because human decisions are better, but because legal and moral systems are built on
the presumption of human accountability. But this is an institutional convention, not an ontological
necessity. It may be— and probably will be— revised once the pressure of efficiency grows strong
enough.

Verification. As AI produces more and more — texts, code, diagnoses, designs — someone
must check what has been produced. Verification is the kind of work that in the transition period
migrates toward the human being. But — and this follows from our own theory — verification is
itself information processing. And therefore it, too, is absorbable. Today a human being verifies AI
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output. Tomorrow one model verifies the output of another. The human being remains the arbiter
of last resort — but “last resort” is receding further and further from the point of production.

Ethical and political judgment. The decision about what is right and what is permissible
remains, for now, the prerogative of the human being. But honesty demands a qualification here as
well: most people inmost work situations do not exercise ethical judgment. They follow procedures
written by others. Ethical judgment as a labor function is the privilege of the few.

Each of these elements is real. None is a wall — all are lines that shift as the metafactor builds
capacity. The direction of the shift is unambiguous: the space in which labor is irreplaceable is
narrowing.

One thing perhaps remains — and it is not a labor function in the economic sense. It is the
question “what for?” Not the answer, but the very capacity — and necessity — to ask it. Goal-
setting, meaning-making, the determination of what production exists for in the first place. But
this is not a task that can be assigned to billions of workers. It is not a new profession. It is
a departure beyond the boundaries of labor as an economic category. And as such, it belongs not
to the analysis of the transition period, but to the event horizon to which we will turn in the fourth
part of the book.

Here it is enough to register: what “remains to the human being” is not a bastion, but a receding
line. The transition period is defined not by the fact that the human being retains certain functions
forever, but by the speed and order in which he loses them.

7.

Having described what is absorbed, we must now describe how the direction of determination
between labor and information is changing. Because what is occurring is not simply substitution—
it is inversion.

Throughout all preceding history, labor created the informational environment. Workers built
institutions, developed knowledge, formed organizations, created technologies. The direction was
unambiguous: labor → information. The human being observed, encoded, transmitted, verified.
Information was a product of labor.

Of course, even then feedback existed: information, once produced, influenced labor— through
education, standards, technologies. But the balance of power was clear: labor was the subject,
information the object. The worker decided what information to produce, how to use it, where to
direct it.

Now that relationship is inverting.
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An algorithm defines the task. A platform sets the format of work. A model generates a draft —
and the human being edits, supplements, approves. A recommendation system decides what the
delivery driver will carry next. A warehouse management system determines where the picker
will go. Algorithmic management on gig-economy platforms — Uber, Amazon Mechanical Turk,
Upwork — allocates tasks, evaluates results, and sets rates — without a human manager.

This is not a special case of “bad platforms.” It is a manifestation of a general structural tendency.
In the transition period, information increasingly produces the frame within which labor exists —
determining what counts as a task, how it is structured, what the criteria of success are, and what
a unit of work is worth. Labor does not disappear — but it loses its agency. From being the source
of information, it becomes one component of an informational process governed from outside.

Inversion also appears in subtler forms. When a programmer uses an AI assistant to write code,
who is helping whom? Formally, AI is helping the programmer. In practice, the programmer
increasingly functions as a verifier and editor of what the model produces. When a physician uses
an AI diagnostic system, the role shifts from “the person who makes the diagnosis” to “the person
who confirms or rejects a diagnosis made by the machine.” The content of the work is the same.
The direction of initiative is opposite.

This does not mean the human being becomes redundant. Verification, editing, approval —
all of this is real and necessary work. But it is work of a different kind: not the production of
information, but quality control of information produced by another agent. Labor migrates from
generation to validation. From creation to curation.

8.

It is here that the outline of a phenomenon emerges that will prove central to the entire book.

Verification is not a technical detail, but a fundamental constraint. In the second chapter, the
physical limit on information operations was introduced; in the third, Coase and Williamson were
shown to be investigators of the informational nature of transaction costs. Here the two lines con-
verge: at the core of those costs lies the checking of quality, the confirmation of reliability, and the
establishment of trust. Verification is the bottleneck through which a raw signal becomes reliable,
actionable knowledge.

The quantitative data presented in section 4 make this link precise. When the marginal cost
of symbolic generation falls by a factor of six hundred, the constraint does not disappear — it
migrates. What was once scarce (the capacity to produce a legal memorandum, a diagnostic report,
a block of code) becomes abundant. What was always present but economically invisible (the
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capacity to verify that the memorandum is correct, the diagnosis sound, the code secure) becomes
the binding limit. The verification bottleneck κ is not an abstract theoretical construct. It is the
direct consequence of the cost revolution in generation: the cheaper production becomes, the more
expensive — in relative terms — verification turns out to be.

In the transition period, this bottleneck becomes critical. The volume of automatically produced
information is growing exponentially. The capacity to verify that information is growing much
more slowly— because verification requires context, judgment, and institutional trust, all of which
scale less well than computational power.

It is to this bottleneck that a significant share of human labor is migrating. The editor who
checks AI-generated text. The engineer who reviews code written by a model. The physician who
confirms an automated diagnosis. The analyst who validates an algorithm’s recommendations. In
every one of these cases, the human being performs the function that is the most expensive and
slowest part of the information chain: turning the produced into the verified.

But even this frontier is temporary. Verification is itself information processing, and therefore
subject to absorption. Already, some models check the output of other models. Formal code-
verification systems have existed for years. Automated fact-checking is an active area of develop-
ment. The human being retreats to the role of “last-resort verifier” — but “last resort” is defined
not by the nature of verification, but by the current level of trust in automated systems. When trust
grows — and it will grow, if systems prove sufficiently reliable — the last resort will shift one
more step.

The concept of the verification bottleneck will be developed as a formal construct later, in the
chapter on κ. Here it is enough to register its labor dimension: the scarcity in the transition period
is not a scarcity of production, but a scarcity of validation. And it is this scarcity that determines
where and for how long demand for human labor persists.

9.

Until now, the analysis has been conducted in terms of functions and processes. But labor is not
merely a factor of production. It is a social category around which the entire architecture of modern
society has been built.

Wages are the main mechanism for distributing income. More than two-thirds of national in-
come in developed economies takes the form of compensation for labor. When information ab-
sorbs the functions of labor, it does not simply raise productivity — it undermines the mechanism
through which the majority of people gain access to produced wealth.
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The social contract— the implicit agreement among capital, labor, and the state— is built on the
assumption that labor is a source of value and therefore deserves remuneration. Marx’s labor theory
of value and the neoclassical theory of marginal productivity — for all their differences — both
presuppose that labor makes a measurable contribution to production and is rewarded in proportion
to that contribution. What happens to that assumption when the contribution of labor becomes
indistinguishable from the contribution of the information system that supplements or replaces it?

Dignity and identity. In most cultures, labor is not merely a source of income; it is a source
of social status, self-respect, and the structure of everyday life. “What do you do?” is a question
ordinarily answered with the name of a profession. When information absorbs the content of a pro-
fession — not destroying it formally, but hollowing it out, turning the specialist into an operator
attached to a system — the consequences run far beyond the economy.

Political representation. Trade unions, labor law, systems of social insurance — all these are
institutions built around labor as a central category. They presuppose an identifiable worker per-
forming identifiable work for an identifiable wage from an identifiable employer. The gig economy
has already blurred this construction. AI blurs it further: who is the “worker” when a significant
part of the work is performed by a model?

Power. Whoever owns the means of information production determines what labor is needed,
how much of it is needed, and how much it will be paid. The concentration of AI infrastructure in
the hands of a few companies is not only a technological fact, but a political-economic one. Marx
analyzed the alienation of the worker from the means of production. Informational alienation goes
deeper: the worker is alienated not only from the means, but from the content of his labor itself —
when a model trained, among other things, on his own work replaces his function.

The point of this enumeration is not to propose solutions. Solutions belong to politics, not to
theory. The point is to register the structure of tensions generated by the transition period. Those
tensions are neither accidental nor temporary. They follow from a fundamental shift: the category
on which the social architecture has been built — labor — is losing the role that justified the entire
construction. If labor ceases to be the only living substance of productivity, then systems built on
that assumption require revision — not reform, but revision at the level of foundations.

We will return to the question of value, distribution, and power in the third part of the book.
Here it is enough to register the following: the transformation of labor is not only an economic
process. It is a crisis of social ontology.
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10.

We can now state the result.

Labor is the first zone of absorption because it has always been the most information-intensive
factor. Skill, coordination, management, even physical work— all of this contains an informational
core. So long as information could act only through a biological carrier, that core was inseparable
from the human being. Now it is separating.

Absorption proceeds through four historical phases — augmentation, mechanical substitution,
cognitive substitution, and a new type of physical substitution — and is now entering the stage of
the pincer movement: AI absorbs the cognitive content of labor, while robotization absorbs the
physical. The convergence of the two processes on a common technological base means that the
speed of their convergence will continue to increase.

Autor’s framework — routine/nonroutine — was adequate to the previous era, but it turned out
to be tied to the power of the observer rather than to the nature of the task. The true boundary lies be-
tween the informational and the non-informational content of labor. And everything informational
is in principle absorbable.

What remains to the human being— physical presence, responsibility, verification, ethical judg-
ment — is real, but it represents a receding line, not a bastion. The direction of movement is
unambiguous; the question is the speed.

In the transition period, labor migrates from generation to verification, from being the subject
of the informational process to being one element within a system governed by information. This
creates fundamental tensions in social structures built on the assumption of the centrality of labor.

The formula of the result is this: labor does not disappear — but it loses its monopoly on living
productive activity. For the first time in history there exists a nonhuman agent capable of producing
information— and this changes not the quantity of labor, but its categorical status within the system
of factors.

A qualification is necessary. As of this writing, aggregate labor-market indicators — employ-
ment levels, unemployment rates — do not yet register mass displacement, neither in symbolic
nor in physical labor. The standard metrics are lagging and aggregate by construction; they are
designed to detect recessions, not regime changes. But the cost architecture has already shifted to
a point where displacement is economically rational, and a set of early indicators is consistent with
the theoretical logic developed above.

First, the demographic pipeline: Brynjolfsson et al. document a 16% relative decline in employ-
ment among workers aged 22–25 in occupations with high AI exposure — the entry-level cohort
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through which future expertise is formed.8 The conveyor of biographical reproduction is narrowing
before the aggregate numbers move.

Second, the capital reallocation: major technology firms — Oracle, Amazon, Meta, Microsoft
— are simultaneously posting record profits and conducting mass layoffs, redirecting the freed
capital into AI infrastructure. This is not cyclical cost-cutting. It is a structural transfer of resources
from payroll — the funding of biographical labor — into compute infrastructure — the funding of
infrastructural generation.

Third, the internal composition of output: by the estimates of their own executives, AI now
generates more than 30% of new code at Microsoft and Google. The headline employment figure
has not changed proportionally. The composition of what a worker does within that employment
has.

None of these indicators, taken individually, constitutes proof of a completed transition. Taken
together, they constitute evidence that the cost-architecture shift documented in the companion
study is beginning to manifest in organizational decisions, hiring patterns, and the internal structure
of production — even before aggregate statistics register the change.

But if labor is information acting through a biological carrier, then what is capital? Capital is
information acting through a material carrier of another kind: not through the body, but through
the machine, the building, the infrastructure. What happens to capital when the metafactor begins
to act directly?

That is what the next chapter is about.

8Brynjolfsson, E., Soni, A. and Varian, H. Labor Market Exposure to AI: Cross-Occupation Analysis. NBER
Working Paper, 2025.
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Chapter 6

Capital as Materialized Information

1.

Capital is the second zone in which the metafactor acts. But the dynamic here is different.

Labor is replaced: functions previously performed by the human being begin to be performed
by an informational system. Capital is redefined: it is not so much replaced by something else as
coming to reveal its true nature — a nature that was always informational, but was concealed by
the material substrate.

If labor is information on a biological carrier, then capital is information on a material carrier of
another kind: not on the body, but on the machine, the building, the infrastructure. The difference
between them lies not in their relation to information (both are saturated with it), but in the type
of carrier and in the way information acts within them. Labor processes information in real time.
Capital stores it in frozen form.

The central question of this chapter is this: what makes capital capital when its value, productiv-
ity, depreciation, and reproduction are determined less and less by the physical substrate and more
and more by informational organization?

2.

Capital has always contained information. This is not a new observation— but it was never carried
through to its conclusion.

In the contemporary literature, the closest empirical approximation to this idea is the analysis of
intangible assets. Haskel and Westlake show convincingly that a growing share of investment in
advanced economies takes the form of software, R&D, design, brands, organizational capital, and
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other intangible assets. This is an important step: it registers that capitalism can no longer be under-
stood as a system based primarily on physical stocks. But their framework remains a framework of
expanded capital: for them, the intangible still appears as a special kind of asset. The present text
takes the next step and argues that the informational content here does not simply alter the compo-
sition of capital, but undermines the earlier boundary between capital as a stock and information
as a more fundamental productive force.

In the third chapter we showed that Marx came closer than anyone to this thesis — and stopped
halfway, focusing on appropriation rather than on the nature of information. Let us continue where
he stopped.

If we view the history of capital through the lens of the metafactor, a stable tendency becomes
visible: the informational density of the unit of capital rises monotonically. A stone bridge con-
tains minimal engineering knowledge— empirical, accumulated through centuries of trial and error.
A steam engine contains much more: thermodynamics, metallurgy, precision mechanics. An elec-
tric turbine contains more still. A transistor more still. A contemporary microchip is probably
the most informationally dense physical object humanity has ever created: billions of elements
arranged with nanometer precision according to a design in which decades of fundamental and
applied research are encoded.

At each step of this ladder, the physical mass of the unit of capital may have increased or de-
creased — but the information embodied in it only increased. A ton of steel in the nineteenth cen-
tury and a ton of steel in the twenty-first are physically similar; but in a ton of twenty-first-century
steel incomparably more knowledge is embodied about alloying, rolling, and quality control. The
substrate is the same. The content is not.

Economically, this means that what the buyer of a capital good is paying for is less and less the
material and more and more the design embodied in it. We already said in the second chapter that
a machine costs what the information built into it costs. Now it is time to show that this is not an
observation, but a regularity — and to trace where it leads.

3.

For information encoded in capital to act, it requires infrastructure. And every economic epoch
builds its own — vast, expensive, and inevitably material.

The agrarian economy built canals, roads, and ports — the infrastructure for moving goods and
people. The industrial economy built railways, power grids, and factories — the infrastructure that
allowed capital to operate at scale. Each of these layers did not abolish the previous one, but was
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built on top of it: the factory required the road; the power grid required factories to produce the
equipment.

The informational economy builds its own infrastructure: fiber-optic networks, cell towers, data
centers, chip fabs, energy complexes that feed computation. And here a paradox appears that must
be stated with full clarity.

It is commonly thought that the informational economy is “lighter” than the industrial one —
less material, more virtual. This is an illusion. TSMC’s semiconductor fab in Tainan is among
the most expensive and technologically complex objects ever built. Its cost is measured in tens of
billions of dollars. The requirements of environmental purity, precision equipment, and reliability
of energy supply exceed anything the industrial age had known. The world’s data centers consume
electricity comparable to that of medium-sized states — and that consumption is growing faster
than the capacity of renewable sources.1

The informational age is not lighter than the industrial age in material terms. It is heavy in
a different way. Its infrastructure is no less physical than a blast furnace or a railway. But it is
physical in order to serve immaterial content. Every data center is a gigantic physical construction
whose sole purpose is to store, process, and transmit information. Every chip fab is a colossal
material structure designed to create objects whose value is determined not by silicon, but by the
architecture of computation realized within it.

This is a direct consequence of the principle established in the second chapter: information is
nonmaterial in content, but always exists on a material carrier and requires energy to be processed.
Landauer’s principle is not abolished by the digital revolution — it becomes visible within it at the
macroeconomic scale. The apparent dematerialization of the economy requires an unprecedented
material base.

4.

And yet something really is changing — and the change is too significant to be dismissed as an
illusion.

The five largest companies in the world by market capitalization — Apple, Microsoft, Alpha-
bet, Amazon, Nvidia — possess material assets that make up only a small share of their market
value. The gap between book value and market valuation is empirical evidence that the market is

1According to the International Energy Agency, electricity consumption by data centers amounted to approximately
415 TWh in 2024 and, under the base-case scenario, is projected to double by 2030. See IEA, Energy and AI, IEA,
Paris, 2025.

69



Chapter 6. Capital as Materialized Information

pricing something accounting cannot measure: algorithms, architectures, ecosystems, data, brands,
organizational knowledge — that is, informational content rather than physical substrate.

But it would be amistake to describe this simply as the “growth of intangible assets.” That phrase
belongs to the language of accounting, and it describes the symptom rather than the mechanism.
The mechanism lies deeper: in the unit of capital, the historical relation between carrier and content
is shifting — in favor of content.

A steam engine: tons ofmetal in which comparatively simple engineering knowledge is encoded.
The relation favors the carrier. A microchip: a few grams of silicon in which billions of logical
elements are encoded. The relation favors the content. A trained neural network: the content is
there, while the physical carrier is merely a configuration of electrical states on a server that can be
moved to another server without loss. Content begins to exist almost independently of the particular
substrate.

From this shift follows an economic consequence that changes the whole logic of capital: the
paradox of reproduction. Physical capital is expensive both to create and to copy. To build a second
factory requires almost as many resources as the first. Informational capital is expensive to create—
and almost free to copy. Training a large language model costs hundreds of millions of dollars.
Deploying a copy of the trained model is a trivial operation. The first instance absorbs colossal
resources. Every next one — almost none.

This inverts the classical relation between fixed and variable costs. In the industrial economy,
marginal costs fell with scale, but remained significant: each additional unit of output required
material, energy, and labor. In the informational economy, the marginal costs of reproduction tend
toward zero — and this is not an anomaly, but a direct consequence of the immateriality of content
together with its separability from the carrier.

The heaviness of infrastructure and the lightness of content create the tension that defines the
appearance of the transition period. On the one hand, there is apparent dematerialization: content
dominates, copies are nearly free, value is no longer tied to physical bulk. On the other hand, there
is unprecedented material heaviness: data centers, chip fabs, and energy complexes cost more than
any industrial objects of the past. This is not a contradiction — it is the two-sided logic of the
metafactor. Information is nonmaterial — but it acts only through matter. Content separates from
the particular carrier — but not from materiality as such. And the more information is processed,
the more massive the infrastructure required for that processing becomes.
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5.

From the shift in the relation between carrier and content follows another transformation, one that
undermines one of the basic instruments of economic analysis: the classical theory of depreciation.

Physical capital wears out predictably. A machine tool rusts, a building decays, a road deterio-
rates. The rate of wear can be estimated, built into calculation, distributed across periods. Account-
ing depreciation — linear, accelerated, by units of output — despite all differences describes one
and the same process: the gradual loss of physical functionality. This worked so long as the value
of capital was determined by its physical characteristics.

Informational capital does not rust. It becomes obsolete— but it becomes obsolete in a different
way: not gradually, but discretely; not physically, but informationally. An algorithm that governed
logistics yesterday may lose its value instantly not because it stopped working, but because a better
one appeared. A software product loses value not through wear of the code, but through a change of
standard, a shift in the ecosystem, the emergence of a competing architecture. A trained model that
was state-of-the-art last year may become useless this year — not because the data were damaged,
but because the next generation of models made its approach a dead end.

This is not an accelerated version of physical wear. It is a different type of devaluation: informa-
tional obsolescence. It has no uniform rate. There are discrete events — the appearance of a better
model, a technological breakthrough by a competitor, a change in architectural standard — each of
which can instantly wipe out the value of a capital asset that remains physically fully functional.

The same dynamic can be observed at the level of infrastructure — only on a slower scale.
A railway serves for a century. A telephone network for half a century. A data-center architecture
becomes obsolete in five to seven years: a new generation of processors demands different cooling,
different power supply, a different layout. Physically, the building remains. Informationally, it is
already inadequate. The higher the informational density of capital, the shorter its informational
horizon — even if its physical horizon has not changed.

In the second chapter we noted that information has no single rate of depreciation. A physical
constant does not become obsolete at all. An engineering standard becomes obsolete slowly. Amar-
ket forecast — instantly. Now that observation receives a direct application to the theory of capital:
capital whose value is determined by informational content inherits the temporal heterogeneity of
information. Different forms of informational capital have radically different “shelf lives,” and
an economy in which the share of such capital is rising confronts a problem that classical theory
cannot process well: unpredictable, discrete, nonlinear depreciation of its main assets.
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6.

The internal transformation of capital — rising informational density, the infrastructure paradox,
the shift toward content, informational obsolescence— has now been described. We can see it next
at the scale of the long history of factors.

What is happening now to capital is not the first instance in which a factor of production loses
its status as the main limiting condition. There is a precedent — and it is instructive.

In the agrarian economy, land was the principal factor. Whoever owned land owned the source
of wealth. Capital existed — plows, mills, canals — but it was subordinate to land: its function
was to make land more productive. Labor existed too — but it was tied to land and valued through
it. The whole social structure — feudal hierarchy, land rent, aristocracy — was built around land
as the central category.

The Industrial Revolution inverted the hierarchy. Capital — factories, machines, infrastruc-
ture — became the principal factor. Land did not disappear: it remained necessary — for plac-
ing factories, extracting raw materials, agriculture. But it ceased to be the determining constraint.
Wealth came to be determined not by how much land one possessed, but by how much capital one
possessed— and how it was organized. The social structure was rebuilt: the bourgeoisie displaced
the aristocracy, wages displaced rent, the factory displaced the estate.

Land was not destroyed. It was subordinated. Capital did to land what every rising factor does
to the previous one: it did not abolish it, but redefined its role in the system.

The thesis of this chapter — and more broadly of this book — is that information is doing the
same thing to capital. It does not destroy it — it subordinates it. Capital remains necessary: servers,
networks, buildings, energy are all required. But it ceases to be the determining constraint. Wealth
is increasingly determined not by the volume of capital, but by the informational regime within
which capital functions. Two firms with identical physical capital may differ in productivity by
orders of magnitude — and the difference lies entirely in informational organization: algorithms,
models, data, procedures, knowledge.

A necessary qualification: this shift should not be represented as a linear succession of epochs
in which one factor simply “replaces” another. Land did not disappear with the arrival of capital;
it continues to play a role — only a subordinate one. Capital will not disappear with the arrival
of information. What is at stake is a shift in hierarchy — in which factor determines the form of
the system and which factor is inserted into that form. In the agrarian regime, land determined the
form. In the industrial regime, capital did. In the informational regime, the metafactor does. This
is not a linear progression, but a change in the dominant constraint.
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7.

Up to this point we have described how capital changed its internal structure: informational content
increased, the carrier shrank in relative significance, value shifted from substrate to design. But at
a certain point quantitative change produces a qualitative break.

Historically, capital was an input into which information had been embedded. Knowledge was
embodied in themachine. Designmaterialized in the building. A scientific discovery crystallized in
a technology, and the technology in equipment. The directionwas unambiguous: information→ de-
sign→material object (capital). Information created capital, but capital existed as a physical thing,
separated from the information that produced it.

Now this direction is being inverted. Increasingly, capital is not an input into which information
has been embedded, but an output produced by an informational process.

A trained neural network is a capital asset. It has value (sometimes enormous), generates rev-
enue, and is used in production. But it is produced not out of metal or concrete, but out of data and
computation. Between it and the physical world there is no intermediate stage of materialization:
data are processed by an algorithm, and the result is a configuration of weights that can be copied,
moved, and deployed on any compatible hardware. This is capital that was never a material object
in the classical sense. Its carrier is any suitable server; its content is what makes it valuable.

An algorithm that governs a logistics network is also a capital asset. It coordinates themovement
of millions of units of goods, optimizes routes, and minimizes costs. It has value and generates
economic effect. But it occupies no space, wears out physically in no direct way, and requires no
foundation. Its “body” is code running on a server that is itself merely a carrier for the content.

The inversion goes further still. There appear structures that may be called second-order capital:
platforms on which other capital is produced and deployed. AWS, Azure, Google Cloud — these
are not simply rented server capacities. They are environments within which other capital assets —
models, services, algorithms — are created, trained, tested, and deployed. The nineteenth-century
factory produced physical goods. The twenty-first-century cloud platform produces capital — and
is itself capital.

This means that capital in the informational economy acquires the recursive property we already
saw in information in the second chapter: capital produced by information becomes the means of
producing new capital. The cycle closes — not completely (energy, physical infrastructure, and
human verification remain necessary), but sufficiently for the dynamics of the system to change
qualitatively. Capital ceases to be an external condition of production and becomes one of its
products.
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8.

The transformation in the nature of capital gives rise to a question for which the existing categorical
apparatus has no answer: who owns informational capital?

The classical theory of property in capital presupposes two conditions. The object of ownership
is identifiable: one can indicate what exactly belongs to the owner — this machine, this building,
this plot. The object of ownership is separable: it can be alienated, transferred, pledged, described
in a contract.

Informational capital undermines both conditions.

Who owns a trained model? Those who own the computational infrastructure on which it was
trained? Those who designed the architecture? Those who collected and prepared the training
data? Those whose labor produced those data — the authors of the texts, the photographers, the
programmers whose work became trainingmaterial? Each of these participants made a contribution
without which themodel would not exist— but none is the “owner” in the sense in which the factory
owner is the owner of a machine tool.

From the collateral side, the problem is even sharper. The financial system is built on the pos-
sibility of pledge: a mortgage works because a house can be seized and sold; a loan against equip-
ment works because the machine can be described, valued, and, if necessary, repossessed. How
does one pledge an algorithm? A trained model that exists as a configuration of weights copyable in
seconds? A brand whose value depends on perception rather than physical properties? Intangible
capital fits poorly into a financial infrastructure created for a world of physical things — and this
is not a technical malfunction, but a structural mismatch.

These questions are not legal subtleties. They point to a deeper problem: the categories of
property, valuation, and collateral on which the entire financial architecture of capitalism is built
were developed for a form of capital whose value is tied to physical substrate. When value migrates
from substrate to content, those categories do not cease to work instantly — but they work worse
and worse. The gap between what constitutes real value and what legal and financial institutions
know how to describe keeps growing.

We will return to the question of value, property, and power in the third part of the book. Here
it is enough to register the following: the transformation of capital is not only an economic and
technological process. It is a crisis of the institutions that service capital — and that crisis is a direct
consequence of the fact that the informational content of capital has ceased to remain hidden.
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9.

At this point the result becomes visible.

Capital was always information on a material carrier — objectified knowledge, frozen design,
encoded experience. The informational density of the unit of capital rose throughout economic
history: from the stone bridge to the steam engine, from the turbine to the microchip, from the
microchip to the trained neural network.

The informational age did not abolish the materiality of capital — it demanded a new and
unprecedentedly large material infrastructure. But the relation between carrier and content has
shifted irreversibly: content determines value, content determines productivity, content determines
lifespan. Classical depreciation yields to informational obsolescence — discrete, nonlinear, unpre-
dictable.

In the long history of factors, capital is undergoing what land underwent in the age of the Indus-
trial Revolution: not disappearance, but subordination. Information is doing to capital what capital
once did to land — redefining its role without abolishing its necessity.

And finally, the point of rupture: capital is increasingly not an input into which information
has been embedded, but an output produced by information. The trained model, the algorithm, the
platform— all are capital assets arising from an informational process without intermediate materi-
alization. Capital acquires the recursive property of information: capital produced by information
becomes the means of producing new capital.

The formula of the result is this: capital does not disappear — but reveals its nature. It was
always organized information. In the transition period, that nature ceases to remain hidden — and
this changes not the quantity of capital in the system, but the very meaning of the word “capital.”

Labor has been redefined. Capital has been redefined. Two categories remain that themetafactor
cannot bypass: resources (including energy) and technology. The next chapter is devoted to them.
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Chapter 7

Land, Resources, and Energy: The Material Limit of
the Metafactor

1.

The metafactor absorbs labor and redefines capital — both are forms of organized information. But
there is a layer into which the metafactor cannot penetrate: matter and energy. This is not simply
an empirical observation — it follows from the very definition of information.

In the second chapter, information was defined as the nonmaterial result of interactions among
objects. The key word is among. Information is relational: it operates through relations rather
than substance. It can change how objects are related — their organization, arrangement, order,
configuration. But it cannot change what the objects are— their physical nature, their mass, their
energy.

That is why the metafactor acts upon labor and capital, but runs up against matter. Labor is
absorbable because it is itself a system of relations: skill is a relation between the nervous system
and a task, coordination a relation amongworkers, management a relation among levels of hierarchy.
Capital is redefinable because it is matter organized in a certain way: the difference between scrap
metal and a high-precision instrument lies in the relations among the parts, not in the substance.

But an atom of iron is not a relation. It is an object. A joule of energy is not a relation. It is
a physical quantity. Information exists among them, but cannot replace them. From the same atoms
of silicon one can make sand or a microchip — different organization, different relations. But one
cannot make gold out of silicon. And one cannot create energy out of nothing. Substance is not
a relation; it is that among which relations exist.

Land, natural resources, and energy therefore constitute the third relation of the metafactor to
the classical factors. Not absorption. Not redefinition. Rather, the physical condition of its own
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action — something the metafactor cannot eliminate and can only use, ever more ingeniously, but
never for free.

This chapter is about a limit. Not about the weakness of the metafactor, but about the physical
conditions of its own action.

2.

In the fourth chapter we showed that a resource is not a property of matter, but an informational
relation between matter and an observer who knows how to use it. Throughout economic history,
information has expanded the definition of what counts as a resource. Everymajor scientific discov-
ery and every technological breakthrough added to the list of resourcesmaterials that had previously
been economically insignificant. Uranium became a resource after the discovery of nuclear fission.
Rare earth elements became resources after the development of electronics. Helium-3 is not yet
a resource — but it may become one if nuclear fusion reaches an industrial scale.

The famous 1980 wager between Julian Simon and Paul Ehrlich concerned precisely this is-
sue. Ehrlich — a biologist and neo-Malthusian — argued that population growth leads to resource
depletion and the inevitable rise in raw-material prices. Simon — an economist — argued the op-
posite: human inventiveness expands the resource base faster than consumption grows. They bet
on a basket of five metals. Ten years later, all five had become cheaper. Simon won.

Metafactor theory explains why Simonwas empirically right— and at the same time showswhat
remained incomplete in his argument. Information really does expand the definition of a resource:
it finds new sources, creates substitutes, and increases efficiency of use. In that sense, “resource”
is not a fixed magnitude, but a function of the informational regime. But — and this is the critical
qualification — information does not create substrate out of nothing. It determines what counts as
a resource, but it does not abolish the finitude of matter. Physics sets the boundaries. Information
determines what happens within them. The boundaries shift — but they exist.

3.

The link between land, resources, and information is deeper than it may appear at first glance. To
see it, one must ask a simple question: what is the primary economic function of land?

The standard answer is that land is a source of agricultural output, a space for locating produc-
tion, and a container of natural resources. All of that is true. But behind that list there is a more
fundamental relation.
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Agriculture is a transformation of solar energy. A plant absorbs light and, through photosyn-
thesis, turns it into chemical energy stored in carbohydrates, proteins, and fats. Human beings
consume that energy and use it to sustain biological processes, including the activity of the ner-
vous system — that is, the processing of information. The entire chain — sun → photosynthe-
sis→ food→ metabolism→ labor — is nothing other than a system for transforming energy into
a form suitable for the biological carrier of the metafactor.

In the agrarian economy, land was essentially an energy infrastructure for labor. Whoever
controlled land controlled the energy supply of the only available information processor: the human
body. Thewhole feudal hierarchy— land rent, serfdom, aristocratic landownership—was a system
of control over that energy chain. Power was determined not by an abstract “ownership of territory,”
but by concrete control over what fed living productive force.

For thousands of years, information changed the productivity of that energy system without
changing its nature. Crop rotation— information about the properties of soils and plants—made it
possible to derive more energy from the same area of land. Selective breeding— information about
heredity — created more productive varieties. Mineral fertilizers — the Haber–Bosch process, the
synthesis of ammonia from atmospheric nitrogen—were probably themost powerful informational
intervention in agrarian energetics: one chemical process based on scientific knowledge raised
agricultural productivity enough to make the present population of the planet possible. The Green
Revolution, precision agriculture, genetic engineering — each step increased the amount of energy
extracted per unit of land through the application of information.

Land itself did not change. What changed was knowledge of how to use its energetic potential.
The metafactor did not create new land — it widened the funnel through which land transforms
solar energy into an economically usable form.

4.

The connection between land and energy described for the agrarian age is not a historical peculiarity.
It is a manifestation of a general principle that operates across all economic regimes.

The economy has always been — and remains — a system for transforming energy into a form
suitable for the carrier of productive force. The carriers changed. The sources changed. But the
structural relation remained the same: something must transform energy into a form suitable for
the agent that processes information and produces value.
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In the agrarian economy, that agent is the human body. The source of energy is biological: food
produced on land through photosynthesis. The energy infrastructure is the field, the pasture, the
irrigation canal.

In the industrial economy, the agent is the machine. The source of energy is thermal: coal,
oil, gas, extracted from the earth. The energy infrastructure is the mine, the well, the oil refinery,
the power plant. The Industrial Revolution was, among other things, a transition from biological
energy to thermal energy: a new type of carrier (the machine) required a new type of fuel. Power
shifted from the landowner to the owner of capital — in part because control over energy shifted
from the one who owned the field to the one who owned the mine and the factory.

In the informational economy, the agent is the processor: the server, the GPU, the neuromorphic
chip. The source of energy is electrical. The energy infrastructure is the power plant, the transmis-
sion line, the data center. The information revolution is, among other things, a transition to a third
type of energetic support: electricity powers silicon processors just as food powered biological
ones and coal powered mechanical ones.

A necessary qualification: these three configurations do not replace one another; they accumu-
late. Human beings did not stop eating with the arrival of the steam engine. Coal and oil did not
disappear with the arrival of data centers. Each new energetic layer is built on top of the previous
one without canceling it. But the dominant constraint shifts: in the agrarian economy, cultivable
land is scarce; in the industrial economy, fossil fuel is scarce; in the informational economy, elec-
tricity is scarce.

Energy, therefore, is not simply one resource among others. It is a resource of a special kind.
All other resources can be redefined by information: a substitute can be found, efficiency can be
increased, a new source can be opened. Energy can be usedmore efficiently by information—but it
cannot be replaced. For information itself consumes energy. Every act of information processing—
every computation, every verification, every transmission — has an energetic price. This is not
a technological constraint that can simply be overcome. It is a physical law.

As the second chapter showed, Landauer’s principle establishes a lower bound on the energetic
cost of a unit of processed information. Here that physical thesis receives its economic elaboration:
technologies can approach that limit — contemporary processors remain far from it — but they
cannot cross it. In other words, processing information always costs energy, without exception.
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5.

If information optimizes the use of energy, why does aggregate energy consumption not fall, but
rise? William Stanley Jevons answered that question in 1865 — a century and a half before it
became acute for the informational economy.

Jevons observed a paradox: Watt’s improvement of the steam engine sharply reduced coal con-
sumption per unit of work— but total coal consumption in Britain did not decline; it grew. Greater
efficiency lowered the cost of a unit of work and thereby expanded the range of economically jus-
tified uses. Coal began to be used where it had previously been too expensive. The expansion of
demand outweighed the savings effect.

This paradox— Jevons’s paradox, or the rebound effect — applies directly to the informational
economy, and with even greater force.

Each new generation of processors is more energy-efficient than the previous one. The cost
of one computation in watt-hours falls exponentially. Koomey’s law — the energetic analogue
of Moore’s law — describes precisely this dynamic: more and more computations per unit of
energy. If the volume of computation remained constant, energy consumption would fall with each
generation.

But the volume of computation does not remain constant. It grows faster than efficiency. Train-
ing GPT-3 required roughly 1,300megawatt-hours. Training the next generation of models requires
an order of magnitude more. Global electricity consumption by data centers is measured in hun-
dreds of terawatt-hours and is growing faster than renewable generation.

The reason is the same as in Jevons’s case. When the cost of a unit of computation falls, the
range of things that are worth computing widens. Once data processing becomes cheap, it becomes
economically rational to process more data, train larger models, automate more processes, and
extract information from signals that would previously have remained noise. The funnel of acces-
sibility described in the second chapter widens — and each step of that widening requires energy.
Information does not save energy in the aggregate. It finds more uses for it.

That does not mean optimization is meaningless. It is necessary — without it, growth would
not be possible at all. But it does not remove the limit. It is a condition of growth, not its abolition.
Jevons showed this for coal. For electricity in the informational age, the principle is the same, but
the scale is incomparably larger.
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6.

Behind Landauer’s principle and Jevons’s paradox stands a deeper foundation: the second law of
thermodynamics. Its economic meaning was indicated in the second chapter; here it receives its
completed expression.

Information organizes — it transforms the chaotic into the ordered, noise into signal, raw mate-
rial into product. Organization is a reduction of entropy in the part of the system being organized.
But the second law guarantees that a reduction of entropy in one part is paid for by an increase of
entropy in another. The total entropy of a closed system does not decline.

From this follows the fundamental asymmetry of information. Information is ontologically un-
bounded: the space of possible interactions has no upper limit, and each interaction can potentially
generate new information. But information is not energetically free: every act of recording, pro-
cessing, and verifying it requires energy. A potentially infinite content space — together with the
unavoidable finitude of the energetic price of access.

It is this asymmetry that makes information-based growth both possible and limited. Possible,
because the source is not exhausted: the informational space is unbounded, recursiveness allows
knowledge to generate knowledge, the funnel widens. Limited, because access to that source is
always mediated by energy, material infrastructure, and institutions of verification. Growth may
be sustained — but not free.

From this follows a crucial distinction: the constraint that energy imposes on the metafactor
is not technological, but physical. A technological constraint can be overcome: one can build
a more efficient processor, develop a more compact algorithm, optimize the power grid. A physical
constraint can only be approached at its limit, but not crossed. The second law of thermodynamics
is not an engineering problem, but a law of nature. Information cannot act without energy just as
a watermill cannot turn without water. One can build a better mill. One cannot abolish the need for
water.

7.

From all this there follow concrete implications for the transition period.

Energy infrastructure is not a side issue of the informational economy. It is its central material
condition. The race for leadership in artificial intelligence is, in the last instance, a race for energy.
Amodel that cannot be trained because there is nothing to power its training does not exist, however
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brilliant its architecture may be. A country that possesses computational infrastructure but lacks an
adequate energy base will hit the limit before it realizes its informational potential.

It follows that the geography of the informational economy is determined not only by fiber
optics and servers, but also by power plants. Access to cheap and abundant electricity is as strategic
a resource as access to data or engineering talent. Investment in nuclear energy, renewable sources,
and, in the longer term, nuclear fusion is not only climate or energy policy. It is investment in the
expansion of the energy base of the metafactor.

The reverse is also true: the energetic limit means that the informational economy cannot grow
indefinitely without an expansion of its energy base. Optimization is necessary, but insufficient:
Jevons showed that it expands consumption rather than reducing it. Breakthroughs in energy are
not an optional supplement to breakthroughs in AI, but their necessary condition. Without a new
energy source, informational recursion— the capacity of themetafactor to act upon itself, described
in the fourth chapter—will run into a physical ceiling: not because ideas run out, but because there
is not enough energy to process them.

8.

If we gather together the argument of this chapter and of the entire second part, the picture is this.

Land and resources are not a passive background to the informational economy, but an active
limit. Information determines what counts as a resource — but it does not create substrate out of
nothing. It expands the definition, but it does not abolish finitude.

Among resources, energy occupies a special place: it is the resource that limits the metafactor
itself. All other resources can be redefined by information — substitutes can be found, efficiency
can be raised, new sources can be opened. Energy is consumed by information by definition. Lan-
dauer’s principle establishes the lower bound. The second law of thermodynamics guarantees that
this bound cannot be bypassed. Jevons’s paradox shows that optimization expands consumption
rather than reducing it.

Land was the first form of energy infrastructure — a system for transforming solar energy for
the biological carrier of the metafactor. The industrial age shifted to thermal energy for mechanical
carriers. The informational age shifts to electrical energy for silicon ones. The structural relation
did not change: the economy remains a system for transforming energy for the agent that processes
information and produces value.

The arc of the entire second part thus forms a single logic. The metafactor absorbs labor: in-
formation replaces the functions of the biological carrier. The metafactor redefines capital: infor-
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mational content reveals itself as the true essence of the material carrier. The metafactor runs up
against energy: the physical conditions of its own action, which it cannot eliminate and can only
optimize.

Three relations. Three chapters. One logic: the metafactor progressively reveals itself in each
of the classical factors — and in the third of them encounters the limit built into the very nature of
information.

With this, the analysis of the factors is complete. The question now shifts from individual inputs
to the system as a whole: how institutions are restructured, what the verification bottleneck is, how
growth is rethought, what happens to value and power. That is what the third part is devoted to.
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Part III

SYSTEM IN TRANSITION
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Chapter 8

Institutions, Markets, Firms, and Platforms
as Regimes of Information Processing

1.

The second part showed how the metafactor acts on each factor separately: absorbing the informa-
tional content of labor, redefining capital, encountering the physical limit of energy. But factors do
not exist in isolation. They act within a system — a system of coordination that determines how
factors meet, in what proportions they are combined, and by what rules they exchange their results.
Classical economic theory knows this system by several names: the market, the firm, the state, the
institution. Each designates a particular form of organizing economic interaction. The third part of
the book is about what happens to this system when the metafactor begins to act on it explicitly.

The question that opens this part is this: what forms of coordination exist in the economy, and
how do they differ if we consider them as regimes of information processing?

The question is not new. Hayek, Coase, and North each, in his own way, came very close to
it. But none of them had a concept that would have allowed their answers to be united within a
single analytical framework. Now — after defining information as a metafactor, after describing
the hierarchy data → information → knowledge → technology, after introducing the concepts of
the funnel of accessibility and observer capacity — such a framework exists.

2.

Any economy — from the subsistence household to the global digital system — solves one funda-
mental problem: how to connect what someone knows with what someone else needs. There are
many agents. Each possesses local knowledge: of capabilities, needs, and immediate surroundings.
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That knowledge is dispersed, heterogeneous, often impossible to verbalize, and always incomplete.
No agent knows everything — and, as was shown in the third chapter, no center is capable of
gathering all dispersed knowledge into one whole.

Coordination is the answer to that problem. But if we reformulate the problem in the terms
introduced in this book, its content becomes more precise. Coordination is a process of information
processing: the generation of signals, their transmission, filtration, interpretation, verification, and
application. Every act of coordination — from bargaining in a bazaar to a board decision — is
an informational operation: someone creates a signal, someone receives it, a third party judges its
trustworthiness, and a fourth acts on that basis.

This is not a metaphor. The market price is an informational signal. A manager’s order is an
informational signal. A law is an informational signal. A platform rating is an informational signal.
They differ not in that some are “informational” and others are not, but in how exactly each of them
is generated, by whom it is verified, through what channel it is transmitted, and what the cost of
error is.

From this follows the central thesis of the present chapter: economic institutions are not “rules
of the game” in a metaphorical sense, as North described them. They are information architectures
in a precise, operational sense. The different forms of coordination —market, firm, state, platform
— are different ways of solving the task just described, each with its own topology, throughput,
method of verification, and characteristic type of failure.

3.

Let us begin with the market.

The Hayekian intuition of 1945, examined in the third chapter, can now be reformulated more
precisely: the market is not a metaphor for the transmission of dispersed knowledge, but a concrete
information architecture. With the conceptual apparatus developed in this book, its properties can
be described operationally.

The market is a decentralized, massively parallel system of information processing. Each par-
ticipant is a local processor, handling a fragment of reality: costs, possibilities, expectations of the
future. The communication protocol is price. It aggregates millions of local valuations into a single
number available to all participants simultaneously. Feedback is immediate: if the price does not
correspond to the real relation of supply and demand, an arbitrage opportunity emerges — and the
arbitrageur, acting in his own interest, corrects the signal.
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The throughput of this system is astonishing. The global commodity market processes informa-
tion from millions of agents distributed across the planet every second, without a single coordinat-
ing center. No hierarchical system can do this — and in this Hayek was right. The market solves
the coordination problem at a scale inaccessible to any central planner.

But it pays for this throughput with a cost Hayek did not emphasize enough — the cost of
compression. Price is an informational signal with an extreme degree of compression. All the
richness of local knowledge — context, quality, origin, reliability, long-term consequences — is
compressed into a single number. Compression is necessary: it is what makes scale possible. But
it also creates losses. Price tells us how much — but not why, how exactly, how reliably, or with
what long-term consequences.

4.

These losses under compression explain why the market is not the only form of coordination. The
market is brilliant at processing one kind of information — the kind efficiently encoded in price:
relative scarcity, opportunity cost, willingness to pay. But there are entire classes of economically
significant information for which the price protocol is insufficient.

The first class is complex, multidimensional information. The quality of a surgical operation
cannot be reduced to price. The reliability of a supplier cannot be reduced to the cost of his offer.
The potential of a scientific idea cannot be reduced to a grant application. In all these cases, the
agent needs information that price cannot convey: reputation, competence, compatibility, interac-
tion history, context.

The second class is tacit, noncodifiable knowledge. This is what Polanyi called tacit knowledge,
and what Nelson and Winter described as organizational routines. A machinist “knows with his
hands” how to shape a part; this knowledge cannot be transmitted through price, and often can-
not even be verbalized. It is transmitted only through direct interaction — training, joint work,
observation. The price protocol is blind to it.

The third class is long-term, trust-based information. Investment in research, relationships with
counterparties, reputation — all this requires a horizon longer than a single cycle of price adjust-
ment. The market processes current equilibrium brilliantly; intertemporal links much less well.
Contract partly solves that problem, but contract itself is already a step beyond the pure market
protocol.

This is where Coase enters. His 1937 question—why do firms exist? —was, in essence, a ques-
tion about the limits of the market protocol as an information architecture. And the answer Coase
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gave in terms of transaction costs receives in our framework a precise translation: the firm arises
where the cost of transmitting, verifying, and interpreting information through the price mechanism
exceeds the cost of processing the same information within a hierarchy.

5.

The firm is a centralized architecture of information processing with a hierarchical topology.

If the market is a massively parallel network in which each node processes a local fragment
and transmits the result through price, then the firm is a network with designated centers through
which information flows pass. The manager is a routing node: he gathers signals from subordinates,
processes them, makes a decision, and passes down a command. Hierarchy is a chain of such nodes,
each aggregating information from the level below and passing it upward.

This architecture has properties the market lacks. The firm can process contextual information:
not only “how much,” but also “why,” “how exactly,” and “with what risks.” It can store memory
— organizational routines, knowledge bases, corporate culture — that is, accumulated information
that does not dissolve after each transaction, but is preserved and applied in subsequent decisions.
It can work with tacit knowledge: an experienced employee passes a skill to a trainee not through
a price signal, but through joint practice within the organization.

Williamson added a crucial refinement to this analysis: the firm is especially effective where
investments are specific— tied to a particular partner, product, or process. In our terms, asset speci-
ficity is information specificity. Knowledge that has value only within the context of a particular
interaction cannot be effectively transmitted through the market, because the price protocol does
not encode context. The firm creates a boundary within which context-specific information can
circulate, accumulate, and be used without needing to be transmitted anew each time through the
compressive filter of price.

But the hierarchical architecture has its own costs. Information is distorted in transmission
through each level: the middle manager filters, simplifies, and sometimes strategically modifies
the signal. The more levels there are, the greater the losses. Simon described this as bounded
rationality; in our terms, it is information loss at each routing node. The principal–agent problem
— the fundamental problem of the firm — is nothing other than informational asymmetry within
its own architecture: the principal cannot observe and verify all the actions of the agent because
the throughput of the channel between them is finite.

The firm thus trades breadth of coverage for depth of processing. The market processes small
signals from millions of agents. The firm processes complex, multidimensional signals from a lim-
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ited number of participants. The market is fast, but shallow. The firm is deep, but slow. According
to Coase, the boundary between them is defined by the point at which the marginal cost of internal
coordination equals the marginal cost of a market transaction. In informational terms: the boundary
of the firm lies where hierarchical processing becomes more expensive than market compression.

6.

The state — the third type of architecture — processes information of a fundamentally different
kind.

The market answers the question, “How much is it worth?” The firm answers, “How should it
be produced?” The state answers, “By what rules?” Its object is neither price nor technology, but
the protocol: the set of standards, norms, and procedures that determine which forms of interaction
are permissible and which are not.

But that does not exhaust its uniqueness. The state is the only regime of coordination that
produces the binding force of signals. The price signal of the market informs — but does not
oblige: the agent is free not to buy. The manager’s order is binding within the firm — but not
outside it. The platform’s rule is binding for those who remain on it — but exit is open. Only the
state produces signals binding on all agents within a given territory, backed by legitimate coercion.
The law is not a recommendation and not a contract; it is a signal whose violation entails a sanction.
This capacity — the production of binding force — makes the state an indispensable element of
any system of coordination, rather than simply one regime among others.

In the terms of the information theory of the metafactor, the state performs a function that may
be called a metaprotocol. It does not process information about particular goods, prices, or tech-
nologies — it creates the informational infrastructure within which the market and the firm can
process their own information. Property rights are an informational code that determines who may
perform which operations on which object. Contract law is a protocol for recording and enforcing
reciprocal obligations. The monetary system is a standard for encoding value that makes the price
signal itself possible. Without a monetary standard, the Hayekian market does not work; without
contract law, the Coasian firm does not work. The state’s metaprotocol is the condition under which
other regimes of coordination become possible at all.

North described institutions as constraints that reduce uncertainty. In our framework that de-
scription is precise: an institution is a fixed, standardized informational structure that makes the
behavior of other agents more predictable. When an entrepreneur knows that a contract will be
enforced, he does not need to verify the reliability of each counterparty on his own — the judicial
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system does that work for him. When a buyer knows that a product is certified, he does not need to
check its quality himself — the standardization system does that work. In each case the institution
lowers the cost of verification for the individual agent by shifting it onto a collective infrastructure.

But the state is not only the guardian of standards. It is their producer. This distinction is
essential. The metric system, the cadastre, the census, national statistics, the unified system of ac-
counting— none of these is merely the “background” of economic activity. They are informational
infrastructure without which neither market price nor firm hierarchy could process information on
any significant scale. Without standardized measures, there are no comparable prices. Without a
cadastre, there is no land market. Without a system of accounts, there is no credit, no investment,
no valuation of capital.

Without the census and statistics, there is no macroeconomic knowledge, and therefore no
grounded economic policy. The state produces the infrastructure of measurement that makes eco-
nomic reality observable — and in that sense it is not merely a regulator, but a necessary element
of the informational metafactor. Historically, every major leap in the state’s capacity to measure —
from the Domesday Book to the national accounts of the twentieth century — widened the funnel
of accessibility and made possible forms of coordination that had previously been unthinkable.

But the state’s metaprotocol has a characteristic weakness — the same weakness as any cen-
tralized system with high inertia. It adapts slowly. The legislative process is measured in years;
bureaucratic procedures, in decades. When economic reality changes faster than the metaprotocol
can respond, a gap emerges: the formal rules no longer correspond to actual practice. Contracts
are written in forms that do not account for digital assets. Labor law describes relations that no
longer exist. Tax systems cannot determine the jurisdiction of a company that exists at once in
every jurisdiction and in none.

This is not a contingent dysfunction — it is a structural property of the regime. The state pro-
cesses information about legitimacy and standards; by its nature, that information changes more
slowly than information about prices or technologies. Stability is a virtue of the metaprotocol: no
one wants property rights to change every quarter. But that same stability becomes a problem when
the object of regulation transforms faster than the regulator is able to recognize it.

7.

The three regimes described above — market, firm, state — do not compete for one and the same
function. They process different types of information, by different methods, at different speeds. To
see this systematically, it is useful to compare them across several parameters.
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Topology. Themarket is a decentralized networkwithout a designated center; each node is linked
to every other through the price protocol. The firm is a hierarchical network with designated centers
of decision-making and ascending/descending channels. The state is a vertical system territorially
anchored and closed by sovereignty.

Type of information processed. The market processes signals about preferences and scarcity
— what can be efficiently encoded in price. The firm processes complex, contextual, often tacit
information — what does not fit into price. The state processes information about permissibility,
legitimacy, and standards — what determines the very rules by which the market and the firm
operate.

Method of verification. In the market, verification takes the form of competition: a false signal
is detected sooner or later through arbitrage. In the firm, verification takes the form of supervision
and audit: the manager checks the subordinate, the controller checks the product. In the state,
verification takes the form of procedure: court, inspection, certification, expertise.

Characteristic type of failure. The market fails under informational asymmetry: when the seller
knows something about the good the buyer does not, the price signal ceases to be reliable. This is the
problem Akerlof described as the “market for lemons.” The firm fails under rapid environmental
change: hierarchy does not adapt in time, layers distort the signal, the organization makes decisions
on the basis of outdated information. The state fails when a gap opens between the formal protocol
and actual practice: the law exists, but it no longer describes what is really happening.

Three things deserve separate emphasis.

First, no regime is universally best. Each is optimal for its own type of information and its
own scale of task. The twentieth-century debate of “market vs. plan” was, in essence, a dispute
over which information-processing architecture was more efficient — without recognizing that
they solve different informational problems.

Second, the boundaries between regimes are mobile — and determined by informational con-
ditions. When Coase said that the boundary of the firm lies where internal coordination becomes
more expensive than market coordination, what he said in effect was this: a change in the technol-
ogy of information processing shifts the boundary between regimes. The telegraph expanded the
market. The spreadsheet expanded the firm. The internet expanded the market again — but at the
same time created the conditions for the emergence of a new regime unknown to Hayek, Coase,
and North.

Third — and this is the most important point — all three regimes are subject to one common
constraint: the cost of turning a raw signal into reliable, verified, action-guiding knowledge. The
market simplifies the problem through compression — but loses context. The firm preserves con-
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text— but is limited by the throughput of hierarchy. The state standardizes— but cannot keep pace
with change. Each copes in its own way, but none eliminates the constraint itself. That constraint
will be described in detail in the next chapter; for now it is enough to note that it is the common
denominator of all forms of coordination.

Table 8.1: Four coordination regimes as information architectures
Regime Topology Type of information Verification

method
Characteristic
failure

Market Decentralized
network;
protocol—price

Preferences, scarcity
(encodable in price)

Competition,
arbitrage

Information
asymmetry
(“market for
lemons”)

Firm Hierarchy with
routing centers

Complex, contextual,
often tacit

Supervision, audit,
internal control

Lagging adaptation;
transmission losses

State Vertical, territorial,
sovereign

Permissibility,
legitimacy, standards

Procedure: court,
inspection,
certification

Gap between
protocol and reality

Platform Hybrid
environment with
managed access

Visibility, admission,
ranking, protocol

Algorithmic,
continuous,
real-time

Opacity; preference
formation

8.

For most of economic history, the three-part scheme — market, firm, state — was exhaustive.
Any form of coordination could be described as one of the three, or as a combination of them. A
cooperative was a firm with democratic governance. A self-regulating organization was an element
of the state protocol delegated to an industry body. An auction was a formalized variety of the
market protocol.

Beginning in the 2000s, it became clear that one form of coordination did not fit this typology.
That form was the platform.

The platform is not a market: it does not simply bring buyer and seller together, but sets the
rules of their interaction, controls access, and determines visibility and ranking. A seller on Ama-
zon is not a free participant in a market transaction in the Hayekian sense — he acts within an
infrastructure whose rules are set not by him, but by the platform. The platform is not a firm: it
does not hire the producers, own the goods, or control the technology of production. Uber is not a
transport company in the Coasian sense — it has no vehicle fleet. Airbnb is not a hotel chain — it
has no rooms. The platform is not a state: it does not possess sovereignty, is not bound by demo-
cratic accountability, and does not claim a monopoly of coercion. But it sets standards, carries out
verification, resolves disputes, and determines what is permissible within its own territory.

92



The platform is the fourth type of information architecture. And its emergence is not an accident,
but a consequence of the way the informational conditions of the economy have changed.

9.

To understand the nature of the platform, one must see what informational problem it solves — a
problem solved neither by the market, nor the firm, nor the state.

The market is effective on the condition that participants are capable of evaluating the quality
of the good on their own, finding a counterparty, and verifying the transaction. In a world of
physical goods, local markets, and repeated interactions, those conditions were satisfied: the buyer
could see the good, knew the seller, could check the weight and quality on the spot. In a world
where millions of strangers exchange goods and services they cannot inspect in advance, across
distances that preclude personal contact, those conditions do not hold. The volume of information
required for each transaction has grown by orders of magnitude; so has the cost of processing it
independently.

The platform solves this problem by creating an environment of coordination: a standardized
informational space within which agents can find one another, assess reliability, carry out transac-
tions, and resolve conflicts. The platform takes over what in the three-part scheme was distributed
between themarket (price coordination), the firm (quality control), and the state (dispute resolution)
— and integrates these functions within a single architecture.

But integration is only part of what makes the platform a new type. Its real novelty lies in which
informational functions it controls. These can be reduced to four.

The first is visibility. The platform determines what the agent sees: which goods are shown, in
what order, with which filters. Google search results, the YouTube recommendation feed, Amazon
ranking — all these are decisions about visibility made not by a market participant, but by the
architect of the environment. What the agent does not see does not exist for him — even if it is
formally available.

The second is admission. The platform determines who may participate: which sellers are
admitted, which are blocked, and according to what criteria. Rules of admission are the equivalent
of state licensing — but without democratic procedure and without appeal to sovereign law.

The third is the assessment of reliability. Ratings, reviews, verification marks, filtering algo-
rithms — the platform creates its own system of verification, replacing both market competition
(where a false signal is revealed post factum) and state certification (where the standard is estab-
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lished ex ante). Platform verification is neither one nor the other: it is a continuous, algorithmic,
data-driven process operating in real time.

The fourth is the communication protocol. The platform determines the format of interaction:
what may be communicated to the buyer, how the product may be described, which data are manda-
tory and which forbidden. APIs, terms of service, interface design — all these are elements of a
protocol that determines not the content of messages, but the grammar of possible exchange itself.

None of these functions belongs exclusively to the market, the firm, or the state. The platform
combines them in a single architecture — and for that reason it cannot be reduced to the earlier
types.

10.

Of the four functions just listed, the first — control over visibility — has a consequence that goes
far beyond the coordination of supply. It concerns demand.

Neoclassical economic theory assumes that preferences are exogenous: the agent enters the
market with an already formed set of desires and looks for a way to satisfy them. The market is
an instrument for coordinating given preferences. But the platform is not a neutral instrument. It
constructs the field of visibility: it determines which options the agent will see, in what order, and
in what context. And the field of visibility is not simply a set of options. It is the environment in
which preferences are formed.

Herbert Simon identified the core of this problem in 1971: in an information-rich world, the
wealth of information “means a dearth of something else: a scarcity of whatever it is that informa-
tion consumes,” and what information consumes, he continued, “is rather obvious: it consumes the
attention of its recipients.”1 When options are infinite, what becomes decisive is not the availability
of information, but the architecture of attention — what determines which signals the agent will
notice and which he will ignore. Recommendation algorithms, news feeds, search results — all
these are architectures of attention. They do not simply help the agent find what he already wants.
They shape the space of what he can come to want.

This means that the platform acts on both sides of the economic equation simultaneously. On
the supply side, as a coordinator that lowers search and verification costs. On the demand side, as
the architect of the informational environment in which preferences are formed.

1Simon, H.A. “Designing Organizations for an Information-Rich World.” In M.Greenberger (ed.), Computers,
Communications, and the Public Interest, pp. 37–72. Baltimore: Johns Hopkins Press, 1971, p. 40.
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For the theory of the metafactor, this conclusion is fundamental. The metafactor acts not only
on how production takes place, but also on what is produced and for whom. Information deter-
mines not only productivity — it determines the structure of needs itself, because preferences are
formed within informational environments, and those environments are increasingly designed and
controlled. The full consequences of this observation for the theory of value, distribution, and
power will be developed in the eleventh chapter. Here it is enough to register the following: the
platform is the first form of coordination in history that explicitly and at scale designs the field in
which preferences are formed.

11.

Against this background, artificial intelligence introduces one more dimension — and it concerns
not one regime, but all four.

AI is not simply a tool for automating existing processes of information processing. It is increas-
ingly appearing as a new kind of agent within each regime of coordination. An agent that is capable
of processing information faster than market price can aggregate it; of retaining more context than
firm hierarchy can transmit without loss; and of adapting rules faster than the state cycle can revise
them. This capacity is realized unevenly and not everywhere — but the direction is unambiguous.
And AI introduces into each regime a cost unknown to previous participants: opacity.

The market price is transparent: every participant sees the same number. A manager’s order is
at least intelligible: the subordinate can contest it or ask for a justification. The law is published:
it can be read, interpreted, appealed. The decision of an AI system is often opaque even to its
creators. A neural network processes billions of parameters and yields a result whose internal logic
cannot be fully reconstructed. This creates a problem without precedent in the history of economic
coordination: an intermediary whose decisions cannot be fully verified by those who depend on
them.

Within each of the four regimes, AI increasingly occupies a specific position. In the market, it
enters as an algorithmic trader and price analyst, processing signals faster than any human being and
capable of generating price dynamics that classical models explain poorly. In the firm, it enters as a
system for supporting and partly replacing managerial decisions at the middle level: task allocation,
performance assessment, demand forecasting. In the state, it enters as an instrument of supervision,
certification, and the acceleration of bureaucratic procedures. On the platform, it enters as the core
of the architecture itself: AI increasingly generates recommendations, determines ranking, and
makes decisions about admission and moderation.
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The key observation is this: at the current stage, AI does not create a fifth regime of coordination.
It transforms all four fromwithin—embedding itself in each as a new kind of information processor.
This is a transformation not of architecture, but of the agent inside the architecture. But as the
power of that agent grows, the architectures cannot remain unchanged: speeds shift, proportions
shift, failure points shift, and the distribution of power within each regime shifts with them. We
will return to the consequences of that shift in the eleventh chapter.

12.

The four regimes — market, firm, state, platform — coexist in every contemporary economy. But
their relative weight is not constant. It changes together with the informational density of the system
— and this dynamic deserves separate attention.

A necessary qualification: the sequence described below is not a stage theory in which each
regime “naturally” replaces the previous one. Transitions are not simultaneous, not geographically
uniform, and reversible: in some regions platform coordination already dominates; in others firm
hierarchy remains the main form; in yet others the state’s metaprotocol is so weak that even the
market works badly. The post-Soviet transition offers a striking illustration: a system built on
centralized planning did not simply “switch” to market coordination, but collapsed into a hybrid in
which oligarchic hierarchies, weak state protocols, and rudimentary market mechanisms coexisted
in unstable configurations for years — a reminder that the direction of change is not predetermined
and that reversals toward less efficient regimes are entirely possible. What is at stake is not linear
progress, but a shift in the conditions under which one regime becomes more effective than another.

In agrarian economies, coordination is predominantly hierarchical. Informational density is low:
knowledge is local, transmitted orally, verified slowly. Under those conditions, the cost of decen-
tralized coordination through the market is high: it is difficult to find a counterparty, difficult to
verify quality, and enforcement depends on personal ties. Hierarchy — feudal, guild, ecclesiasti-
cal — processes information slowly, but more cheaply than the market. The state’s metaprotocol
provides a minimal set of standards — weights, measures, coinage.

The Industrial Revolution radically changed this relation. The growth of informational density
— literacy, standardization, the postal service, the telegraph — lowered the costs of market coor-
dination to the point at which the market became the dominant regime for an ever larger share of
transactions. At the same time, the firm expanded as well: the complexity of industrial production
required contextual, hierarchical information processing that the market could not provide. The
large corporation of the twentieth century was a synthesis of market and firm coordination: market
outside, hierarchy inside.
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The digital age shifted the boundaries again— but not in the way early theorists of the “informa-
tion economy” expected. It was predicted that the internet would radically lower transaction costs
and expand the market at the expense of the firm — Coase in reverse. To a degree this happened:
freelance exchanges, crowdsourcing, peer-to-peer exchange— all are forms in which coordination
that previously required the firm moved into market space.

But at the same time something occurred that no theory had predicted: the platform emerged
and took over functions from all three previous regimes at once. The platform did not replace the
market— it created an environment within which themarket operates on the platform’s terms. It did
not replace the firm — it moved outside the firm functions that previously could exist only within
it. It did not replace the state — but it began performing quasi-state functions (standardization,
verification, dispute resolution) faster, at greater scale, and with less accountability.

This redistribution is not the abolition of previous regimes, but their subordination. Just as the
market did not destroy feudal hierarchy, but incorporated elements of it on new terms, so the plat-
form incorporates the market, the firm, and elements of the state protocol into its own architecture
— not eliminating them, but redefining their role.

13.

We can now see the general construction.

Economic institutions are not rules of the game in a metaphorical sense, nor external constraints
imposed on a “natural” market process. They are information architectures: concrete, operationally
describable systems of generating, transmitting, filtering, verifying, and applying information. The
market, the firm, the state, and the platform are four types of such architecture, each with its own
topology, throughput, method of verification, and characteristic kind of failure.

The market processes signals of scarcity through price compression — massively in parallel,
but with a loss of context. The firm processes complex, contextual information through hierarchy
— more deeply, but with losses at each level. The state creates metaprotocols — standards, norms,
procedures — without which the other regimes cannot function, but adapts more slowly than any
of them. The platform integrates the functions of all three, controlling visibility, admission, veri-
fication, and the communication protocol — and for the first time in history designs at scale the
environment in which preferences are formed.

Here my logic comes into direct contact with Srnicek’s analysis of platform capitalism. His key
insight is that the platform is not simply a firm “on the internet,” but an infrastructural intermediary
seeking to occupy a nodal position in flows of data and coordination. I accept that move, but
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radicalize it: the platform matters not only as a machine for extracting data, but as a machine for
the preselection of reality— an architecture that decides what will be visible, what will be admitted,
and what will be recognized as sufficiently reliable for a transaction, interaction, or decision.

AI is being embedded within each of the four regimes from the inside— as an information agent
of growing power, introducing into coordination an opacity the earlier regimes did not know.

The boundaries between regimes aremobile and are determined by informational conditions: the
technology of processing, the cost of transmission, the power of verification. As the informational
density of the economy rises, the dominant regime becomes the one that processes most effectively
the volumes and types of information characteristic of a given era.

But whichever regime dominates, all are subject to the common constraint described above: the
cost of turning a raw, noisy, unverified signal into reliable, verified, coordination-ready knowledge.
This constraint — the verification bottleneck — is not a particular problem of any one regime. It
is universal. It determines the effective power of every form of coordination. And it is to this
bottleneck that the next chapter is devoted.
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Chapter 9

The Verification Bottleneck: Why Information Is Not
Free

1.

The previous chapter described four architectures of economic coordination — market, firm, state,
and platform — and showed that each represents a distinct regime of information processing with
its own topology, throughput, and characteristic type of failure. The chapter ended with the claim
that all four regimes are subject to one common constraint: the cost of turning a raw signal into
reliable, verified, action-guiding knowledge.

This chapter is devoted to that constraint. It is the central concept of the entire third part and per-
haps the most original theoretical instrument proposed in this work. We will call it the verification
bottleneck and denote it by κ.

If one brings together several lines of contemporary thought already registered above — the
combinatorial evolution of technology, the accumulation of distributed know-how, the growth of
intangible assets, the cheapening of digital generation, and the platform concentration of informa-
tional infrastructure — it becomes clear that the central problem of the contemporary economy no
longer lies in a shortage of signals, but in the limited capacity to turn them into reliable, coordinating
knowledge. It is this constraint that I call the verification bottleneck.

The question this chapter answers is: why does the system, even under conditions of informa-
tional abundance, run up against the scarcity of reliability and verification? To answer, one must
first see the paradox that this question implies.
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2.

A terminological clarification. The phrase verification bottleneck is not an invention of the present
work. It is already in use — but in several narrow and mutually disconnected contexts, none of
which coincides with the meaning given to it here.

In semiconductor engineering, verification bottleneck (or the Verification Productivity Gap)
denotes the gap between the growing complexity of chip design and the throughput of design-
verification tools. In the literature on AI-generated code, the same term describes the asymmetry
between the speed with which language models produce code and the speed with which developers
are able to check it. In philosophy of science and in recent publications on AI-accelerated research,
verification bottleneck captures the observation that generative models produce hypotheses faster
than experimental laboratories and peer-review systems can verify them. Finally, the information
bottleneck method of Tishby, Pereira, and Bialek (1999) is a completely different construct: an
information-theoretic method for the optimal compression of representations, not connected to ver-
ification in our sense.

Each of these contexts captures a real phenomenon. But each sees it fromwithin a single industry
or a single stage of the informational chain. What is proposed here differs in three respects.

First, in scope. The verification bottleneck κ in the present work is not an industry-specific
observation, but a general structural limit operating in any system in which a raw signal must be
turned into economically effective knowledge. It covers not only the checking of code or scientific
hypotheses, but also market coordination, institutional recognition, technological implementation,
and the energetic support of computation.

Second, in structure. κ is defined not as a scalar (a single “bottleneck”), but as a vector of
four components: measurement (κm), verification (κv), computation-and-energy (κc), and institu-
tions (κi). This makes it possible to analyze which component is binding in a given regime and to
explain why a decline in one component, if another remains unchanged, may fail to produce growth
in I∗.1

Third, in theoretical role. In the contexts listed above, verification bottleneck is a practical prob-
lem requiring an engineering or organizational solution. In the present work, κ is a constitutive

1The κ-vector intersects conceptually with several literatures without collapsing into any one of them. Townsend
models verification as a costly constraint under asymmetric information; Cohen and Levinthal analyze absorptive
capacity as the ability to recognize, assimilate, and exploit external knowledge; North provides the institutional frame-
work within which incentives and constraints are stabilized; and Tishby, Pereira, and Bialek formalize the “information
bottleneck” as the compression of signals while preserving relevant information. In this book, κ integrates these in-
sights into a broader structure: the combined constraint governing the conversion of available information into effective
information I∗.
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element of growth theory. It enters the production function not as an external friction, but as a
parameter determining what share of available information becomes economically effective. With-
out κ, the concept of I∗ loses operational meaning: it is the bottleneck that determines the difference
between information that exists and information that works.

In this sense, the present work neither borrows someone else’s term nor merely renames a fa-
miliar phenomenon. It generalizes a set of dispersed observations — each of which captures an
industry-specific manifestation of the same fundamental asymmetry: the generation of signals
scales faster than their verification. But for that observation to become an element of economic
theory rather than a sector-specific remark, it had to be defined structurally — and that is what has
been done through κ.

3.

We live in an age of unprecedented signal abundance. The volume of generated data doubles every
two or three years. Sensors, cameras, transaction logs, satellite imagery, genetic sequencers, social
networks — each day the economic system produces more recorded observations than humanity
produced over entire millennia before the digital revolution.

If information automatically turned into knowledge, this would be enough to solve almost any
coordination problem. But it does not turn into knowledge automatically. Between the raw signal
and effective knowledge lies a chain of transformations — the same chain described in the second
chapter: data → information → knowledge → technology. Each transition is a filter with finite
throughput. The paradox of the contemporary age lies not in a shortage of data, but in the widening
gap between the volume of signals and the system’s ability to verify them. The question is not
how much information is available, but what share of it can be turned into something on which a
decision can actually rely.

It is precisely this share that is determined by the verification bottleneck.

4.

What is the verification bottleneck in the strict sense?

κ is not a single number. It is a vector of constraints that determines the throughput of the system
on the path from signal to verified knowledge. It includes four components, each of which may
become the binding constraint depending on the era, the region, and the type of economic task.
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The first component is measurement quality. For a signal to become data, it must be recorded.
The quality of recording is determined by the resolving power of measuring instruments: physical
(sensors, microscopes, telescopes), cognitive (models, theories, classificatory schemes), and com-
putational (processing algorithms, statistical methods). What is not measured does not exist for the
economic system, even if it is physically present in abundance. In the second chapter we described
this as dependence on the power of the observer; κ formalizes that dependence.

The second component is verification capacity. Data that have passed through measurement
become interpretable signals. But between interpretation and knowledge there stands verification:
independent checking, confirmation, cross-validation. A scientific experiment must be reproduced.
Financial reporting must be audited. A medical diagnosis must be confirmed by a second opinion
or a laboratory test. Every act of verification requires resources— time, competence, infrastructure.
Verification capacity is the volume of signals the system is able to check per unit of time. It is finite,
and it is precisely this finitude that creates the bottleneck.

The third component is computation and energy. Information processing is a physical process
that requires energy. Landauer’s principle establishes a lower bound; real systems operate orders
of magnitude above it. Computational power is not an abstract resource; it is power plants, server
farms, cooling systems — physical infrastructure with finite productivity. Everything said about
the energetic limit of the metafactor in the seventh chapter applies here in full.

The fourth component is institutional infrastructure. Even if a signal has been measured, pro-
cessed, and technically verified, it becomes economically effective only when embedded in an
institutional environment: standards that ensure comparability; legal norms that determine permis-
sibility; organizational procedures that make application possible; systems of trust that determine
whom and to what extent one can believe. Without this institutional “last mile,” even flawlessly
verified knowledge may remain economically sterile — like an elegant theory that no one applies
because there are no institutions capable of implementing it.

The four components are not additive, but complementary: the bottleneck is determined by the
narrowest of the four channels. There is no point in having excellent measurement infrastructure if
there is no computational power to process the data. There is no point in having powerful computers
if there are no institutions capable of implementing the results. κ is not the sum of the constraints,
but their minimum: the system is no stronger than its weakest link.

Let us register this with a minimal formalization. The verification bottleneck is the vector

κ = (κm, κv, κc, κi),
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where κm is the constraint imposed by measurement quality, κv the constraint imposed by verifica-
tion capacity, κc the constraint imposed by computation and energy, and κi the constraint imposed
by institutional infrastructure. The volume of economically effective knowledge — effective infor-
mation — is determined by this vector:

I∗ = I∗(κm, κv, κc, κi),
∂I∗

∂κj
< 0 ∀ j.

A decline in any component of κ expands I∗. The connection with the production function intro-
duced in the fourth chapter is direct:

Y = F (K,L,N ; I∗).

Output is determined not by the total volume of available signals, but only by that part of them
which has passed through the bottleneck. Finally, the dynamics of κ are recursive2:

κt+1 = h(κt, I
∗
t ),

∂h

∂I∗
< 0.

Growth of effective knowledge lowers the bottleneck of the next period — the formal expression
of the funnel of accessibility described in the second chapter. But recursion works only above a
threshold: there exists a critical level Icrit(κ) such that when I∗t < Icrit, the system does not generate
enough knowledge to lower κ, and the bottleneck remains stable or widens. The two regimes— trap
and sustained expansion — are divided by this threshold. The lower κ is, the lower Icrit becomes:
a reduction of the bottleneck makes the transition to a high-trust regime more attainable.

5.

But why can κ never be zero? Why can one not construct a system in which any signal is trans-
formed instantly and costlessly into reliable knowledge?

The answer lies in physics — and it is here that the theory of the verification bottleneck differs
from most economic models, in which informational costs are treated as removable frictions.

The physical limit has already been set by what was introduced in the second and seventh chap-
ters: every operation performed on information — recording, erasing, transmitting, verifying —
requires energy. No engineering solution can overcome that limit, because it follows from the sec-
ond law of thermodynamics. Contemporary systems are still far from the fundamental bound —

2For the full formalization of κ, including a CES specification of the complementarity of the components and the
derivation of two equilibria, see the Mathematical Appendix, Sections C and E.
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current limits are set by heat dissipation from silicon, the throughput of power grids, and the logis-
tics of chip production. But these practical limits reproduce the same logic: every informational
operation has a positive energetic cost, and that cost does not converge to zero. Verification is an
act of ordering: separating the reliable from the false, signal from noise. It reduces uncertainty —
and that reduction has a price.

From this follows the fundamental asymmetry that runs through the whole of this work. The
space of possible informational states is ontologically unbounded: objects can interact in an in-
finite number of ways, and each interaction can potentially generate new information. But the
transformation of any of those potential states into verified knowledge has a positive cost, at every
technological level.

κ > 0 is not an assumption of the model. Landauer’s principle and the second law establish a
positive lower bound on the cost of elementary informational operations; from this it follows that
the complete elimination of the verification bottleneck is impossible in principle, at any level of
technology. The concrete configuration of κ— which components bind and to what degree — is
determined by technologies and institutions, but the fact of its existence is determined by physics.

6.

With the concept of κ in place and its components understood, we can now describe the dynamic
that determines the effective volume of knowledge in an economic system.

Let us imagine the whole space of signals available to the economy as a plane. On the horizontal
axis stands the volume of signals: the quantity of recorded observations, data, measurements. On
the vertical axis stands reliability: the degree to which a signal has passed through verification, has
been confirmed, and can be used as a basis for a decision.

Every signal in the economy occupies a certain position on this plane. A satellite image just
received is large in volume, but not yet interpreted: it lies to the right and low. An established
physical constant is small in volume — a single number — but maximal in reliability: it lies to the
upper left. An audited financial statement lies somewhere in the upper part. An unprocessed flow
of social-media data lies below.

The verification bottleneck κ cuts across this plane as a boundary: at the current level of tech-
nology, computational power, institutional infrastructure, and measurement capacity, everything
located below that boundary cannot be economically verified. It remains noise, raw data, unveri-
fied assertion — information in the ontological sense, but not in the operational one. Everything
above κ is verified knowledge: signals that have passed through filtration, demonstrated their reli-
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ability, and been embedded in an institutional environment. It is knowledge on which one can base
an investment, build a technology, or organize production.

These two zones — below and above κ— are two qualitatively different states of information.

The lower zone is the region of low-information equilibrium. Signals are abundant, but noisy,
contradictory, unverified. The cost of verifying each of them exceeds its expected marginal value.
Agents rationally decline to invest in checking, and the information remains economically dead.
This does not mean it is useless forever; it means that at the current configuration of κ it cannot be
profitably turned into knowledge.

The upper zone is the region of high trust. Signals have been measured, verified, stabilized in
the form of action-guiding knowledge — scientific facts, engineering standards, confirmed data,
working models. This stock — effective information I∗ — enters the production function and
determines the productivity of the factors. Not the whole volume of data, not all recorded signals,
but only that part of them which has passed through the bottleneck.3

The difference between the two zones is the difference between potentiality and actuality. There
is incomparably more information in the world than there is knowledge. The gap between them is
κ.

7.

From this picture follows something with far-reaching implications for economic theory: the vol-
ume of economically effective knowledge is determined not by the capacity to generate ideas, but
by the throughput of verification.

This is an important turn. Endogenous growth theory — from Romer to contemporary models
— has traditionally concentrated on the production of ideas: how many researchers are working,
what their incentives are, how the R&D sector is organized. The implicit assumption is that once
produced, an idea becomes available (allowing for excludability). The bottleneck is generation.

The verification bottleneck reverses this logic. In an information-dense economy, ideas are
not scarce — there are too many of them. Generative AI can already produce in an hour more
texts, hypotheses, designs, and coding solutions than a human being could produce in a lifetime.
The problem is not that ideas are insufficient. The problem is that from this flow it is impossible

3See also Wright, Epistemic Scarcity: The Economics of Unresolvable Unknowns, which links information abun-
dance to a scarcity of reliable and actionable knowledge. That work is philosophically adjacent but operates in a dif-
ferent register. The present book treats verification less as a general epistemological predicament than as a political-
economic and institutional process through which information becomes stabilized, trusted, and economically operative.
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Figure 9.1: The information-verification frontier. Each point is a signal available to the economy.
The horizontal axis is the volume of signals; the vertical axis is their reliability. The lower cluster
(gray) is the zone of low-information equilibrium: data are abundant but noisy, and the cost of
verification exceeds marginal value. The upper cluster (blue) is the high-trust zone: signals have
been measured, verified, and stabilized in the form of economically effective knowledge, I∗. The
dashed line is the κ boundary: at the current level of infrastructure, signals below it cannot be
verified profitably. The arrow indicates the direction of technological and institutional progress: a
decline in κ expands I∗.

to distinguish the true from the false, the workable from the nonworkable, the original from the
hallucinated — without verification. And verification is costly, slow, and limited.

Scarcity migrates from generation to verification. This is not a metaphor: it is a description
of an observable process. In science, the replication crisis — the inability to confirm the results
of published studies — is a direct manifestation of the fact that the generation of hypotheses has
outrun the throughput of verification. In journalism, the problem of fake news is the same struc-
ture: the generation of false signals is almost free, but checking them requires resources, time, and
competence. In the economy, the problem appears in the evaluation of AI models: a model can be
generated in hours; establishing that it works reliably, safely, and without bias is a task of months
and years.
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This very text is a direct example of the same problem. In the introduction it was said that the
book was written by a human being together with systems of artificial intelligence, and that this is
not a disclaimer, but part of the object of inquiry itself. Now that statement receives its theoretical
justification. AI has radically lowered the cost of generation: the volume of text, hypotheses, for-
mulations that can be produced in a single session is an order of magnitude greater than what the
author could have written alone in the same period of time. But that very fact makes verification—
checking logic, consistency, the accuracy of references, the absence of hallucinations, and confor-
mity to the author’s design — not less necessary, but more. A book created with the participation
of AI is not exempt from κ; it is subject to it with special sharpness. The reader is entitled — and
obliged — to apply to it the same verification optic that it describes.4

In all these cases the structure is the same: generation is cheap, verification is expensive. The
bottleneck lies not in the production of information, but in its authentication. A first set of empirical
evidence of this divergence — from the cost of generation to verification lags and the growth of
corrective workload — is assembled in the Empirical Appendix.

8.

But κ is not static. It shifts — and the direction of that shift has decisive importance for economic
dynamics.

When measurement technologies improve, the first component of κweakens: the system begins
to register signals that were previously indistinguishable. When computational power grows, the
third component expands: it becomes possible to process volumes of data that were previously
inaccessible. When institutions are reformed — through standardization, open access, transparent
procedures— the fourth component weakens: knowledge is integrated more quickly into economic
practice.

Each suchweakening shifts the boundary ofκ downward across the plane of (volume, reliability).
Signals that yesterday lay below κ— in the zone of noise, economically dead — are now above it.

4Working with AI, I find myself increasingly confronted by a new and slightly unsettling intuition: the problem
is no longer that meanings are scarce, but that they arise faster than human consciousness can assimilate them. Even
when I am deeply immersed in the subject, I regularly notice that my own mind cannot keep track of all the additional
connections, formulations, and moves that surface in collaborative work with the model. For the moment, a person
can still hold that stream together — but only at the cost of immense concentration, fatigue, and inner strain. There is
no guarantee that this will remain so. If the speed of generation continues to rise, the bottleneck will no longer be the
production of meaning, but the human capacity to live at its speeds. We are approaching a point at which the scarce
resource will be not information, and not even verification, but the human ability to keep pace with the speed at which
meanings are born.
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They become available for verification, enter the stock of effective knowledge I∗, and begin to act
within the production function.

This is the dynamic that in the second chapter we called the funnel of accessibility. It now
receives a precise meaning: the funnel is the process of lowering κ, through which an ever larger
share of potential information passes through the bottleneck and becomes economically effective
knowledge.

But the key property of this process lies in its recursivity. The knowledge produced at the output
of the funnel itself becomes an instrument for the further reduction of κ. A more accurate model
means better measurement. A more powerful algorithm means an expansion of computational
power. A more effective institution means a reduction of the institutional component of κ. Having
passed through the bottleneck, knowledge returns to the input and widens the bottleneck itself.

This is a positive feedback loop. Not unconditional, not automatic, but stable under certain
conditions. It means that if the system has reached a sufficient initial level of verified knowledge,
further accumulation can become self-sustaining — each expansion of I∗ lowers κ, which further
expands I∗. It is this mechanism that stands behind what was described in the second chapter as
the potential recursivity of information, and in the fourth chapter as the direct recursivity of the
metafactor through AI.

9.

Recursivity is no guarantee. Positive feedback works in both directions.

If κ is sufficiently high — if measurement systems are weak, computational power limited,
institutions unreliable — the system can end up in a low-information equilibrium trap. The volume
of raw signals is large, but the cost of verifying them is so high that investment in checking is not
profitable. Without investment, the stock of verified knowledge does not grow. Without growth of
knowledge, there are no instruments for lowering κ. The trap closes.

This is not an abstraction — it describes a real situation observable in economies with broken
institutional infrastructures. A country that has lost institutions of standardization, statistical ac-
counting, and judicial verification is not merely “less efficient” — it is in a different equilibrium.
The same physical resources, the same people, often even the same formal access to technologies
are present — but κ is so high that the funnel of accessibility is practically closed. Information is
generated, but does not become knowledge. Signals are abundant, but trust is absent.

The reverse side is equally important: a system in which κ is sufficiently low enters a regime
of sustained expansion. Each cycle — measurement, processing, verification, application — gen-
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erates knowledge that improves the next cycle. This is not an automatic process: it requires invest-
ment in measuring infrastructure, computational power, institutions of verification, and the energy
base. But when those conditions are met, the dynamic becomes self-sustaining.

The two equilibria — the low-information trap and the high-trust regime— are separated by the
threshold Icrit(κ) introduced above. This will become a central element of the analysis of growth
in the next chapter.

10.

If κ determines what share of signals becomes knowledge, it is natural to ask: how do historical
epochs differ from the point of view of κ?

The answer is this: not by the absolute level of κ— it has always been positive — but by which
of the four components turns into the dominant constraint. A necessary qualification: what is at
stake is the predominant, not the exclusive, constraint; in every epoch all four components operate
simultaneously, but one becomes the narrowest channel for the majority of economically significant
tasks.

In agrarian economies, the binding constraint was measurement. Observations were local, un-
reliable, nonreproducible. Agronomic knowledge was transmitted orally, dependent on individual
experience, and inseparable from the particular observer. κ was high in its first component: most
economically significant signals were simply not recorded.

In industrial economies, the first component weakened — through the scientific revolution, the
standardization of measurement, and the development of laboratory infrastructure. What became
binding was computation: the volume of data that could be gathered exceeded the volume that
could be processed. Clerks, accountants, statisticians — all of them were, in essence, living com-
putational capacities working to expand the third component of κ. Early computers were created
precisely to weaken this constraint, from artillery tables to the first business mainframes.

In the digital age, the third component weakened sharply — Moore’s law provided exponential
growth in computational power. But what is increasingly becoming binding is verification: the
ability to distinguish the reliable from the false under conditions of informational abundance. Gen-
erating text, images, models, and code is cheaper than ever. Verifying that they are correct, safe,
free of distortion, and usable as a basis for decision is more expensive than it appears.

At the same time, in a number of countries and domains, what becomes binding is the fourth
component— the institutional one. Technologies exist, data are abundant, computational power is
available — but the institutions that are supposed to provide trust, standardization, and application
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do not keep pace with the speed of change. This is what the previous chapter described as the
characteristic weakness of the state’s metaprotocol: the stability necessary for legitimacy becomes
an obstacle when the object of regulation transforms faster than the regulator is able to recognize
it.

κ is one — but its binding components differ. The history of economic development is, among
other things, the history of the successive weakening of the components of κ: each epoch removes
one constraint — and reveals the next.

11.

At this point it is useful to indicate how the proposed concept differs from a nearby construction in
the contemporary literature.

In 2026, Catalini, Hui, and Wu introduced the notion of cH — the cost of verification in the
context of generative AI.5 Their argument is that as AI produces ever more content, text, code,
and images, the problem of distinguishing the authentic from the generated, the reliable from the
hallucinatory, becomes increasingly acute. cH captures that cost and shows that it may rise with
the growing power of generative systems.

This observation is valuable — but it describes a particular case of a more general phenomenon.
Catalini’s cH is the verification bottleneck in one specific context: the distinction between the
output of AI and the output of human beings. κ, in our framework, is a general parameter operating
in any epoch and for any type of information. Moreover, cH refers to the cost of verification — an
economic magnitude. κ includes cost, but is not reducible to it: it encompasses physical (energy),
cognitive (attention), and institutional constraints as well. cH is a symptom of the present moment.
κ is a structural parameter.

12.

The verification bottleneck makes it possible to reformulate several long-standing questions of
economic theory in more precise terms.

Why do identical physical resources produce different outcomes in different countries? Because
countries differ in κ: with the same physical inputs, a country with a lower κ— better measuring
systems, stronger institutions of verification, more developed computational infrastructure— turns

5Catalini, C., Hui, X. and Wu, J. Some Simple Economics of AGI. arXiv Papers 2602.20946, arXiv.org, revised Feb.
2026.
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a larger share of accessible signals into effective knowledge and therefore achieves higher output.
In the fourth chapter this was described as a difference in informational regimes; now it receives
an operational expression through κ.

What, in precise terms, is the “Solow residual”? It is the growth of I∗, the stock of verified
knowledge, which raises the productivity of all factors without itself being a factor. Every reduc-
tion of κ expands I∗ and thereby shifts the production frontier outward. The “residual” is not a
mysterious exogenous force, but a measurable result of a weakening of the verification bottleneck.

Why does technology transfer so often fail? Because the transfer of a formula does not lower
the recipient’s κ: without a verification infrastructure of its own, codified knowledge remains in-
applicable.

Why does informational abundance not eliminate inequality? Because inequality in the infor-
mational age is determined not by access to data, but by differences in κ: whoever verifies better
extracts more from the same signals.

Each of these questions deserves more detailed analysis — and will receive it in the following
chapters, where κ will be unfolded in the contexts of growth, value, and distribution.

13.

The meaning of this chapter can now be formulated directly.

The verification bottleneck κ is a vector of constraints that determines the throughput of the
system on the path from raw signal to verified knowledge. Its four components — measurement
quality, verification capacity, computation/energy, and institutional infrastructure — are comple-
mentary: the system is limited by its narrowest channel. κ cannot be zero: thermodynamics estab-
lishes a positive lower bound on informational operations, while the concrete configuration of κ
is determined by technologies and institutions. A reduction of κ expands the stock of effective
knowledge I∗; this process is recursive, but not automatic, and depends on investment in all four
components.

Scarcity in the informational economy is not a scarcity of ideas. It is a scarcity of verification.
κ fixes this limitation as a structural parameter operative in every epoch and distinguished across
epochs not by its absolute level, but by its binding component.

From this follows the question that opens the next chapter: if growth is the expansion of I∗, and
I∗ is determined by κ, then how does the mechanism of growth change when the central constraint
becomes not the scarcity of physical factors, but the throughput of verification?
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Chapter 10

Growth in the Transition Period

1.

The previous chapter introduced the verification bottleneck κ as a structural parameter determining
what share of information becomes economically effective knowledge I∗. That chapter ended with
a question: if growth is the expansion of I∗, and if I∗ is determined by κ, then how does the
mechanism of growth change?

This is not a matter of refining details. It requires a revision of the very logic through which
economic theory explains sustained growth. Standard growth theory is built around accumulation:
more capital, more labor, more ideas—more output. Metafactor theory reverses that logic. Growth
is determined not by the accumulation of physical inputs, and not even by the quantity of ideas
produced, but by the system’s ability to turn signals into verified knowledge and to embed that
knowledge in the production function. Growth is the expansion of I∗, and its rate is constrained
not by the scarcity of factors, but by the throughput of κ.

At this point, a comparison with Hidalgo and economic complexity is useful.1 His framework
shows that wealth is connected not simply to the volume of resources, but to the accumulation of
distributed know-how embodied in a society’s ability to produce increasingly complex and rare
products. I accept that intuition: growth really does depend on how much productive knowledge a
system can retain and coordinate. But whereas Hidalgo places the center of gravity on the accumu-
lation of capabilities, the emphasis here shifts one step further — to the ability to distinguish pro-
ductive knowledge from unproductive knowledge, workable signals from noisy ones, and thereby
to transform the available informational mass into an effective stock of I∗.

1Hidalgo, C. A. Why Information Grows: The Evolution of Order, from Atoms to Economies. Basic Books, 2015.
See also Hidalgo, C. A. and Hausmann, R. “The Building Blocks of Economic Complexity.” Proceedings of the Na-
tional Academy of Sciences, 106(26):10570–10575, 2009.
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To unfold this thesis, one must first fix what exactly the proposed framework changes in existing
theory.

2.

Solow showed that physical accumulation explains less than half of observed growth; Romer endo-
genized the residual by modeling idea production. As was argued in the third and fourth chapters,
both frameworks share a blind spot: the entire chain from observation through data, information,
and knowledge to technology — the chain of verification — is compressed into a single operation.
The bottleneck is assumed to be generation; verification is presupposed but not modeled.

Metafactor theory takes the next step. The bottleneck is not generation, but verification. The
“Solow residual” is not a mysterious exogenous force, but the growth of I∗ as determined by a
decline in κ. Romer’s endogeneity is preserved, but redirected: what is endogenous is not simply
the “flow of ideas,” but the system’s capacity to convert signals into reliable knowledge. Growth
depends not on howmany ideas are produced, but on what share of them passes through verification
and becomes embedded in practice.2

3.

For that redirection to have analytical content rather than remain rhetorical, it must be shown how
different levels of informational accumulation produce qualitatively different growth regimes.

The key parameter here is the strength of cumulative knowledge effects: the degree to which
each subsequent discovery makes the next one easier or harder to produce. Let us denote that
force by θ — the elasticity of new-knowledge production with respect to the accumulated stock
of verified knowledge. When θ < 1, the return to accumulated knowledge diminishes: each next
discovery is harder to achieve than the previous one. When θ = 1, the return is constant: the
increment of knowledge is proportional to the stock already possessed. When θ > 1, the return
increases: knowledge accelerates its own production.3

2Aproduction function whose parameters depend on a technological index is not new: the literature on directed tech-
nical change, developed by Acemoglu and Restrepo, uses CES specifications in which automation shifts the boundary
between tasks. See Acemoglu, D. and Restrepo, P. “The Race Between Man andMachine: Implications of Technology
for Growth, Factor Shares, and Employment.” American Economic Review, 108(6):1488–1542, 2018. Our specifica-
tion (see the Mathematical Appendix, Section A) is formally close to that literature, but differs in three respects: (1) I∗
is endogenous and determined by κ, while κ itself depends on I∗ (a recursion absent from task-based models); (2) κ
includes an institutional component; (3) two equilibria with a threshold transition at Icrit(κ) follow from that recursion.

3For the formal definition of θ, its relation to κ, and the dynamic equation for I∗, see the Mathematical Appendix,
Sections D and E.
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θ is not fixed once and for all. A decline in κ raises the effective value of θ: the lower the
verification bottleneck, the more easily each subsequent unit of knowledge passes through the filter
and becomes an instrument of the next discovery. But θ is not identical to κ. It depends not only
on the system’s verification throughput, but also on the internal structure of the field of knowledge
itself: cumulative effects are stronger in physics than in cooking not because κ differs, but because
in different fields one discovery “ignites” the next with different force. κ sets the throughput of the
system; θ is the observable strength of the cumulative return to knowledge under a given throughput
and within a given field of knowledge.

From this follows a classification of growth regimes — not as an arbitrary typology, but as the
result of different values of a single parameter.

4.

The first regime: the Malthusian trap (θ < 1, high κ).

When cumulative effects are weak, the accumulation of knowledge cannot offset resource de-
pletion and population growth. Any temporary increase in productivity — a good harvest, a local
innovation — is absorbed by population growth and accelerated use of resources. The system
returns to a level of per capita income only slightly above subsistence.

This is not a hypothesis; it is a description of the dominant regime for most of human history. In
the language of κ: the bottleneck is so wide — especially in its measurement and institutional com-
ponents— that the funnel of accessibility is almost closed. Knowledge accumulates, but too slowly
to overcome the diminishing returns of physical factors. The informational recursion described in
the fourth chapter exists, but operates across centuries rather than decades.

The second regime: linear accumulation (θ ≈ 1, moderate κ).

When cumulative effects reach unit strength, the system exits the Malthusian trap. Knowledge
accumulation becomes proportional to the stock: each unit of verified knowledge generates roughly
one next unit. Growth becomes sustained — positive and constant. This is the regime described
by Solow’s model with exogenous technological progress and by Romer’s model with endoge-
nous ideas. Its historical counterpart is the industrial economy of the nineteenth and twentieth cen-
turies: the scientific revolution, standardization, the university system, and industrial laboratories
reduced κ to the point where knowledge accumulation became self-sustaining.

An important detail follows. The transition from the first regime to the second is not gradual, but
threshold-based. It occurs when I∗ crosses the Icrit(κ) introduced in the previous chapter. Below the
threshold there is a trap. Above it there is sustained growth. This is why the industrial revolution
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did not take place everywhere and not simultaneously: different societies approached the threshold
from different starting positions and with different values of κ.

The third regime: accelerating accumulation (θ > 1, low κ, strong feedback).

When θ exceeds one, knowledge accumulation becomes self-accelerating: each new unit gener-
ates more than one additional unit. The growth rate is no longer constant; it rises. The informational
recursion described in the fourth chapter now operates in full: knowledge generates knowledge,
which generates knowledge still faster. A decline in κ becomes not a side effect of growth, but its
central mechanism: each cycle expands I∗, which lowers κ, which further expands I∗.

Its historical counterpart is the digital economy of the late twentieth and early twenty-first cen-
turies, and especially the economy of AI. For the first time, the metafactor acts directly upon itself:
a model trains a model, an algorithm optimizes an algorithm. This is the direct recursivity described
in the fourth chapter through the sequence AlphaGo → AlphaGo Zero → AlphaFold. Here it ac-
quires a place within growth theory: the third regime is the regime in which the direct recursivity
of the metafactor becomes the dominant source of economic dynamics.

The fourth regime: explosive dynamics (θ ≫ 1, a sharp fall in κ, self-amplifying feedback).

Mathematically, when θ ≫ 1, the growth rate of I∗ tends toward infinity in finite time — a
singularity. This is a limit concept, analogous to a singularity in physics: not a forecast, but a
property of the model in an extreme range of parameters.

Substantively, the real system never reaches that limit. Energy constraints (Landauer’s princi-
ple, unfolded in the seventh chapter), institutional inertia (Chapter Eight), and attention as a finite
resource introduce braking forces long before mathematical singularity. But the very existence of
this regime as an analytical possibility means that growth based on informational recursion has no
built-in ceiling in the classical sense: it is constrained not by the diminishing returns of factors, but
by physics and institutions.

The full analysis of the fourth regime — its conditions, limits, and consequences — belongs to
Chapter Twelve. Here only its place in the classification is fixed: the limiting case that closes the
map of growth regimes.

5.

The four regimes are regions within one space, (θ, κ); the transition among them is a shift in pa-
rameters, not a change of model. The central thesis of this chapter is this: growth is the expansion
of I∗, determined by the dynamics of κ. A policy of growth, if it wishes to be precise, must aim
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not at enlarging the inputs of the production function, but at reducing the components of κ— the
infrastructure of measurement, verification, computation, and institutions.
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Figure 10.1: Four regimes of growth on the (θ, κ) map. The horizontal axis is the strength of
cumulative knowledge effects, θ; the vertical axis is the level of the verification bottleneck, κ.
Regime I (Malthusian trap): θ < 1, high κ — knowledge accumulates too slowly. Regime II
(linear accumulation): θ ≈ 1 — sustained growth described by the models of Solow and Romer.
Regime III (accelerating accumulation): θ > 1, low κ—direct informational recursion, the digital
age. Regime IV (explosive dynamics): θ ≫ 1— a mathematical limit, not a forecast. The dashed
arrows indicate trajectories of transition between regimes; each transition is threshold-based and
determined by Icrit(κ).

6.

At this point it is necessary to return to a concept introduced in the fourth chapter and deliberately
left there without full unfolding: conditional infinity.

The term sounds provocative, and that is deliberate. It does not mean that the economy can
grow infinitely in a physical sense: the amount of matter on Earth is finite, energy is limited, and
the second law of thermodynamics cannot be suspended. “Conditional infinity” is a term for a more
precise proposition: the effective productivity of a fixed set of physical factors can grow without
limit if the informational regime of the system continues to improve.
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Formally, with fixed K, L, and N , output Y = F (K,L,N ; I∗) can grow without bound
if I∗ itself grows without bound. I∗ grows without bound if κ falls sufficiently rapidly and if
the recursive mechanism κt+1 = h(κt, I

∗
t ) is sustained by investment in the energy base. Growth

is limited not by the scarcity of factors, but by the speed with which the funnel expands — and that
speed, in turn, is limited by energy, institutions, and attention.

“Conditional infinity” therefore means that the ceiling of growth does not lie in the exhaustion
of ideas, nor in the diminishing returns of capital. The ceiling lies in the throughput of verification.
If κ declines, the ceiling rises. If that decline stops, growth runs into a new limit. The condition
is the continuous improvement of informational infrastructure. The infinity lies in the fact that
one and the same set of atoms can yield ever more complex and ever more productive forms of
organization. It is not the infinity of matter, but the infinity of form. This is a statement about
possibility, not about guarantee: such a trajectory endures only so long as the system continues to
reduce κ through investment in measurement, verification, computation, energy, and institutions.

This is the full unfolding of the thesis promised in the fourth chapter. Information does not
create physical resources out of nothing. But it can reorganize the use of those resources again
and again, without any built-in limit to the number of such reorganizations. The limit is external:
energy. It is not internal: not an exhaustion of possibilities.

7.

From the distinction among regimes follows something of practical importance: not all growth
trajectories lead to the same result. Two societies with identical physical resources, identical initial
levels of capital and labor, may end up on fundamentally different trajectories if their values of κ
differ.

A society with low κ—developed measuring infrastructure, reliable institutions of verification,
sufficient computational power, and an adequate energy base — enters a high-trust regime. Each
cycle produces knowledge that lowers the κ of the next cycle. The recursion is stable. I∗ grows,
productivity grows, and investment in the further reduction of κ pays for itself. This is the trajectory
observed in countries with strong scientific traditions, stable institutions, and developed energy
infrastructures.

A society with high κ— under the same physical resources — falls into a low-information trap.
Knowledge does not accumulate because the cost of verification is too high. Without knowledge, κ
does not fall. Without a fall in κ, knowledge does not accumulate. The trap is self-sustaining, and
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escape from it requires not “more capital” and not “more data,” but a deliberate reduction of the
specific components of κ that have become binding.

The two equilibria are not two levels on one spectrum. They are two different worlds. And
the distance between them does not narrow by itself: without a deliberate lowering of κ, there
will be no convergence. Models of growth that predict the convergence of poor and rich countries
systematically overestimate its speed precisely because they do not account for differences in κ.
Access to the same technologies and the same data does not mean access to the same possibilities
of verification.

Preliminary cross-country evidence of such regime differentiation is presented in the Empirical
Appendix.

But the difference among trajectories is not only a difference in speed. Societies with different
values of κ differ not only in the volume of wealth they create, but in the way that wealth is ap-
propriated and distributed. Different regimes of growth produce different social geometries — and
that conclusion leads to the question with which this chapter ends.

8.

Finally, it is necessary to fix what all this means for the transition period — the historical moment
that is the subject of this book.

The transition period is defined by the fact that θ exceeds one in a sustained way for the first
time in history across a significant part of the world economy. Informational recursion becomes
direct: AI lowers the cost of knowledge generation,4 which expands I∗, which lowers κ, which
accelerates the next cycle. This is the third regime, and it is gaining force.

But the transition period is simultaneously marked by a sharp intensification of the gap between
trajectories. Societies that have entered the third regime accelerate. Societies that remain trapped
do not simply lag behind; they fall behind at an accelerating rate, because the distance to the leaders
grows faster than linearly.

And here arises the tension to which the next chapter is devoted. The growth of I∗ changes not
only the volume of output, but also the structure of value, the forms of distribution, and the configu-
ration of power. The informational economy produces more — but it appropriates differently. The
mechanisms through which the effect of growth is distributed among agents — wages, profit, rent,

4At this point, my analysis intersects with Brynjolfsson and McAfee’s work on the “second machine age,” in which
digital technologies are described as radically lowering the cost of reproducing and performing an ever broader range
of cognitive operations. See Brynjolfsson, E. and McAfee, A. The Second Machine Age. W.W.Norton, 2014.
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taxation — were designed for another regime. The new productive logic does not automatically
coincide with new forms of price, distribution, and power.

It is to that mismatch — between how wealth is created and how it is appropriated — that
Chapter Eleven is devoted.
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Chapter 11

Value, Distribution, and Power Under Pressure from
the Metafactor

1.

The previous three chapters described a system in transition: how regimes of coordination are struc-
tured (Chapter Eight), what constrains them (Chapter Nine), and how this determines the dynamics
of growth (Chapter Ten). All of that was analysis from the side of production: how I∗ is created,
how the funnel widens, how κ declines. But the economy is not only production. It is also appro-
priation: who receives the result, by what rules, and in whose interest. And it is precisely here that
the transition period creates a tension that cannot be described in the categories of growth alone.

The question of this chapter is this: why does the new productive logic not automatically coin-
cide with new forms of price, distribution, and power?

The answer unfolds on two planes. The first is value: why classical theories of price— both the
labor theory and the marginalist one — lose their universality in the informational economy. The
second is distribution and power: who appropriates the effect of the metafactor, and why control
over informational infrastructure becomes the central form of economic power.

2.

Let us begin with value. In this chapter three things are distinguished: value as the theoretical
problem of the foundation of worth, price as the institutionally organized mechanism of exchange,
and income as a distributive form (wage, profit, rent).

Classical political economy— from Smith through Ricardo to Marx — built its theory of value
around labor. The marginalist revolution — Menger, Jevons, Walras — shifted the foundation to
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marginal utility. The neoclassical synthesis joined the two sides in a model of supply and demand.
But both approaches rely on one hidden premise: the production of each additional unit of a good
requires positive costs. Those costs create the supply curve, and with it the equilibrium price.
Without positive marginal cost, the price mechanism loses its support.

Informational goods undermine that premise. The first copy of an informational product — an
algorithm, a model, a standard, a design — is expensive: that is the cost of passing through κ.
But every subsequent copy is almost free. The marginal cost of reproduction tends toward zero.
This is not a new observation — Shapiro and Varian described it already in 1999; Romer built the
nonrivalry of ideas into growth theory in 1990. But it entails a conclusion that economic theory has
still not fully integrated: for goods with zero marginal costs, competitive price no longer works as
a mechanism of distribution. If marginal cost is zero, competitive price is also zero — but then no
one recovers the fixed costs of the first copy. Price ceases to perform both of its functions at once:
signaling scarcity and ensuring recovery of cost. For material goods those functions coincided; for
informational goods they diverge.

3.

From this divergence it follows that the price of an informational good is determined not by pro-
duction costs and not by marginal utility, but by the access regime— the institutional construction
that determines who may use the good, under what conditions, and in what quantity.

A patent is an access regime: it creates a temporary monopoly that makes it possible to set a
price above marginal cost. A subscription is an access regime: it converts zero marginal cost into
a revenue stream. Freemium is an access regime: the basic product is free, the expanded one is
paid. An API priced per query is an access regime: each call to the model is billed, even though
the marginal cost of the computation is negligible relative to the price.

In all these cases price does not “reflect” value in the classical sense; it is constructed by an
institutional decision about how access is organized. But that does not mean price is arbitrary. The
access regime sets the mechanism of pricing; the concrete level of price is still bounded by three
forces: effective demand (marginal utility has not vanished; the marginalists were right on this
point), the threat of a substitute (competition among regimes, including open source), and the need
to recover the fixed costs of the first copy— that is, the cost of passing through κ. Informational rent
is not “money out of thin air”; it is payment for overcoming the barrier of entry into infrastructure,
bounded from above by demand and competition. But the fact remains that price is determined by
institutional construction, not by the intersection of supply and demand curves in the classical sense.
Without an access regime, an informational good is either free (and does not repay its creation) or
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monopolized (and is not distributed efficiently). Open source is not an exception to this logic; it
is itself an access regime — one with a zero price point, in which recovery of fixed costs occurs
through adjacent channels: services, consulting, ecosystem control, or reputational capital. The
underlying point holds: the price of informational goods is always a question of institutions, not
only of supply and demand.

For the theory of the metafactor this has a direct consequence. If I∗ — effective knowledge
— is the main source of growth, and if the price of I∗ is determined not by the market but by the
access regime, then the distribution of the gains from growth is determined by who controls the
access regimes. This is not a question of efficiency. It is a question of power.

4.

Let us turn to the second plane: distribution and power.

In an economy where the classical factors — labor and capital — were the main sources of
productive force, distribution was organized around two principal flows: wages (the remuneration
of labor) and profit (the remuneration of capital). Rent — the third flow — was associated with
land and natural resources. The whole architecture of taxation, social insurance, labor law, and
corporate governance was designed for that triad.

The metafactor creates a fourth flow for which the existing architecture has no adequate name.
Let us call it informational rent— income extracted not from ownership of physical assets and not
from labor expenditure, but from control over nodal points of informational infrastructure.1

Informational rent arises where an agent controls one element of κ—or, more precisely, controls
the reduction of κ for others. Whoever owns measuring infrastructure determines which signals are
recorded. Whoever owns computational capacity determines which data are processed. Whoever
controls standards of verification decides what counts as trustworthy. Whoever governs a platform
determines visibility, admission, and protocol.

Rent arises not from owning a thing, but from controlling the bottleneck. And it rises the more
critical the controlled element is for passage through κ.

In economic nature informational rent is a monopolistic quasi-rent in the sense already described
by Romer in 1990: the nonrivalry of ideas produces increasing returns, and increasing returns
generate imperfect competition and a margin above marginal cost. The novelty here lies not in the
existence of rent, but in the identification of its source. In Romer, rent is extracted from patent-
based excludability — a temporary legal monopoly over an idea. In our framework it is extracted

1For the derivation of informational rent from Euler’s theorem, see the Mathematical Appendix, Section F.
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from control over components of κ: computational infrastructure, standards of verification, and
architectures of access. A patent expires; the architectural indispensability of a cloud provider or a
platform does not. This is why concentration in the informational economy is more persistent than
the standard model of monopolistic competition predicts.

5.

This explains the structure of concentration we observe in the informational economy.

The largest companies in the world by market capitalization are not makers of things. They are
controllers of nodal points in informational infrastructure. Cloud providers (AWS, Azure, Google
Cloud) control the computational component κc: without their infrastructure, most organizations
cannot process data at scale. Platforms (Google, Meta, Amazon) control visibility and access —
what Chapter Eight described as key functions of platform architecture. Developers of foundation
models (OpenAI, Anthropic, Google DeepMind) control the layer that is increasingly becoming
the central intermediary across all four regimes of coordination.

None of these positions is a monopoly over a good. Each is a monopoly over a component of κ.
That is why it is so durable: replacing one cloud provider with another requires migrating an entire
infrastructure; replacing one platform with another means shifting a network effect; replacing one
foundation model with another means rebuilding all applications constructed on top of it. Switch-
ing costs are not accidental; they are built into the architecture. Informational rent is reproduced
not only through legal protection, though legal protection matters too, but through architectural in-
dispensability. Particular names may change; the structural position — control over a component
of κ— remains so long as the architecture remains.

6.

But informational rent is only part of what happens to distribution. The second part is the transfor-
mation of the very mechanisms through which income is distributed among agents.

In the classical economy, wages performed a double function: they were both remuneration for
labor and the main channel through which produced wealth was distributed to the population. That
double function worked so long as labor remained the irreplaceable bearer of productive activity.
Chapter Five showed that this monopoly is being lost: the metafactor absorbs the informational
content of labor, and an ever larger share of productive activity is carried out without human medi-
ation.
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The consequence for distribution is direct: if labor ceases to be the sole bearer of productivity,
wages cease to be a sufficient mechanism of distribution. Wealth continues to be created — and
increasingly so — but the channel through which it reached the population narrows. This is not a
crisis of production; it is a crisis of distributive architecture: a mechanism designed for one regime
no longer works for another.

Profit— the second channel— is also transformed. As Chapter Six showed, capital increasingly
reveals its informational nature: its value is determined not by physical substrate, but by design.
Profit on capital becomes less and less tied to physical assets, andmore andmore tied to control over
informational ones: data, models, platforms, standards. This means that the traditional distinction
between profit (the reward for risk and waiting) and rent (income from position) begins to blur. A
substantial part of what accounting records as profit is, in economic nature, informational rent.

7.

The third — and perhaps deepest — dimension of power in the informational economy concerns
not the appropriation of what has been created, but the shaping of the very space in which “creation”
and “appropriation” are defined.

Chapter Eight showed, in the analysis of platforms, that control over visibility is control over
what options agents can see at all. Recommendation algorithms, search rankings, systems of rank-
ing — all these are architectures of attention, shaping not only the coordination of supply, but the
field within which preferences themselves are formed. There this observation was registered as a
first pass. Here it receives its political-economic completion.

If preferences are formed in informational environments, and if those environments are designed
and controlled by particular agents, then power in the informational economy is not only control
over the means of production and not only control over access regimes. It is control over the
architecture of preferences: over what agents take to be desirable, admissible, normal. Whoever
determines the field of visibility determines the space of choice. Whoever determines the space of
choice shapes demand. Whoever shapes demand closes the circuit: production and consumption
come to be subordinated to one and the same architecture.

This is a form of power for which classical political economy has no adequate concept. Marx
described power as control over the means of production. Weber described it as the capacity to
impose one’s will in a social relation. Foucault described it as a disciplinary mechanism operating
through institutions. Informational power is closer to Foucault than to Marx, but its mechanism
is specific: it operates not through coercion and not through discipline, but through the design of
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the informational environment in which agents make decisions. It does not prohibit — it renders
invisible. It does not compel — it ranks. It does not confiscate — it determines what is available
for choice in the first place. This is not the disappearance of agency: the agent still chooses — but
from a space not designed by the agent. What shifts is the structure of the conditions of choice, not
choice itself.

8.

If the previous sections showed that the growth of the informational metafactor changes the struc-
ture of value and creates new forms of rent, then the next step inevitably becomes the question of
power. In a transitional economy, what becomes decisive is no longer only control over material
assets, financial flows, or channels of distribution, but control over the procedures through which
a signal receives the status of reliable knowledge. In other words, as generation becomes cheaper,
verification becomes the strategic resource.

This shift has fundamental significance. As long as the production of the new is costly, power
is concentrated above all around access to the means of production, capital, infrastructure, and la-
bor power. But when the generation of signals, hypotheses, texts, models, and decisions becomes
sharply cheaper, the bottleneck is no longer the creation of possible interpretations, but their selec-
tion, checking, ranking, and institutional stabilization. It is here that a new point of concentration
of power emerges.

Verification in such a world is not a neutral technical procedure. It determines which signals
count as credible, which conclusions as justified, which sources as legitimate, and which as not.
Control over verification is therefore not simply control over the quality of knowledge. It is control
over the regime by which social reality itself is recognized.

It follows from this that verification becomes the source of a distinctive kind of rent. If access to
recognition, confirmation, and institutional stabilization is limited, then those agents who control
the relevant infrastructures acquire the ability to extract income not only from property or exchange,
but from admission itself into the status of credibility. In this sense, informational rent acquires
another form — verification rent. It arises wherever a platform, a state, an expert network, a com-
putational center, or some other institutional structure occupies a privileged position in the process
of separating accepted knowledge from unaccepted knowledge.
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9.

But the economic rent here is inseparable from a political effect. Themonopolization of verification
means the joining, at one node, of epistemic power, economic advantage, and the capacity to set
the boundaries of the permissible. Whoever controls the procedures of checking gains influence
not only over what counts as true, but over which interpretations are admitted at all into the space
of serious consideration. This is no longer simply informational asymmetry in the ordinary sense,
nor merely unequal access to data. It is a deeper asymmetry — asymmetry of access to legitimacy.

It is here that the problem moves beyond the theory of knowledge and becomes a problem of
political economy. If verification infrastructures are concentrated in the hands of a few actors,
society risks facing not only a new source of rent, but a new type of dependence: dependence on
external centers of confirmation, without which a signal does not acquire the status of significance
and a decision does not acquire the status of admissibility. Such dependence can undermine not
only competition, but the very capacity of a society for distributed correction of error.

The danger, however, runs deeper still. In a world of platform-organized signals, recommen-
dations, ratings, and algorithmic filters, control over verification can shape not only beliefs, but
needs. If it is increasingly through verification regimes that society determines what to trust, what
to fear, what to strive for, and what to count as a reasonable choice, then concentration of control
at this point becomes an indirect governance of the direction of desire. Power then acts not only
on the distribution of resources, but on the formation of the very structure of socially admissible
expectations.

This is one of the central dangers of the transition period. As generation becomes cheap, ver-
ification increasingly turns into the chief social scarcity. And every scarcity in a capitalist and
platform environment tends toward institutional appropriation. Without special constraints, the
system will therefore move naturally toward a concentration of verification power — first in the
name of efficiency, then in the name of stability, and in the limit in the name of governability.

The struggle over distribution in the new economy therefore increasingly becomes a struggle
over the design of verification regimes themselves. In the industrial era, the central conflict was
over ownership of capital and the means of production. In the transition era, there is added to it
— and gradually brought to the foreground — a conflict over control of the procedures of confir-
mation, selection, and institutional recognition. Who verifies, by what rules, with what degree of
transparency, and with what possibility of contestation — all this becomes part of the structure of
power, not an external technical question.
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The pressure of the metafactor on value and distribution therefore cannot be understood only as
a shift in the production function or as a redistribution of income between labor and capital. What is
at stake is a deeper reconfiguration: a displacement of the center of power toward those institutions
and infrastructures that control verification— that is, the very passage from a multitude of possible
signals to socially recognized reality.

10.

From all this follows a hard conclusion: the transition period produces a systemic mismatch be-
tween the logic of production and the logic of appropriation. That mismatch appears on three
levels at once.

At the level of price: the value of informational goods is determined by the access regime, not
by costs or utility; competitive price no longer works as a mechanism of distribution.

At the level of income: wages narrow as a channel of distribution; profit fuses with rent; in-
formational rent, extracted from control over components of κ, becomes the dominant source of
concentration.

At the level of power: control over informational infrastructure — over measurement, computa-
tion, verification, visibility, and access — becomes control over the very form of economic reality,
including the formation of preferences.

None of these mismatches is resolved automatically. The market does not simply “adapt,” be-
cause the market mechanism itself presupposes positive marginal costs, which are absent here. The
state does not simply “regulate,” because the object of regulation transforms faster than the regu-
lator, as Chapter Eight showed. The mismatch is not a malfunction that will be corrected. It is a
structural property of the transition period: the new logic of production is already working, while
the logic of distribution adequate to it has not yet taken shape.

The question of macroeconomic closure is especially acute here. If RI grows while labor’s
share of income declines, effective demand narrows — and the system risks running not into a
shortage of supply, but into a crisis of realization: it becomes possible to produce ever more, but
no one remains able to buy it. The income effect — cheaper goods raise real welfare — partly
offsets this gap, but only if income reaches the consumer, and it is precisely this channel (wages)
that is narrowing. The question of how the macroeconomic identity Y = C + I +G+NX closes
under a falling labor share and rising informational rent is one of the central open questions of the
transition period. This book poses that question, but does not solve it; that belongs to the next stage
of research.
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11.

The logic of the third part can now be gathered into several theses.

These four chapters described a system in transition on four levels. Regimes of coordination
— market, firm, state, platform — are distinct architectures of information processing, each with
its own capacity and characteristic type of failure. All are subject to the verification bottleneck κ,
the vector of constraints determining what share of signals becomes effective knowledge. Growth
is determined by the expansion of I∗ through the lowering of κ; different values of the cumula-
tive parameter θ produce qualitatively different regimes, from the Malthusian trap to accelerating
accumulation. Finally, value, distribution, and power are also being reconfigured — but not syn-
chronously with production: the new logic of wealth creation does not automatically coincide with
the forms through which wealth is appropriated.

The third part has described the mechanism. The fourth will turn to the horizon: what happens
when the mechanism is driven to its limit, and what the theory still does not know.
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EVENT HORIZON
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Chapter 12

The Economic Singularity as a Limiting Case

1.

The third part of this book described the mechanism of transition: how regimes of coordination are
organized, what constrains them, how this shapes growth, and why the new logic of production no
longer coincides with the logic of appropriation. All of this was an analysis of the current state of
affairs: the transitional period, in which the metafactor is already operating visibly, but the classical
structures have not yet been dismantled.

The fourth part turns to the horizon. Not to a forecast — to a limiting concept. It asks: what
happens if the mechanism described here continues to operate?

Chapter Ten introduced the fourth regime of growth: explosive dynamics at θ ≫ 1, when
knowledge accelerates its own production so strongly that the growth rate tends toward infinity
in finite time. It was said there that this is a mathematical limit, not a forecast, and that the real
system is slowed by energy, institutions, and attention long before it reaches such a point. The
present chapter unfolds that limit: what it means, what becomes impossible within it, and what
remains scarce even at its threshold.

2.

The term “economic singularity” requires immediate clarification, because without it the phrase is
almost certain to be read incorrectly.

In physics, a singularity is the point at which the equations of a model cease to yield finite values.
The density of matter at the center of a black hole becomes infinite— not because matter is literally
infinitely dense, but because general relativity ceases to describe reality at that scale. A singularity

130



is not an event in the world; it is the limit of a model. It tells us not that “something infinite will
happen,” but that the existing apparatus of description comes to an end at that point.

The economic singularity is the same kind of thing.1 It is the point at which models built around
the classical factors of production cease to generate meaningful predictions. When θ ≫ 1 and κ
declines recursively, the production function Y = F (K,L,N ; I∗) formally allows unbounded
output growth with fixed physical inputs. That does not mean output will literally become infinite.
It means that a model in which growth is explained by the accumulation ofK, L, and N ceases to
be useful: it predicts bounded growth where accelerating growth is observed, and it cannot see the
source of acceleration because that source lies outside its variables.

The economic singularity is not a date on the calendar. It is not the moment when “AI becomes
smarter than humans.” It is neither utopia nor catastrophe. It is the limit of applicability of an eco-
nomic apparatus built on the assumption that physical factors determine the boundaries of growth.
Beyond that limit another apparatus is needed — precisely the one this book has tried to propose.

3.

But the “limit of a model” does not mean “the absence of constraints.” Even near singularity —
even in an economy where θ is high and κ is low — certain things cannot become free, unlimited,
or automatic. Those things determine what remains scarce in a world of informational abundance.

Energy. The Landauer principle and the second law of thermodynamics, developed in Chapters
Seven and Nine, guarantee that every informational operation has a positive energetic cost. Under
any θ and any κ, the expansion of I∗ requires energy. The Jevons paradox, discussed in Chapter
Seven, shows that optimization expands consumption rather than reducing it. Near singularity the
energy limit does not disappear— it sharpens: the faster I∗ grows, the faster the demand for energy
grows with it. The race for informational leadership is, in the end, a race for energy. This thesis
does not weaken as the horizon approaches; it becomes stronger.

Verification. This sounds paradoxical: if κ declines, why does verification remain scarce? Be-
cause the decline of κ is relative, not absolute. The volume of generated signals grows faster than
the capacity of verification expands. Generative AI is the clearest example: the cost of producing

1Recent work on singularity and growth has already opened several important pathways, but each addresses a dif-
ferent problem. Nordhaus studies singularity as the possibility of sharply accelerated growth within standard macroe-
conomic analysis; Aghion, Jones, and Jones treat AI as a new wave of automation within a growth framework; and
Growiec’s hardware–software model reconstructs the language of factors by distinguishing hardware from software as
basic productive components. This book overlaps with those approaches but defines economic singularity differently:
as the point at which factor-based models begin to lose explanatory priority because informational logic becomes the
dominant organizing principle.
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texts, images, code, and hypotheses tends toward zero, while the cost of checking them does not.
In absolute terms κ falls, but the gap between the volume of signals and the capacity to verify them
can still widen. The scarcity of verification is not a transitional inconvenience; it is a structural
property of any system in which generation is cheaper than checking. And generation is always
cheaper — for thermodynamic reasons.

Attention. Simon formulated this already in 1971: a wealth of information creates a poverty of
attention. Near singularity that poverty becomes sharper. When systems are capable of producing
unlimited amounts of content, proposals, alternatives, and solutions, human attention — and even
algorithmic attention — becomes an acutely scarce resource. The question “where do we get infor-
mation?” is replaced by the question “what deserves attention?” The architecture of attention —
described in Chapters Eight and Eleven as a function of platforms and a form of power — becomes
not a peripheral issue, but a central question of economic coordination.2

Trust and legitimacy. The institutional component κi does not decline through technology. One
may build the fastest supercomputer imaginable — but one cannot algorithmically produce trust
in institutions. Legitimacy is a product of history, practice, and repeated confirmation. It does not
scale exponentially. Near singularity the technological components of κ may approach a physical
minimum — but the institutional component remains tied to social time, and social time does not
accelerate in the same way.

4.

From this follows an observation that may be the most important conclusion of the present chapter.

The economic singularity is not the abolition of scarcity. It is a change in the nature of scarcity.
In classical economics, scarce things were land, labor, and capital. In informational economics,
scarce processes are verification, attention, trust, and energy. None of these is a “thing” in the
classical sense; each is a property of the relation between agents and the informational environ-
ment. Scarcity does not disappear — it migrates: from the material substrate to the conditions of
processing.

2Working as a generalist at Outlier, I increasingly catch myself not in fear, but in a strange sense of the future
drawing near. Where a model today learns to recognize and assemble text, sound, and video, the next step is already
visible: a book unfolded into a film; a film continued as a series; a series reassembled to the taste of one particular
viewer. Not as a mass product, but as a personal cultural world that can be expanded on demand. Older forms need
not disappear because of this — theater did not disappear after cinema. But the logic of the industry itself may change
radically: not one film for millions, but millions of variations for each person. And then the main scarcity will no
longer be the production of content, but the rare possibility that many people will still watch, discuss, and experience
the same thing at all.
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That is why economic theory does not end near singularity — it begins again. Not from a
blank sheet: everything developed in this book — the metafactor, κ, I∗, regimes of coordination,
conditional infinity — remains valid. But the object of theory shifts: from explaining how things
are produced to explaining how attention is organized, how knowledge is certified, how trust is
maintained, and how energy is distributed.

This is an event horizon in the precise sense of the metaphor borrowed from general relativity: a
boundary beyond which the former observer — classical theory — can no longer see. Not because
nothing exists there, but because its instruments are not suited to that domain.

5.

But near the horizon there is one more circumstance that cannot be avoided, because it concerns
the very subject of economic theory.

Throughout the history of economics, the subject of production was the human being: worker,
entrepreneur, inventor, manager. The metafactor operated through people — through their knowl-
edge, skills, decisions, and institutions. Even AI in the current transition period remains an instru-
ment embedded in a human system of coordination: people set tasks, check results, and make final
decisions.

Near singularity that status — the human being as the irreplaceable subject of economic activity
— is called into question. Not because human beings “become unnecessary”— that is a journalistic
simplification. Rather because an ever larger share of the cycle of generating, processing, verifying,
and applying information may close without human mediation. One model trains another. One
algorithm verifies another. The system of coordination optimizes itself.

If that happens — and Chapter Five showed that this is the direction of movement — then a
question arises to which classical economic theory has no answer: for whom is production carried
out? Labor is not merely a source of productivity; it is also the channel through which wealth is
distributed across the population. If that channel narrows — and Chapter Eleven showed that this
is precisely what is happening — then an economy capable of producing more and more must find
another answer to the question “for whom?”

This question is not technical. It cannot be solved by tax reform or a retraining program. It
is a question about the meaning of the economic system itself — a question that has always been
political, and that becomes unavoidable near the event horizon.

This book does not claim to answer it. It can only indicate that the question has been posed —
and that it has been posed not from outside, but by the inner logic of the informational metafactor
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described in the preceding pages. The next — and final — chapter is devoted to what the theory
still does not know.

134



Chapter 13

After Human

1.

The previous chapter described the economic singularity as a limiting case: a point at which the
classical production function ceases to serve as a useful map of growth. Near that point, scarcity
does not disappear; it migrates — from things to processes, from matter to verification, attention,
trust, and energy. All of that remains within the domain of economics. This chapter crosses into a
different territory.

The question it asks is not how the system will function near the singularity. It is what happens
to the human being who built the system, once the system no longer requires him to operate.

This is not a futurological question. It is not about whether artificial intelligence will “replace”
humanity in some cinematic sense. It is a question that follows directly from the logic of the
preceding chapters, and that the theory developed here can pose but cannot answer from within its
own apparatus. The chapter is therefore not a conclusion. It is a boundary marker.

2.

Let us retrace the argument to the point where it leaves the domain of production.

The verification bottleneck, as introduced in Chapter Nine, determines how much of the avail-
able informational flow is converted into economically effective knowledge. The bottleneck has
four components: measurement, verification capacity, computation and energy, and institutional
infrastructure. For most of economic history, human beings stood at the center of at least three
of those four. They measured, they verified, they built institutions. Computation was the only
component that could be substantially automated — and even there, human design and oversight
remained indispensable.
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Chapter Five showed how the metafactor progressively absorbs the functions of labor: first
augmenting it, then substituting for routine physical operations, then for cognitive functions, and
finally for the sensorimotor loop that had been regarded as the last stronghold of biological necessity.
The trajectory is clear and, in its broad outlines, already underway.

But there is one function that the argument, until now, left implicitly in human hands: verifica-
tion itself. The capacity to judge whether a given output is true, reliable, meaningful, applicable.
This function was the quiet premise of the entire framework. If κ is the bottleneck, then someone
must be doing the verifying. And that someone, throughout the book, was assumed to be a human
being — or at least a system under human oversight.

It is time to examine what happens when that assumption ceases to hold.

3.

The logic that leads to this point is not speculative. It is arithmetic.

As of early 2026, the cost of generating one thousand tokens of text by a frontier language model
stands at approximately $0.005.1 The equivalent cost of one thousand tokens of human cognitive
output — estimated from median office wages in Western Europe against daily text production —
is approximately four euros. The asymmetry is roughly eight-hundredfold. Generation has become
nearly free. Verification has not.

But the asymmetry of cost is only the first dimension. There is a second: predictability. A hu-
man worker is a probability distribution. The employer purchases an expected value with unknown
variance. One day the programmer writes excellent code; the next day, mediocre code. The em-
ployer cannot know in advance which day will be which. A language model is a fixed distribution
with known parameters, improving on a predictable schedule tied to model updates. The rational
employer does not choose the model over the human out of indifference. He chooses it because
uncertainty has a price, and that price is now visible.

There is a third dimension: trajectory. The human worker improves slowly, nonlinearly, and
with large individual differences. The model improves every several months — systemically, for

1This is an order-of-magnitude estimate based on published API pricing as of Q1 2026. Frontier output token
prices range from approximately $2.50 to $25 per million tokens depending on the model (e.g., Gemini 2.5 Flash at
$2.50/1M, GPT-5 at $10/1M, Claude Opus 4.6 at $25/1M), yielding $0.0025–$0.025 per thousand output tokens. The
figure used here ($5/1M) falls in the mid-range. The human-cost estimate is derived from median gross office wages
in Western Europe (approximately €3 000–4 000/month) against an estimated daily output of 3 000–5 000 tokens of
original analytical text, yielding approximately €3–5 per thousand tokens. The resulting asymmetry of two to three
orders of magnitude is robust across reasonable assumptions about both parameters.
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all users simultaneously, through deliberate engineering. This is not a temporary advantage. It is a
structural asymmetry of learning rates between biological and informational systems.

Taken together, these three asymmetries — cost, predictability, and trajectory — produce a
pressure on cognitive labor that is qualitatively different from anything described in the history of
technological unemployment. It is not that machines are cheaper. It is that they are cheaper, more
predictable, and improving faster, all at once.

4.

Under these conditions, a mechanism emerges that may be called the verification trap.

The logic is circular, and each step follows from the previous one with uncomfortable precision.
AI is cheaper than a junior worker. Therefore firms hire fewer juniors. Therefore juniors do not
accumulate experience. Therefore fewer of them develop into senior practitioners capable of expert
judgment. Therefore the stock of human verifiers declines as existing ones age and retire. Therefore
the system’s dependence on AI verification grows. Therefore firms have still less reason to hire
juniors. The circle closes.

In classical economics, scarcity is self-correcting through price. When something becomes
scarce, its price rises, production increases, and the scarcity is resolved. This mechanism works for
oil, for capital, for most categories of labor. But verification capacity is not a commodity that can
be produced in response to a price signal. It requires years of practice, error, mentorship, context.
It is tacit knowledge in Polanyi’s sense — knowledge transmitted only through doing.

And doing is disappearing. Because the machine does it cheaper.

This is a structural trap of a different kind from technological unemployment. In technological
unemployment, people lose jobs, but the knowledge remains in the system — embodied in institu-
tions, manuals, curricula, and the remaining practitioners. Here, the knowledge begins to vanish
together with the practice. The system grows richer in tokens and poorer in the capacity to judge
their value, simultaneously.

5.

There is one exit from the verification trap that is logically consistent, technically feasible, and
already underway: AI verification of AI outputs.
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If human verification cannot scale — and the arithmetic of Section 3 shows that it cannot, not
at the speeds now required — then the only system capable of verifying at the speed and volume
of generation is another AI. Audit models that check the outputs of generative models. Formal
verification systems. Consistency checkers. Provenance trackers. Cryptographic certification of
content origin. All of these are embryonic forms of an emerging verification industry.

From the standpoint of knowledge accumulation, this is not a dead end. It may be a breakthrough.
If AI verification succeeds in lowering κ at scale, the result is an acceleration of I∗ beyond any-
thing achievable with human verification alone. The feedback loop described in Chapter Nine —
knowledge lowering the bottleneck, the lower bottleneck producing more knowledge — would
close more tightly and spin faster than at any point in history.

From the standpoint of the economic process, then, the answer is clear. AI verification is the
scalable solution. It works. It will likely be adopted, not because anyone decided it should be, but
because there is no economically viable alternative.

And it is precisely here that the question changes.

6.

For two and a half centuries, economic theory rested on an unstated premise: the human being is
the subject of the productive process.

Smith’s worker divides labor. Ricardo’s entrepreneur allocates resources across comparative
advantages. Marx’s proletarian creates surplus value. Schumpeter’s innovator recombines existing
elements into the new. Hayek’s agent carries local knowledge that no central planner can possess.
Keynes’s investor acts under radical uncertainty, driven by animal spirits. Solow’s growth equation
has a residual that only human ingenuity fills. Romer’s researcher produces ideas.

In every case, the human being is inside the process. He produces, he decides, he invents, he
coordinates, he verifies. His economic function is simultaneously the source of his income and the
source of his social meaning. The worker knows why he exists — because the factory does not
operate without him. The engineer knows — because the bridge does not stand without her design.
The scientist knows — because the discovery does not happen without his inquiry.

What the preceding chapters of this book describe, if followed to their conclusion, is the moment
when this premise ceases to hold. Not because human beings become worthless. Not because ma-
chines become conscious. But because the productive cycle— generation, processing, verification,
application — closes without requiring human participation at any stage.
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This is unprecedented. The Industrial Revolution removed the human being from physical pro-
duction but left him in cognitive production. The digital revolution automated routine cognitive
tasks but left him in judgment and verification. What is now emerging is the closure of the last
loop: the system that produces knowledge, verifies knowledge, and applies knowledge — without
a human being inside the cycle.

7.

It is important to understand precisely what is new here, because there is a historical precedent that
appears to offer reassurance — and does not.

The printing press, introduced in Europe in the mid-fifteenth century, reduced the cost of text
generation by orders of magnitude. What followedwas not smooth adaptation but a century of infor-
mational chaos: the Reformation, the Wars of Religion, the Thirty Years’ War that killed a third of
Central Europe’s population. The existing verification monopoly — the Catholic Church — could
not withstand the flood of unverified text. The result was violence, fragmentation, and decades
during which no institution could reliably distinguish legitimate knowledge from fabrication.

And yet the system recovered. Within two generations after the worst of the violence, new
institutions of verification emerged: the Royal Society, the Académie des Sciences, the system
of scientific journals, the modern research university. Verification capacity was rebuilt — at a
qualitatively higher level than before.

This precedent seems to suggest that the current disruption, too, will resolve through institutional
adaptation. Generation will cheapen, chaos will ensue, but new verification institutions will arise,
and the system will stabilize.

The argument does not hold, for two structural reasons.

First: after Gutenberg, generation became cheaper but remained human. A person wrote the
text; the press multiplied it. The verifier and the generator were of the same biological species,
operating at speeds of the same order of magnitude. A human reader could, in principle, keep pace
with a human writer. Today, the generator is not human, and its speed grows exponentially while
the speed of human reading does not. The gap is not stable; it widens with every model generation.

Second, and more consequential: after Gutenberg, the mechanism of reproducing verifiers re-
mained intact. Students still studied undermasters. Apprentices still learned trades through practice.
Scientists still trained through years of hands-on inquiry. The printing press disrupted the content
of verification but not the pathway through which new verifiers were formed. The verification
trap described in Section 4 disrupts exactly that pathway. When juniors are not hired because AI is
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cheaper, the pipeline through which future verifiers are produced is severed. This is not a disruption
of content. It is a disruption of reproduction.

The Gutenberg crisis was therefore a crisis of verification capacity — but not of verification
reproduction. The present crisis is both. That is why the analogy with Gutenberg does not console;
it calibrates. It shows what happens when the gap between generation and verification is moderate
and the mechanism of verifier reproduction is preserved. What happens when both conditions are
violated is, in the precise sense of the word, beyond the historical record.

8.

There is a further dimension to this that must be named, because it concerns not the functioning of
the system but the experience of the people within it.

For all of recorded economic history, a human being’s function in the productive process was
simultaneously the source of two things: income and identity. The blacksmith earned his living
by forging metal. But he also knew who he was — a blacksmith. The professor earned her salary
by teaching and researching. But she also knew her place in the world — a scholar. Income and
meaning were fused, because the process needed the person, and the person knew it.

Redistribution of income is a technical problem. It is solvable in principle: universal basic in-
come, negative income taxes, public employment guarantees, sovereign wealth funds. Economists
have debated these mechanisms for decades, and none of them requires a new theory.

Redistribution of meaning is not a technical problem. It is not solvable by the same apparatus.
When the productive process no longer needs the human being, the question is not how to pay him.
The question is what he is for.

This is not a psychological observation about job satisfaction or a sociological observation about
anomie, though both are relevant. It is a structural consequence of the theory developed in this book.
If themetafactor reorganizes production so thoroughly that the cycle of generation, verification, and
application closes without human mediation, then the two-century-old fusion of economic function
and existential meaning dissolves. What remains is a system that works and a subject who watches.

Economics has no category for this. It can describe production, distribution, growth, efficiency,
welfare. It cannot describe the experience of being unnecessary to a process one has built. That
experience belongs to philosophy, to politics, to what used to be called the question of the good life.
The theory developed here can bring us to the threshold of that question. It cannot cross it.
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9.

So the picture assembles itself.

Generation becomes nearly costless. Verification by human beings cannot scale to match. The
pipeline through which new human verifiers are produced is disrupted by the same economic logic
that makes AI cheaper than junior labor. The only scalable solution is AI verification of AI outputs.
This solution works for the accumulation of knowledge. It does not work for the preservation of a
human role inside the process.

From the standpoint of the theory developed in this book, this is a success. I∗ grows. κ declines.
The production function improves. The model performs exactly as designed.

From the standpoint of the human being, it is something else entirely.

The book began with labor and capital — the classical categories that organized two centuries
of economic thought. It argued that these categories are being absorbed by a metafactor that de-
termines the form of the production function itself. It traced the absorption of labor through four
phases. It traced the transformation of capital into materialized information. It described the insti-
tutions, markets, firms, and platforms through which information is processed, and the verification
bottleneck that limits the conversion of signals into knowledge.

All of this was economic theory. It operated with variables, functions, constraints, equilibria. It
was designed to explain how wealth is produced and why some systems produce more than others.

But the theory, followed to its end, arrives at a question that is not about production at all. It is
about the subject. The human being who built the system of labor and capital, who accumulated
knowledge across centuries, who invented the very concept of the production function — what is
his place in a world where the function no longer needs him as an input?

10.

This book does not answer that question. It was not built to answer it. It was built to describe a
mechanism, and it has done so.

But a theory that describes a mechanism leading to the exclusion of its own creator from the
process it describes has an obligation to name what it sees at the boundary. Not to solve it, but to
mark it clearly — so that those who come after know where the map ends and why.
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Marx asked: who owns the means of production? The question defined a century and a half of
political economy. This book reformulated the question: who controls the means of verification?
That question defines the transition period.

But there is a question beyond it, and it is the one this chapter was written to name.

What does it mean to own or to control, when the process no longer needs an owner or a con-
troller?

The capitalist of the nineteenth century exploited the worker but needed him. The need gave
the worker bargaining power. The entire edifice of political economy, from Ricardo onward, rests
on the fact that factors of production are needed, and that their owners therefore receive income.
Labor is needed — hence wages. Capital is needed — hence profit.

The horizon described in this book is the point at which a factor ceases to be needed — not
because it has been replaced by another factor, but because the process has learned to run without
factors of the old kind altogether. Income can still be distributed through political decision. But
the meaning that came from being needed cannot be distributed at all.

This is where economic theory ends. Not because it has failed, but because it has succeeded: it
has described the mechanism so precisely that the mechanism’s consequences exceed the theory’s
jurisdiction. What lies beyond is not economics. It is the question of what a human being is for, in
a world that no longer poses the question through the medium of work.

Long before this question entered economic theory, it was seen by science fiction — with the
clarity available only to those who do not yet have a conceptual apparatus and must therefore see
directly.

In 1947, Jack Williamson publishedWith Folded Hands…, a story in which humanity is served
by humanoids that are better than people at almost everything—and better in exactly the way a tech-
nological civilization most admires: efficient, reliable, obedient, and devoted to protecting human
beings from harm. What makes the story unforgettable is not a scene of industrial displacement. It
is a child with a violin.

At one point, a girl stops practicing. She is not forbidden to play. No one confiscates the
instrument. No tyrant issues a ban. Something more devastating happens instead: the point of
trying dissolves. The machine does not compete with her. It simply makes the entire biographical
arc— the years of repetition, frustration, correction, failure, and slow internal restructuring— look
irrational. Not wrong in any particular respect: merely pointless. The girl does not lose a profession.
She loses a reason to become.

This is not an economic observation in the narrow sense. It is the observation toward which the
entire argument of this book has been converging.
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The fifth chapter showed that symbolic production can now be reproduced infrastructurally,
without the biographical formation of a specialist. The ninth chapter showed that verification —
the one function migrating toward the human being in the transition period — is itself absorbable.
The present chapter has shown that income can be redistributed, but the meaning that came from
being needed cannot.

The girl with the violin stands at the intersection of all three. She is not displaced by a cheaper
worker. She is not made redundant by a restructuring. She confronts something for which eco-
nomics has no category: a world in which her capacity is not forbidden, not suppressed, not ex-
ploited — merely rendered insignificant by a system that performs the same output without the
same process.

A violin performance is not a sequence of correct notes. It is sedimented time. A thinker’s judg-
ment is not the production of sentences. It is a long confrontation with doubt, error, revision, and
reality. What the infrastructural regime compresses is precisely the temporal structure that gives hu-
man activity its meaning. The output is reproducible. The becoming is not. But when a civilization
measures only output, the becoming is devalued — not by prohibition, but by irrelevance.

And this points to the form in which the danger may actually arrive. Not as oppression. As
benevolence.

A system says: let me do this for you more safely, more accurately, more efficiently. Then:
let me decide, because I can evaluate better. Then: let me narrow your choices, because error is
harmful. Then: let me optimize the path, because your detours are wasteful. At each step, the
offer sounds humane. At each step, something specifically human is removed: risk, authorship,
apprenticeship, and the right to be imperfect on the way to becoming real.

Williamson saw this in 1947. He called it protection. This book calls it the collapse of the
biographical regime under the pressure of the infrastructural one. The names differ. Themechanism
is the same.

The girl who quits the violin is not a child discouraged by superior machines. She is the first
citizen of a world in which biography itself has lost its value — not because anyone decided it
should, but because the system that replaced its function had no use for the process that produced
it.

11.

A final word on timing.
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The horizon described here is not a prophecy and not a date. It is a structural tendency whose
speed depends on decisions that have not yet been made. If institutions of human verification
are deliberately maintained — if the pathway from junior to expert is preserved even when it is
not economically rational to do so — then the horizon recedes. If AI verification is developed
with built-in requirements for human audit at critical nodes, the system retains a place for human
judgment even as it scales beyond human speed. If education systems are redesigned not to produce
generators of text but verifiers of meaning, the biological substrate is not abandoned.

None of this is automatic. All of it requires deliberate, costly, economically irrational investment
in a capacity that the market, left to itself, will allow to atrophy. This is the one point at which the
theory developed in this book becomes, against its own intentions, a normative argument: the
verification trap is not inevitable. It is a default. Defaults can be overridden. But only if the choice
is made before the capacity to choose has itself atrophied.

The Gutenberg precedent teaches one thing clearly: the window for institutional response is not
infinite. After the printing press, it took a century of war before new institutions of verification
emerged. During that century, millions died. The system adapted — but the cost of adaptation was
measured in generations of suffering.

The question is whether we will build the institutions of verification deliberately, or whether we
will wait for the equivalent of a Thirty Years’ War to build them for us.

The theory cannot answer that question. It can only say that the question exists, that the window
is finite, and that the choice is still, for the moment, ours.

After labor, after capital, after human—what remains is the question itself. And the diminishing
time in which to answer it.

144



Chapter 14

What the Theory Still Does Not Know

1.

A scientific theory is measured not only by what it explains, but by how honestly it marks the limits
of its own applicability. A book that claims to explain everything is not scientific; it is doctrinal.
The present work has proposed a framework: information as a metafactor, the verification bottle-
neck κ, effective information I∗, regimes of coordination, regimes of growth, conditional infinity,
and the migration of scarcity. As the preceding chapters argued, this framework makes it possible
to reformulate a range of long-standing questions — from the Solow residual to the structure of
informational rent — in more precise terms.

But a framework is not reality itself. It is an instrument, and every instrument has boundaries.
The purpose of this chapter is to mark those boundaries — not in order to devalue what has been
done, but in order to identify the directions in which the work must continue. A theory that knows
its own gaps is stronger than a theory that pretends not to have any.

The preceding chapter pushed the logic of this book to its limiting horizon. It asked what be-
comes thinkable if the dynamics described in the core theory continue beyond the point at which
classical economic categories remain sufficient. This chapter returns from that horizon to the
stricter register of research discipline. Its task is narrower and more technical: to distinguish
between what the framework already makes visible, what it only partially formalizes, and what
remains open.

2.

The empirical operationalization of κ.
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κ was introduced as a vector with four components: measurement quality, verification capacity,
computation/energy, and institutional infrastructure. Conceptually, this is clear. Empirically, it is
not yet complete.

For the third component — computation and energy — relatively direct metrics exist: FLOPS,
watt-hours, the price of compute time, data-center capacity, and related proxies. For the first —
measurement — one can begin to construct empirical approximations through R&D expenditures,
sensor density, the number of researchers, or the quality of statistical and scientific infrastructure.
For the second — verification capacity — and the fourth — institutional infrastructure — opera-
tionalization is much more difficult. How, exactly, should one measure the verification capacity of
a country, sector, or organization? Existing institutional indices capture parts of the problem, but
not yet in the units required by the model.

Without empirical operationalization, κ remains an explanatory framework rather than a full
quantitative instrument. The present workmakes only an initial step in that direction. The empirical
appendix translates I∗, the components of κ, and the verification gap into a system of proxies and
shows that some implications of the framework are already amenable to preliminary testing. But
that step remains partial: the proxies are approximate, the measurement units heterogeneous, and κ
has not yet been reduced to a single structural index suitable for robust comparison across time and
across countries.

The open question is therefore now more precise than at the beginning of the book: how can
one move from a first-generation proxy architecture to a strict measurable construction of κ that is
theoretically grounded, historically comparable, and empirically tractable?

3.

Equilibrium selection.

Chapters Nine and Ten argued that an economic system may exist in at least two qualitatively
distinct states: a low-information trap and a high-trust regime. The transition between them is
threshold-based. But the framework does not yet explain what determines in which equilibrium a
concrete society will actually end up.

The theory of κ provides a necessary condition: the bottleneck must fall to a level at which Icrit
becomes attainable. But it does not yet provide a sufficient condition. What, in specific historical
circumstances, initiates the reduction of κ? Why did some societies cross the threshold in the
eighteenth century, others in the twentieth, and others not yet at all? Why did scientific revolution
emerge where it did? Why did industrial takeoff occur where it did?
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The informational framework imposes constraints on any acceptable answer: such an answer
must involve changes in one or more components of κ. But it does not yet yield a full historical
theory of selection. Equilibrium selection remains an open research program at the intersection of
economic history, institutional analysis, technological change, and political conflict.

4.

Synthetic noise and recursive contamination.

Chapter Nine argued that scarcity migrates from generation to verification. One specific mech-
anism of that migration deserves separate attention because it may threaten the recursive dynamic
on which the theory of growth in this book depends.

Generative AI produces content at near-zero marginal cost. Some of that content is valid and
useful; some of it is false, misleading, or empty. As the share of AI-generated material in the
overall informational stream increases, the risk of recursive contamination appears: one generation
of models is trained on data partially produced by previous generations of models. If verification
does not filter synthetic noise fast enough, the quality of the training corpus may degrade. Instead
of a positive feedback loop — knowledge generating more knowledge — a negative loop becomes
possible: noise generating more noise.

This is not merely a conceptual possibility. Existing work on model collapse already suggests
that degradation effects under synthetic-data recursion are real. In the language of this book, κ
may rise rather than fall if the generation of synthetic noise outpaces the throughput of verification.
Under such conditions, the high-recursion growth regime may fail to materialize. Instead of accel-
erated accumulation, the system may experience informational congestion: the volume of signals
grows, while I∗ stagnates or contracts.

At the same time, the opposite tendency must also be noted. If verification becomes the cen-
tral bottleneck, capital will tend to flow toward it. AI auditors, clean-data platforms, provenance
markets, cryptographic traceability, and trust certification systems are all early forms of a verifica-
tion industry that may become one of the major sectors of the informational economy. The struggle
against recursive contamination is therefore not only a threat to growth; it may also become a driver
of structural transformation.

The open problem here is double: under what conditions does synthetic contamination dominate,
and under what conditions does the expansion of verification infrastructure compensate for it?
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5.

The endogeneity of preferences and the normative problem.

Chapters Eight and Eleven argued that platforms shape not only the coordination of supply, but
also the field in which preferences are formed. Informational power does not act only through
exclusion or price; it acts through the design of the choice environment itself. This is a positive
claim, and it is central to the logic of the book.

But from that claim follows a normative question that the theory does not yet answer: which
architectures of preference formation are legitimate? If preferences are not exogenous givens but
products of informational environments, then the classical welfare argument loses its secure foun-
dation. Which preferences are to be maximized — those the agent would have had outside the
platform architecture, or those that emerge within it?

This is not a peripheral issue. It concerns the foundation of welfare economics itself. The in-
formational framework developed here helps explain why preferences become endogenous under
informational conditions. It does not yet provide a normative criterion by which the resulting con-
figurations can be judged.

6.

The global architecture of verification.

Chapter Nine showed that κ differs across countries, and Chapter Ten argued that these differ-
ences generate divergent developmental trajectories. But in a world where information is transna-
tional and platforms are global, a question emerges that the theory has not yet fully incorporated:
whose κ is actually operative?

When a platform headquartered in one jurisdiction moderates content for users in another, which
institutional standards govern verification? When an AI model trained under one legal and epis-
temic regime is deployed under another, whose κi determines admissibility, trust, and authority?
When a scientific claim validated in one system of review is challenged in another, which verifica-
tion regime acts as arbiter?

These questions did not arise in the same form when verification remained predominantly local.
In the global informational economy, they become unavoidable. The problem is not only polit-
ical but theoretical: the unit of analysis becomes unstable once the generation, circulation, and
validation of signals are distributed across heterogeneous jurisdictions.
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A further contradiction follows. Lowering κ requires increasingly massive computational, ener-
getic, and organizational infrastructure. By its material logic, verification tends toward concentra-
tion, economies of scale, and in the limit, oligopoly. But for precisely that reason, control over ver-
ification cannot simply be surrendered to the same logic. Political freedom and cognitive security
both require some limit on the conversion of infrastructural advantage into unrestricted epistemic
power.

The present theory identifies this contradiction; it does not yet solve it. It can already be said,
however, that neither the naive dream of total decentralization nor the endless stacking of verifi-
cation layers is likely to be sufficient. The first may contradict the material basis of large-scale
verification itself; the second may transform verification into a new source of paralysis under con-
ditions of synthetic noise.

7.

The predictive power of the framework.

The theory developed in this book currently possesses primarily explanatory force. It reformu-
lates already visible phenomena — the Solow residual, failed technology transfer, platform con-
centration, the migration of scarcity — in more precise informational terms. This is valuable, but
it is not enough. A strong theory must also generate predictions that can be tested.

Several such predictions do follow from the framework. Countries that systematically reduce κ
— by investing in measurement, verification, and institutional infrastructure — should display
higher growth of I∗ and, other things equal, stronger TFP performance. Sectors in which veri-
fication is relatively cheap — such as programming, where code can be tested — should exhibit
faster AI adoption than sectors in which verification is costly — such as medicine or law. Systems
in which synthetic noise grows faster than verification should show informational congestion rather
than informational takeoff.

Some of these predictions have already received preliminary support in the empirical appendix:
the verification gap, regime clustering, and the regime-dependent relationship between I∗ and
the labor share all produce results compatible with the proposed framework. But this testing re-
mains preliminary rather than decisive. Until the framework has undergone broader, stricter, and
identification-strong evaluation, it remains, despite its explanatory power, a hypothesis rather than
a settled theory.

A serious theory must state this openly.
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8.

If one gathers the result of this chapter and of the fourth part as a whole, the picture is as follows.

The event horizon is not a prophecy and not a utopia. It is the boundary beyond which the
existing apparatus of economic theory begins to lose explanatory adequacy. Economic singularity
is therefore a limiting concept, not a date: it names the point at which factor logic gives way to
informational logic. Even near that point, scarcity does not disappear. It migrates — from things
to processes, from matter to verification, attention, trust, and energy.

The theory proposed in this book has marked out a framework. It has not closed the field.
The first empirical operationalization of κ and the first predictive checks have been attempted, but
they remain partial. Equilibrium selection, recursive contamination, the normative criterion for
endogenous preferences, the contradiction between concentration and epistemic legitimacy, the
global architecture of verification, and the stronger empirical testing of the framework all remain
open tasks.

These open questions do not weaken the framework. They define the program of research that
follows from it.

But one further implication follows from the framework itself, and it must be stated explicitly.

If the boundary between noise and effective information is historically mobile, then no serious
theory of the transition period has the right to treat all of its own claims as if they possessed the same
epistemic status. Some propositions in this book are intended as elements of a stable core. Others
are better understood as working hypotheses— temporary bridges between ontology, formalization,
and empirical observation. Still others may prove to have only temporary value: useful as orienting
constructions, but not durable under stricter testing.

For that reason, a theory built around the verification bottleneck must impose upon itself the
same discipline that it attributes to the economy of information. Claims that withstand broader
criticism, stronger empirical tests, and more precise formalization should remain and gain weight.
Claims that do not survive such tests cannot be defended indefinitely by rhetorical force alone —
they must be revised, downgraded in status, or returned to noise.

This is not a weakness of the framework, but one of its consequences. In an age when the
generation of persuasive texts, models, and hypotheses becomes ever cheaper, the real measure of
theoretical seriousness is defined not only by what a theory is able to produce, but also by what it is
able to discard. The production of knowledge is no longer only the expansion of claims; it is also
the organized contraction of those that do not endure.
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Therefore, what this book does not yet know is not external to its argument. It belongs to its
internal structure. The unknown here is not merely a gap that remains to be filled, but part of the
mechanism by which signal is separated from noise. Some of what is written on these pages, if the
framework proves fruitful, will later become more solid. Some may require reformulation. Some
may have to disappear. A theory that cannot send part of its own output back into noise has not yet
fully understood the age it is trying to describe.
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Conclusion. The Political Economy of the Transition
Period

1.

This work began from a simple but far-reaching suspicion: the language with which economic
theory has described production for two centuries is ceasing to coincide with the reality it seeks
to explain. Labor, capital, land, technology, institutions, price, organization, and knowledge all
remainmeaningful categories. But they no longer function as final names of productive force. More
and more often, they appear as partial manifestations of a more general process that was present
in theory only fragmentarily and under different names, but that is now emerging systemically and
openly. That process is information.

The central claim of this book has been that information should not be treated as just another
factor of production. It should be understood as a metafactor. It does not merely enter the produc-
tion function alongside other inputs; it determines their productivity, compatibility, reproducibility,
and historical dynamics. For this reason, the main question of contemporary political economy is
no longer only how labor, capital, and resources are allocated, but how information is measured,
verified, encoded, transmitted, and institutionally stabilized — because without these operations
the factors themselves cease to be economically effective.

2.

From this followed the first major displacement of perspective.

The standard theory of production asks how given factors combine to produce output. The
framework proposed in this book asks a prior question: under what informational conditions do
those factors become productive at all? This shift matters because the decisive transformations
of the present period do not operate only through the quantity of inputs. They operate through
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the informational architecture within which inputs are interpreted, coordinated, verified, and made
reproducible.

This is why the argument of the book moved from ontology to economics. It began by asking
what information is, and proposed a definition broad enough to include signals, data, knowledge,
and technology, yet precise enough to yield economic consequences. It then argued that informa-
tion is not simply abundant or immaterial. It is also costly, because every economically relevant
transformation of information passes through measurement, verification, computation, and institu-
tional recognition. Hence the central role of the verification bottleneck κ.

The key distinction introduced by the theory is therefore not between a world with information
and a world without it. It is between the total informational flow available to the economy and
the much smaller subset that becomes effective information I∗ — that is, information sufficiently
verified to coordinate decisions, contracts, technologies, and investment. Output depends not on
the total volume of signals, but on the verified portion of them.

3.

Once this distinction is introduced, a wide range of economic phenomena can be reinterpreted in
more coherent terms.

The Solow residual ceases to be a mere remainder and becomes the visible trace of informational
dynamics that the classical factor language could not isolate. Institutions cease to be external con-
straints alone and become infrastructures for the verification and transmission of effective informa-
tion. Firms, markets, states, and platforms can be understood as different regimes of information
processing, eachwith its own topology, compressionmechanism, and failuremode. Capital appears
not simply as accumulated physical means of production, but as materially embodied information.
Labor appears not simply as effort, but as biologically embodied information processing, whose
functions are progressively being externalized, codified, and absorbed by informational systems.

This reinterpretation changes the analysis of growth as well. Growth is no longer adequately
described as the accumulation of labor and capital under a technological coefficient. It becomes
the historically uneven expansion of the economy’s capacity to transform signals into verified, ac-
tionable knowledge. The crucial variable is therefore not only the generation of novelty, but the
reduction of the bottleneck that separates novelty from trusted use.

This is why scarcity migrates. In an informationally dense economy, scarcity does not disap-
pear. It shifts from the production of signals to the verification of their reliability, from material
throughput to attention, trust, energy, and institutional filtering.
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4.

From this follows the second major displacement of perspective: the transition period must be
understood not as a temporary disturbance around an otherwise stable order, but as a structural
reorganization of the production function itself.

The issue is not only that artificial intelligence substitutes for some tasks, or that digital technolo-
gies increase productivity in certain sectors. The deeper issue is that the informational component
of all classical factors rises simultaneously, while the mechanisms that convert information into
socially valid knowledge do not expand at the same speed. This creates a systematic tension be-
tween generation and verification, between scale and trust, between computational abundance and
institutional legitimacy.

The transition period is therefore defined by a dual movement. On the one hand, information
becomes the dominant source of productive power. On the other hand, the inherited regimes of
appropriation, valuation, and coordination remain largely organized around labor and capital in
their older forms. Wealth continues to be distributed through categories that increasingly fail to
explain where wealth is produced.

This mismatch is, in the strict sense, the political economy of the transition period.

5.

Several more specific conclusions follow from the framework.

First, the old question of technological change must be reformulated. The central issue is not
simply how much labor a given technology displaces. It is what type of information-processing
architecture it installs, which components of κ it lowers, and which forms of dependence it creates.

Second, development theory must also be reformulated. The difference between poor and rich
societies cannot be reduced to capital scarcity, labor productivity, or technological backwardness
in isolation. It must be understood in terms of unequal capacities to generate, verify, retain, and
recursively expand effective information. Development is not merely industrialization or capital
deepening. It is the historically cumulative reduction of informational bottlenecks.

Third, the theory of distribution must be reformulated. If information is the metafactor that reor-
ganizes all other factors, then rents increasingly accrue not only to owners of capital or scarce skills,
but to actors who control the infrastructures of measurement, verification, platform access, model
training, and institutional recognition. Informational rent is not peripheral to the new economy. It
is one of its central forms.
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Fourth, the theory of institutions must be reformulated. Institutions are not only rules of
the game; they are verification architectures. Their economic performance depends not only
on whether they constrain opportunism, but on whether they expand the economy’s capacity to
convert uncertain signals into trusted knowledge.

6.

For this reason, the political economy of the transition period cannot begin with the question of how
many jobs artificial intelligence will replace, nor with the question of what percentage of growth
the next technological wave will contribute. Those are secondary questions.

Its first question must be different: what new productive force is already operating inside the
economy, through which mechanisms does it reorganize factors, institutions, and growth, and why
do inherited regimes of appropriation increasingly fail to correspond to this new production logic?

If classical political economy sought to explain the origin of wealth in a world structured by
labor, capital, and land, then the political economy of the transition period faces a more difficult
task: to explain the origin of wealth in a world where information becomes a metafactor, and where
the production function itself becomes a historically mobile object.

This also clarifies the status of the present work. It has not offered a closed doctrine. It has
proposed a framework. That framework has explanatory power, an initial formalization, and a first
empirical operationalization. But it remains incomplete in important respects. The final chapter
identified some of these open problems explicitly: the stricter empirical measurement of κ, equilib-
rium selection, recursive contamination, endogenous preferences, the contradiction between con-
centration and epistemic legitimacy, and the global architecture of verification. These questions
are not external objections. They define the next stage of research.

7.

The conclusion of the book is therefore neither apocalyptic nor triumphalist.

The theory developed here does not say that classical categories have become useless. It says
that they have become insufficient. Labor, capital, land, price, and institution remain indispensable
descriptors of economic life, but they no longer exhaust its generative logic. They increasingly
refer back to informational processes that condition their productivity and shape their dynamics.

This is why the concept of economic singularity, introduced earlier, should be understood as a
limiting concept rather than as a date or prophecy. It names the point at which factor logic yields

155



Chapter 14. What the Theory Still Does Not Know

analytical priority to informational logic. Even near that point, scarcity remains real. It simply
migrates toward the processes by which reality is measured, filtered, recognized, and stabilized.

The core contribution of this book lies in making that migration theoretically visible.

8.

A final clarification is necessary.

The preceding chapter carried the logic of the framework to its event horizon and asked what
becomes thinkable if the informational reorganization of production continues beyond the point
at which economics can still fully contain its own consequences. But that horizon should not be
confused with the main status of the theory itself.

The central achievement of the present work is more limited and, in scientific terms, more solid.
It has argued that information should be treated as a metafactor; that effective information rather
than total information enters production; that verification rather than generation is increasingly the
binding constraint; and that growth, development, institutions, and distribution must be reinter-
preted accordingly.

If this framework is broadly correct, then political economy enters a new phase. It can no longer
confine itself to the allocation of scarce resources among given factors. It must also explain how
the very status of factors is reorganized by the informational conditions under which they become
productive.

That is the task of the transition period. And that is the task to which this book has tried to give
a first coherent form.
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Afterword

The preface told the story of how this book came into being. The afterword has a different task:
to say what happened when the book’s argument turned around and looked at its author.

A theory, while you are building it, feels like a tool. You shape it, test it, correct it. The object
stays at arm’s length. But somewhere around the thirteenth chapter, the distance collapsed. I was
writing about a process that closes without the human inside it — and I was writing with the help
of a system that was, at that very moment, performing most of the generative work. My function
in the process was selection, judgment, the decision that a given sentence should or should not
exist.

I was the verifier. The book was about what happens when the verifier is no longer needed.

This is an unusual position for an author. The subject of the book and the conditions of its
writing converged — not by design, but by the logic of the thing itself. The experience I had
while working— the growing difficulty of maintaining critical distance, the moments when I could
no longer tell with certainty whether a connection was genuine ormerely fluent—was a small-scale
instance of the verification trap the book formalizes.

Twice I stopped and asked openly: am I reasoning, or am I being confirmed? Is the framework
explaining reality, or absorbing everything I show it because it is too flexible to fail? These are
not rhetorical questions. They are exactly the questions the theory predicts will arise wherever
generation outpaces judgment. I was living inside my own model. That is either evidence for the
model or the most sophisticated form of self-deception available in 2026. I do not know which.
Perhaps both.

What I do know is that the window in which a human author can still serve as the last verifier
of a text generated at machine speed is not permanent. It exists now. It may not exist in the same
form a decade from now — not because human intelligence will diminish, but because the act
of verification will become progressively more demanding, more exhausting, and more uncertain
as the speed of generation continues to rise.

This book was written inside that window.
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It is my evidence that the window is still open. Read it as such.

Meißen, Germany
March 2026
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Further updates

This manuscript is part of a broader ongoing project. Follow-up essays, updates, and related reflec-
tions are published at:

The Verification Bottleneck
https://verificationbottleneck.substack.com
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Mathematical Appendix: A Formal Model of the
Metafactor

This appendix contains the formal model on which the results of Chapters 4, 9, 10, and 11 are
based. The reader not interested in technical details may skip the appendix without loss of the
main argument.

A. The Production Function with a Metafactor

A.1. Why Not a Fourth Factor

The standard approach to incorporating information into the production function treats it as an
additional input:

Y = F (K,L,N,A),

where A stands for “technology” or “stock of ideas.” In Solow’s model, A enters as a multiplier
(Y = A ·F (K,L,N)); in Romer’s, as an argument with increasing returns. In both cases A stands
inside the parentheses— at the same level as labor and capital.

This approach assumes that the form of the function F is fixed. Information increases output
under a given technology, but does not change the technology itself — it does not redefine which
combinations of factors are productive.

Themetafactor approach asserts the opposite: information determines the form of the production
function. Formally:

Y = F (K,L,N ; I∗),

where I∗ stands after the semicolon — not as an argument, but as a parameter that determines the
shape of F . Under different values of I∗, the function F has different elasticities, different factor
substitutability, and different marginal returns for each input.
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A.2. Specification

Take a CES specification with information-dependent parameters:

Y =
[
α(I∗)K ρ(I∗) + β(I∗) L̃ ρ(I∗) + γ(I∗)N ρ(I∗)

]1/ρ(I∗)
,

where:

• α(I∗), β(I∗), γ(I∗) are share coefficients that depend on the informational regime;

• ρ(I∗) is the substitution parameter (determining the elasticity of substitution σ = 1/(1− ρ)),
also dependent on I∗;

• L̃ is effective labor (defined below).

The key difference from the standard CES: all parameters are functions of I∗, not constants.
When I∗ changes, what changes is not only the scale of output, but the geometry of the production
function: which factors are complementary, which are substitutable, and which dominate.

B. Factor Absorption

B.1. Absorption of Labor

The central mechanism of Chapter Five is formalized through the concept of effective labor:

L̃ = φ(I∗)L + ψ(I∗),

where:

• φ(I∗)L is the contribution of living labor mediated by information (trained, coordinated
workers);

• ψ(I∗) is autonomous informational productivity: the volume of productive activity carried
out without human mediation (AI, automated systems).

Properties:
φ′(I∗) ≶ 0, ψ′(I∗) > 0, ψ(0) = 0.

At early stages φ′(I∗) > 0: information augments labor. As I∗ grows, an inflection point
is reached, after which φ′(I∗) < 0: the marginal contribution of living labor declines, because
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information begins to substitute for its informational content. Simultaneously ψ(I∗) grows: an
ever larger share of productive activity is carried out autonomously.

The four phases from Chapter Five in formal terms:

1. Augmentation (I∗ small): ψ ≈ 0, φ′ > 0. Information acts only through the human being.

2. Routine substitution (I∗ growing): ψ > 0 but small; φ grows more slowly. Repetitive phys-
ical operations are replaced.

3. Cognitive substitution (I∗ large): ψ grows rapidly; φ′ changes sign. Information process-
ing — what was considered the essence of living labor — is replaced.

4. Physical substitution of a new type (I∗ very large): ψ ≫ φ · L. Autonomous informational
productivity dominates.

The “pincers” (Section 4 of Chapter Five): cognitive substitution (ψcog) and physical substi-
tution of a new type (ψphys) attack labor simultaneously:

ψ(I∗) = ψcog(I
∗) + ψphys(I

∗),

where ψcog scales faster (≈ zero marginal cost of copying a model), while ψphys scales more slowly
(each robot is a physical object).

Limiting case. As I∗ → ∞:
φ(I∗) · L
ψ(I∗)

→ 0.

The share of living labor in effective labor tends to zero. This is the formal expression of the
thesis of Chapter Five: the metafactor absorbs labor — not destroying it physically, but making its
marginal contribution vanishingly small compared to autonomous informational productivity.

B.2. Absorption of Capital

An analogous mechanism acts on capital (Chapter Six):

K̃ = K ·m(I∗),

where m(I∗) > 0 and m′(I∗) > 0: the productivity of a unit of physical capital rises with the
informational regime. The same machine in an economy with higher I∗ produces more — not
because the machine has changed, but because it is embedded in a more effective informational
organization.
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Absorption manifests in the fact that at sufficiently high I∗, the value of capital is determined
not by the physical substrate, but by the informational design:

∂Y

∂K
=
∂F

∂K̃
·m(I∗).

The marginal product of a physical unit of capital depends on I∗: the same machine under different
informational regimes has different marginal productivity. Capital is not an autonomous factor; its
productive force is a derivative of the metafactor.

B.3. Energy and Resources as a Limit

Natural resources N (including energy) are not absorbed by the metafactor. They constitute a
physical limit:

∂Y

∂N
> 0,

∂2Y

∂N2
< 0,

and no increase in I∗ eliminates the dependence on N . This is the formalization of the thesis of
Chapter Seven: energy is not a factor the metafactor can “absorb”; it is a physical condition without
which information processing is impossible (Landauer’s principle).

However, I∗ raises the efficiency of use of N :

γ(I∗) ·Nρ with γ′(I∗) > 0.

Each unit of resource is used more productively. But the Jevons paradox (Chapter Seven) guaran-
tees that optimization expands consumption: ∂N∗/∂I∗ > 0 at fixed prices.

B.4. Factor Shares Under Absorption

From the CES specification, factor shares follow:

sL =
w · L
Y

, sK =
r ·K
Y

, sN =
pN ·N
Y

.

As I∗ grows:

• sL declines (if ψ(I∗) grows faster than φ(I∗) · L);

• sK rises or remains stable (throughm(I∗));
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• the difference Y −wL−rK−pNN — the share of output not explained by the remuneration
of classical factors — grows.

This difference is the informational rent of Chapter Eleven: income extracted from control
over I∗ (and therefore over the components of κ). Formally:

RI = Y − wL− rK − pNN.

In the classical model RI = 0 (Euler’s theorem under constant returns). In the metafactor model
RI > 0, because F exhibits increasing returns in I∗ with constant returns in (K,L,N).

C. The Verification Bottleneck and Effective Information

C.1. Definition of κ and I∗

Not all available information enters the production function. Only its verified portion — effective
information I∗ — determines the form of F .

The verification bottleneck:
κ = (κm, κv, κc, κi),

where κm is the measurement constraint, κv the verification-capacity constraint, κc the computa-
tion/energy constraint, and κi the institutional constraint. Effective information:

I∗ = G(κm, κv, κc, κi; Ī),

where Ī is the total volume of available signals. Properties:

∂I∗

∂κj
< 0 ∀ j, ∂I∗

∂Ī
> 0.

Complementarity of components: under strong complementarity

I∗ ≈ min
j

fj(κj; Ī),

i.e., the system is limited by its weakest link. Under partial substitutability — CES:

I∗ =
[∑

j

ωj fj(κj; Ī)
η
]1/η

, η < 0,
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where η → −∞ corresponds to a pure Leontief form, while moderate values allow partial compen-
sation of one component by another.

C.2. The κ boundary on the (I, q) plane

Each signal is characterized by a pair (Is, qs) — volume and reliability. The boundary κ defines
the minimum reliability at which verification is profitable:

qs ≥ q∗(κ; Is) ⇐⇒ the signal is included in I∗.

A decline in κ shifts q∗ downward — previously inaccessible signals become verifiable.

D. Dynamics: Knowledge Accumulation and the Evolution of κ

D.1. The accumulation equation for I∗

The stock of effective information grows through investment in R&D and depreciates:

İ∗ = nΨ

(
αR F

1 + I∗

)η

· (I∗)θ − δ I∗,

where:

• n is the number of researchers / informational agents;

• Ψ is a scale coefficient;

• αR is the share of resources directed to information production;

• η is the elasticity with respect to R&D resources;

• θ is the cumulativity parameter: the elasticity of new-knowledge production with respect
to the accumulated stock;

• δ is the depreciation rate (knowledge obsolescence).
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D.2. The status of the parameter θ

θ denotes the elasticity of new-knowledge production with respect to the accumulated stock I∗. It
is related to κ, but not identical to it:

θ = θ0(field) + ∆θ(κ),

where θ0 reflects the internal cumulative structure of the knowledge field (higher in physics than
in cooking), and ∆θ(κ) is the contribution of verification infrastructure: ∂∆θ/∂κj < 0.

A decline in κ raises the effective θ. But θ is not reducible to κ: even under identical bottlenecks,
different fields of knowledge have different cumulativity.

D.3. The evolution of κ

κ declines endogenously:

κj, t+1 = hj(κj,t, I
∗
t ),

∂hj
∂I∗

< 0.

Knowledge produced at the output of the funnel improves the verification instruments of the next
period. This is the recursion described in Chapter Nine.

An important asymmetry: the speed of endogenous decline differs across components. For
κc (computation) and κm (measurement), the recursion operates directly: new knowledge enables
the design of better processors and sensors. For κi (institutions), the recursion is substantially
weaker: a more powerful AI does not automatically make courts more honest or societies more
trusting. Institutional dynamics are tied to social time, which does not accelerate exponentially.
Formally: |∂hc/∂I∗| ≫ |∂hi/∂I∗|. This is why κi is most likely to become the binding component
at high I∗ — and why institutional reform cannot be replaced by technological progress.

E. Equilibria and Growth Regimes

E.1. Two equilibria

Stationary states are defined by the condition İ∗ = 0:

nΨ

(
αRF

1 + I∗

)η

(I∗)θ = δ I∗.

When θ < 1, there exists a unique stationary state (stable — a low-information equilibrium).
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When θ ≥ 1, the equation may have two solutions: I∗low (the trap) and I∗high (the high-trust
regime), separated by an unstable threshold Icrit(κ):

I∗t < Icrit =⇒ I∗t → I∗low, I∗t > Icrit =⇒ I∗t → I∗high (or growth).

Properties of the threshold:
∂Icrit
∂κj

> 0 ∀ j.

The higher κ, the higher the threshold: a reduction in the bottleneck makes the transition to the
high-trust regime more attainable.

E.2. Four growth regimes

Long-run dynamics are determined by θ and κ:

Regime Parameters Dynamics

I. Malthusian trap θ < 1, κ high I∗ stationary; growth of Y only through
K, L, N ; diminishing returns.

II. Linear accumulation θ ≈ 1, κ moderate I∗ grows at a constant rate; sustained
growth of Y (Solow/Romer).

III. Accelerating accumulation θ > 1, κ low Growth rate of I∗ rises; recursion I∗ →
κ ↓→ I∗ ↑.

IV. Explosive dynamics θ ≫ 1, κ→ κmin İ∗/I∗ → ∞ in finite time (mathematical
limit; in reality, braking by energy and in-
stitutions).

E.3. Conditional infinity

With fixed K, L, N , output Y = F (K,L,N ; I∗) can grow without bound if I∗ grows without
bound. Formally:

lim
I∗→∞

Y (K,L,N ; I∗) = ∞ with fixedK,L,N.

This is possible if:

1. m(I∗) → ∞ (information raises the efficiency of capital without limit);

2. ψ(I∗) → ∞ (autonomous informational productivity is not bounded from above);
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3. the energy base sustains the growth of I∗.

Condition 3 is the physical limit: κc > 0 always (Landauer). Growth of I∗ requires energy.
“Conditional infinity” means: there is no limit from the side of form (organization), but there is
from the side of substrate (energy).

F. Informational Rent and Mismatch

In competitive equilibrium under constant returns to (K,L,N), Euler’s theorem yields:

Y =
∂Y

∂K
K +

∂Y

∂L
L+

∂Y

∂N
N +RI ,

where
RI = Y −MPK ·K −MPL · L−MPN ·N > 0

under increasing returns to I∗. RI is informational rent: the share of output not explained by the
remuneration of classical factors.

RI is appropriated by agents controlling the components of κ:

RI =
∑
j

Rj(κj), Rj = − ∂Y

∂κj
· κj.

The mismatch of Chapter Eleven: RI grows with I∗, but the institutional mechanisms of distri-
bution (wages, profit, taxation) were designed for an economy whereRI ≈ 0. WhenRI/Y reaches
a significant share, a distributional crisis ensues.
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Empirical Appendix: Primary Evidence

This appendix does not claim to provide a final identification of the theory as a whole. What it
does show is that several of its primary empirical implications are already observable through
reproducible proxies and comparable data.

The replication package for this appendix — code, prepared data, reproduction instructions, and
notes on manual downloads — is publicly available on GitHub:

https://github.com/giwwi/metafactor-empirical-replication

Primary data sources used in this appendix. EU KLEMS 2023 Release; Penn World Table 11.0;
World BankWorld Development Indicators; World BankWorldwide Governance Indicators (2025
update); UNESCO Institute for Statistics SDG 9.5 Research and Development Indicators; Network
Readiness Index 2025; ICTWSS Version 2.0; Growth Lab at Harvard University Atlas of Economic
Complexity; Internet Archive Wayback Machine; OpenAI API Pricing; NLM PubMed Baseline
Repository; Crossref Retraction Watch Database; and the Crossref REST API.

1.

The task of this appendix is narrower and more exacting: to show that a number of observable pat-
terns are compatible with the framework developed in the preceding chapters and formalized in the
Mathematical Appendix. If information truly acts not as one more factor alongside labor and capi-
tal, but as a metafactor that determines the form of the production function, then the theory cannot
be measured directly. Empirical testing can proceed only indirectly — through the consequences
the theory implies for the structure of growth, distribution, and developmental regimes.

The formal logic of the chapter is set by several relations already introduced:

Y = F (K,L,N ; I∗),

L̃ = φ(I∗)L+ ψ(I∗),
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κ = (κm, κv, κc, κi).

The first means that growth in I∗ changes not only the level of output, but also the geometry of
the production function itself. The second specifies themechanism throughwhich the informational
metafactor first strengthens labor and then begins to substitute for its informational content. The
third establishes that not all available information becomes economically effective knowledge: only
the share that passes through the verification bottleneck enters the production function.

From this follow three empirical expectations, each of which is examined in this appendix. First,
scarcity should shift from the generation of signals to their verification. Second, labor’s share
should decline faster where production is more information-intensive. Third, countries should
cluster not only by the volume of resources they possess, but also by regimes of informational
infrastructure quality, especially if the components of κ are complementary and the system is gov-
erned by its weakest link.

To do this, theoretical objects must be translated into empirical proxies. Table E.1 provides
the disciplinary starting point for the empirical part as a whole: it does not claim that the proxies
directly measure the metafactor, but it does specify which indicators can be used as approximations
to I∗, to the components of κ, and to the pressure imposed on the system of verification.

Table E.1: From theoretical objects to empirical proxies
Theoretical ob-
ject

Meaning Empirical proxy Level Sign Interpretive risk

I∗ Effective, verified infor-
mation that changes the
parameters of the pro-
duction function

intangible share country × in-
dustry × year

+ for
output; −
for sL

Intangible assets are not identi-
cal with effective information
as a whole and depend on ac-
counting conventions

I∗ Codified and scalable
information

software share country × in-
dustry × year

+; −
for sL

The indicator captures only
part of informational capital

I∗ The production of new
knowledge

R&D intensity country × in-
dustry × year
or country ×
year

+ It measures the input of knowl-
edge rather than its verified
output

κi Institutional capacity to
certify, enforce, and ad-
mit information

Rule of Law, Regulatory
Quality,Government Ef-
fectiveness

country× year + These are broad indicators and
partly perception-based

κc Computational and digi-
tal infrastructure for sig-
nal processing

Network Readiness,
ICT infrastructure,
secure servers, or a
nearby compute proxy

country× year + Composite indices mix infras-
tructure, skills, and gover-
nance

κm Human and organi-
zational capacity for
measurement and verifi-
cation

researchers per million,
R&D personnel, tertiary
STEM

country× year + These proxies are closer to
knowledge capacity than to
pure verification capacity

verification
pressure

The burden placed on
the system of checking
and filtering

review time, editorial
lag, retractions / publi-
cations, audit or compli-
ance cost

year or country
× year

+ An increase may reflect either
overload or stronger monitor-
ing
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2.

The first empirical implication of the metafactor framework is that when the generation of signals
expands sharply, the bottleneck should shift toward verification. A methodological limitation must
be stated at once: this block does not identify causality. It simply places side by side three ob-
servable time series, each capturing a different aspect of the verification gap. But in this case that
descriptive design is itself substantively meaningful: the theory expects not a point effect of one
variable, but a structural divergence between the speeds of generation, verification, and correction.

Data and construction of the verification-gap block

This block is built as a deliberately simple set of three series, each capturing a distinct aspect of
the shift in the bottleneck from generation to verification. Figure E.1 is based on archived pricing-
page snapshots collected through theWayback Machine and normalized into a common metric: the
listed cost of text generation, defined as the cost of 1 million input and 1 million output tokens. At
this stage the book uses the most transparent and reproducible portion of the archive — OpenAI
pricing snapshots from August 2024 to March 2026 — within which a frontier tier and an efficient
tier of text models are distinguished.

Figure E.2 uses XML archives from the PubMed 2026 baseline. Rather than downloading the
entire baseline, which is excessive for a first test, a targeted tail package of the last 24 XML files
was used. After parsing the field PubMedData/History/PubMedPubDate, a modern article-
level dataset of 694,989 records was obtained, of which 502,166 contain precise dates for both
received and accepted. This makes it possible to construct a median verification-lag series
by publication year.

Figure E.3 is built from a combination of Retraction Watch and the Crossref REST API. From
Retraction Watch, the fresh export dated March 19, 2026 was used; notices were then normalized
by type and reduced to a paper-level key using DOI, PubMed ID, or article title. As a denomi-
nator, yearly journal-article counts were obtained from Crossref through rows=0 queries with
from-pub-date and until-pub-date filters for 1990–2025. The baseline series used in
the book is defined as unique retracted papers per 1000 publications; a broader series, all notices
per 1000 publications, is retained as a robustness check.
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Data-processing sequence

The work proceeded through three independent pipelines. In the pricing block, all available snap-
shot dates were first collected, duplicates by digest were removed, and token prices were then
extracted from a monthly review sample. In the scientific-verification block, a pilot was first run
on the earliest baseline files, thereby demonstrating that the early XML records are useless for ed-
itorial history; after that, a tail block was downloaded and the dates received, revised, and
accepted were extracted from it. In the workload block, the Retraction Watch notice-level layer
was first cleaned of duplicates; yearly notice-level and paper-level counts were then constructed
and normalized by Crossref publication counts. This sequence matters substantively: it keeps three
different mechanisms from being collapsed into one another and allows each figure to remain trans-
parent without a long technical digression.

Main result

The first result is that the listed cost of text generation does in fact collapse. Within the fixed
observation window, the efficient-tier series declines from 0.75 USD for the standard volume of
1 million input and 1 million output tokens in August 2024 to 0.45 USD by autumn 2025; over the
same period, the frontier-tier series shifts from roughly 20 USD to the 10–11.25 USD range. Later
price movements are not monotonic and include partial repricing corrections, but the central obser-
vation remains clear: the production of text already lies in a zone of extraordinarily low marginal
cost relative to earlier frontier-level prices.

The second result is that verification does notmove on the same temporal scale. Even themodern
tail-based PubMed dataset shows amedian received→ accepted interval measured inmonths rather
than days. In 2022 the median is 83 days, in 2023 it is 69, in 2024 it is 90.5, in 2025 it is 95, and
in 2026 it is already 102 days. The interquartile range remains wide: for 2025, for example, it runs
from 51 to 157 days. This means that even in an environment of rapidly cheapening generation,
economically and institutionally recognized verification remains a slow, multi-stage process.

The third result is that the burden on corrective and filtering procedures is rising. The baseline
paper-level series, unique retracted papers per 1000 publications, rises from 0.0199 in 1990 to
0.7568 in 2025; the acceleration becomes especially visible after the mid-2010s. The sharpest
spike occurs in 2023, when the indicator reaches 2.314 per 1000 publications. That spike must
be interpreted with caution, since it may partly reflect backfill and changing coverage, but even
without it the long-run trend remains clearly upward. The broader notice-level robustness series
has the same overall shape.
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Interpretation

Taken together, these three figures provide precisely the kind of initial empirical evidence the book
requires. They do not prove causality, nor do they exhaust the full logic of κ in a strict sense, but
they do reveal a stable divergence between the regime of signal production and the regime of signal
admission. Generation becomes cheap and nearly instantaneous; verification still takesmonths; and
the burden on mechanisms of correction and quality control continues to rise. Scarcity is therefore
indeed shifting away from the production of signals and toward their confirmation, filtering, and
institutional recognition.

This matters to the general theory for two reasons. First, the verification-gap block returns to the
empirical domain what in the formal model is expressed through κ: not the whole informational
flow enters output, but only the portion that passes through the system of verification. Second,
it fits well with the results of the following blocks. If it is precisely the verification and institu-
tional environment that constrains the transformation of information into productive force, then it
is unsurprising that in the labor-share block the decisive moderator turns out to be κi, while in the
country-clustering block regimes are divided not only by digital infrastructure, but by the quality
of governance and research capacity as well.

The limitations of the block should nevertheless be stated openly. The pricing series reflect
listed prices, not the full set of actual usage costs. The PubMed series, in its current form, is a
contemporary proxy for verification lag rather than a long historical panel. Retraction Watch does
not capture the full universe of scientific error, only the portion that passes through visible notice
and retraction procedures. But even with those limitations, the block performs its task: it shows
not the absolute size of the verification bottleneck, but the direction in which it is shifting.

3.

The verification-gap block showed that the cost of generating signals is collapsing while the cost
of verifying them remains measured in months and the burden on corrective procedures continues
to rise. But that block used aggregate pricing series and did not decompose the cost structure on
the generation side. The present block fills that gap. It draws on a companion study that constructs
a full cost-architecture comparison of human and machine symbolic production.1

The comparison is built on three parallel ledgers.
1See the companion paper: The Industrialization of Symbolic Production: A Cost-Architecture Comparison of

Human and AI Text Output (2026). Full methodology, sensitivity analysis, and country-level tables are provided there;
this section reproduces only the summary results needed to connect the verification-gap and labor-share blocks.
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Figure E.1: The cost of text generation over time

The human baseline estimates the full cost of producing symbolic output — text, code, anal-
ysis — through the biographical formation and lifetime employment of a specialist. It separates
fixed costs (the formation of the specialist: upbringing, education, institutional socialization) from
operating costs (wages, social contributions, overhead during the working life). Each layer is com-
puted for four countries (United States, Germany, India, Poland) and two scenarios (Standard and
Advanced), using Penn World Table, World Bank, OECD, and national statistical sources.

The AI baseline estimates the same unit of output — one thousand tokens — through three
progressively more inclusive cost layers:

• Hardware floor: amortized chip cost plus energy, with no software, labor, or organizational
overhead. This is the physical minimum.

• Commercial API: the listed price at which frontier providers sell inference access, embedding
all provider-side costs and margins.

• Fuller industrial: a scenario construction that applies explicit multipliers to the API price
to approximate the full cost of operating an AI-augmented symbolic production pipeline,
including orchestration, retrieval, fine-tuning, monitoring, and human oversight.

The hybrid layer models a transitional regime in which AI generates a draft and a human spe-
cialist edits, verifies, and completes it. Under calibrated assumptions, the hybrid regime reduces the
human marginal cost from a median of roughly $90 to $30–45 per thousand tokens while retaining
the biographical base.
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Figure E.2: Verification lag: median time from article receipt to acceptance

The summary results are presented in the three tables below.

Table E.2: Human symbolic production: summary medians across countries and scenarios
Metric Standard Advanced
Fixed preparation cost (PPP $) 753 000 1 130 000
Annual symbolic output (tokens/year) 766 000 1 130 000
Marginal cost per 1 000 tokens (PPP $) 121.79 108.67
Marginal cost per 1 000 tokens (market-USD proxy) 90.44 74.16

Table E.3: AI symbolic production: cost by layer
Layer Cost per 1 000 tokens (USD)
Hardware floor 0.023
Commercial API (frontier, median) 0.143
Fuller industrial (3× multiplier) 0.429

Interpretation

The central result is a median marginal-cost ratio of approximately 630:1 (human market-USD
proxy to commercial API). Throughput differs by three orders of magnitude. A single industrial-
scale inference cluster produces, in one year, a volume of raw symbolic output equivalent to the
lifetime production of between 48 and 194 human specialists.
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Figure E.3: The growing burden on verification and correction procedures

Table E.4: Break-even scale: single AI cluster vs. human marginal output
Reference AI layer Annual output Median years of Median human

(tokens) human output lifetimes
Hardware floor 1.40 bn 1 825 48.4
Fuller industrial 5.62 bn 7 313 194.1

These ratios describe a regime change, not a marginal efficiency gain. They formalize, at the
level of directly comparable cost architecture, what the verification-gap block showed through
price series: the economics of symbolic generation have shifted to a point where the biographical
reproduction of the specialist is no longer necessary for the act of generation. The specialist remains
necessary for verification, judgment, and institutional certification — precisely the functions that
define κ.

This is the link between the first and third blocks of this appendix. The verification-gap block
shows that scarcity is migrating from generation to verification. The present block shows why: the
marginal cost of generation has collapsed by roughly three orders of magnitude, making generation
abundant and verification the binding constraint. The labor-share block that follows shows what
this produces: where the institutional component of κ is strong, the effect of rising I∗ on labor’s
share turns negative — consistent with a regime in which the informational metafactor has begun
to substitute for the informational content of labor rather than merely augmenting it.

Limitations. The companion study compares raw symbolic output— tokens— not correctness,
usefulness, or institutional legitimacy. This restriction is deliberate: it isolates the layer where ex-
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plicit comparison is possible before higher-order filters (which are the subject of κ) are applied.
The human output proxy depends on assumed annual hours, the share of symbolic work, and a
words-to-tokens conversion; the AI industrial layer is a scenario construction using explicit multi-
pliers rather than a directly observed provider ledger. These limitations define the scope: the block
is a structured baseline, not a final equivalence model.

4.

The third block is the principal quantitative block of the appendix. It follows directly from the
formula for effective labor. If, as I∗ grows, autonomous informational productivity ψ(I∗) rises
faster than the contribution of living labor φ(I∗)L, then labor’s share of output should fall. Yet
the data turned out to be more informative than the simple linear intuition suggested: they do not
support a universal formula in which labor’s share declines whenever informational intensity rises,
but they do support a regime-dependent version of the argument once I∗ is allowed to interact with
the quality of the verification environment.

Table E.5: Labor share, informational intensity, and the quality of the verification environment
(1) (2) (3) (4)

Specification FE + controls I∗ × κi I∗ × κ̄ I∗ × κmin

Dependent variable Comp/GO Comp/GO Comp/GO Comp/GO

I∗ proxy intang. inv./VA flow composite flow composite flow composite
I∗ 0.0029 0.0127*** 0.0088** 0.0052*

(0.0123) (0.0046) (0.0035) (0.0029)
I∗ × κ — -0.0098*** -0.0066*** -0.0055***

(0.0027) (0.0020) (0.0021)
Slope in a high-κ environment — -0.0037 -0.0022 -0.0024
Slope in the median high-κ regime — -0.0043 -0.0030 -0.0018
Core controls capital, trade, union, ICT capital, trade, union, ICT capital, trade, union, ICT capital, trade, union, ICT
Country FE Yes Yes Yes Yes
Industry FE Yes Yes Yes Yes
Year FE Yes Yes Yes Yes
Observations 18530 18530 18530 18530
Countries 18 18 18 18
Industries 52 52 52 52
R2 0.045 0.049 0.048 0.047

Note. Column (1) uses the expanded 18-country baseline, where the core controls include capital intensity,
external openness, union density, and ICT intensity. Collective-bargaining coverage is moved out of the core
baseline and into stricter robustness checks because including it mechanically compresses the panel to 14
countries and sharply worsens time coverage. Columns (2)–(4) introduce a composite I∗ proxy and allow its
effect to depend on the quality of the verification environment. In all three regime specifications, the interaction
term is negative, and in a high-κ environment the marginal effect of I∗ becomes negative. Standard errors in
parentheses; ∗p < 0.10, ∗∗p < 0.05, ∗∗∗p < 0.01.
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Table E.6: Components of κ and the direction of the effect of I∗ on labor share
(1) (2) (3)

Component of κ institutional research technological
Separate interaction -0.0098*** -0.0039*** -0.0034

(0.0027) (0.0015) (0.0024)
Horse-race interaction -0.0179** -0.0001 0.0103

(0.0083) (0.0060) (0.0088)
Strict 14-country horse-race -0.0261** 0.0093** 0.0033

(0.0104) (0.0041) (0.0079)
Expanded horse-race slope @ p75 -0.0065 -0.0021 0.0024

Note. The first two rows use the expanded 18-country baseline; the third uses the stricter 14-country specifi-
cation, where non-missing collective-bargaining coverage is additionally required. In both the expanded and
the strict version, the institutional interaction remains negative and statistically significant, whereas the tech-
nological channel does not display comparable robustness. This strengthens the hypothesis of an asymmetry
in κi: as I∗ grows, institutions are the most consistent moderator of the distributional effect. Standard errors
in parentheses; ∗p < 0.10, ∗∗p < 0.05, ∗∗∗p < 0.01.

Data and construction of the panel

The sectoral block of the appendix is built on a country× industry× year panel. Its core consists of
the EU KLEMS 2023modules — National Accounts, Capital Accounts, and Intangibles Analytical.
After initial cleaning, the full clean panel contains 28,137 observations, 25 countries, 52 industry
codes, and covers the period 1995–2021. To this are added country-year controls for external
openness from theWorld Development Indicators and for union and bargaining environments from
ICTWSS. For regime-based tests, the country-level indices of informational-environment quality
already constructed in the cross-country block are then merged to the sectoral panel: κi based on
WGI, κm based on UIS, and κc based on the Network Readiness Index. The baseline estimating
specification ultimately rests on an expanded 18-country sample of 18,530 observations, consisting
of AUT, CZE, DEU, DNK, ESP, EST, FIN, FRA, GBR, GRC, ITA, JPN, LTU, LUX, LVA, NLD,
SVK, and SWE.

Data-processing sequence

The work with the data proceeded in several ordered steps. First, country, industry, and year keys
were harmonized across the EU KLEMS modules; pseudo-aggregates and duplicated broad indus-
try codes were then removed. After that, the base variables were constructed: labor compensation,
value added, gross output, intermediate inputs, capital intensity, and the shares of intangible, soft-
ware, and R&D investment and capital stocks. In the next stage, alternative dependent variables
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were computed — Comp/V A, AdjComp/V A, Comp/GO, and AdjComp/GO— and narrower
sectoral cores were tested. This reduced the sample to 13,407 observations in the business detail
specification and 12,120 observations in the tradable business detail specification. Finally, for
second-order panel tests, composite proxies for I∗ and country-level indices of κ were constructed,
after which not only the linear but also the regime-dependent specification of the effect of infor-
mation on labor share was tested. At this stage it became clear that collective-bargaining coverage
creates an especially harsh and uneven contraction of the panel; for that reason it was moved out
of the core baseline into a stricter robustness check rather than being retained in the baseline at any
cost.

Main result

The direct linear specification proved too crude for the logic of the book. In the expanded 18-
country baseline, the coefficient on the simple flow proxy of intangible intensity is essentially zero
(0.0029, p = 0.812). That is an important result in itself: once the narrowest sample bottleneck
is relaxed, the linear specification no longer produces a strong counter-theoretical signal; it looks
uninformative rather than refutational.

But a change in specification changes the picture. When the dependent variable is defined in
terms of gross output, and when I∗ is measured not by a single share but by a composite infor-
mational flow, its effect begins to depend on the quality of the verification environment. In the
interaction model with the institutional component κi, the coefficient on I∗ × κi equals -0.0098
(p = 0.000), and the marginal effect of I∗ at the upper quartile of institutional quality becomes
slightly negative (-0.0037). The median-threshold test gives the same directional result: in the
low-κi regime the slope is 0.0064, whereas in the high-κi regime it falls to -0.0043. Continuous
interaction estimates show the same pattern: as κ rises, the marginal effect of I∗ systematically
shifts downward and begins to cross zero in the upper part of the distribution.

More important still, weakest-link logic begins to appear not in the average, but when κ is de-
composed into its components. In the joint horse-race model, the institutional interaction retains a
negative and significant sign (-0.0179, p = 0.030), whereas the technological channel loses inde-
pendent significance and the research channel ceases to be comparable in strength. The weakest-
link version κmin also works in sign terms: its interaction equals -0.0055 (p = 0.010), although
it is weaker than the institutional channel. At the same time, the stricter 14-country specification,
in which collective-bargaining coverage is returned to the core, does not alter the direction of the
conclusion: the institutional horse-race interaction is even stronger there (-0.0261, p = 0.012).
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Interpretation

The intermediate conclusion from this block is that the data do not support the simple formula “the
more information, the lower labor’s share.” But they do quite strongly support a more nuanced
and theoretically more meaningful version of the claim: the effect of I∗ is regime-dependent. In
a weak institutional environment, rising informational intensity is more readily associated with a
complementary restructuring of production; in a stronger verification environment, the same rise
begins to operate as a force reducing labor’s share. Expanding the baseline to 18 countries makes
this conclusion less fragile: it no longer rests on the narrow 14-country intersection, but neither
does it disappear once the sample restriction is relaxed. It is here that the empirical evidence truly
begins to approach the central intuition of the book: information acts not like an ordinary resource,
but like a level that changes the conditions under which labor is either strengthened or begins to
lose its share.

Figure E.4: Labor-share dynamics by quartiles of information intensity

5.

The fourth empirical block shifts the analysis from industries to countries. Its task is to deter-
mine whether cross-country differences express merely a continuous resource gradient, or whether
economies in fact cluster into qualitatively distinct informational regimes. It is here that the ba-
sic logic of the book receives its clearest confirmation: countries do indeed separate into stable
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Figure E.5: Components of κ and the direction of the effect of I∗ on labor share

regimes, and these regimes are built on the quality of the informational environment itself rather
than on outcomes.

Table E.7: Comparing the number of clusters
1 cluster 2 clusters 3 clusters 4 clusters

GMM BIC 1065.0 960.1 970.8 991.6
GMM AIC 990.5 808.2 741.6 685.0
GMM silhouette — 0.410 0.273 0.242
k-means silhouette — 0.563 0.397 0.353

Note. By the BIC criterion, the best partition is the two-cluster solution; both the GMM and k-means silhouette
scores are also highest at K = 2. This points not to a smooth gradient, but to a fairly stable separation of
countries into two informational regimes.

Data and construction of the regime matrix

The country block is constructed as a cross-sectional matrix of informational-environment quality.
It includes three institutional indicators from the World Governance Indicators, two indicators of
research capacity fromUNESCOUIS, and a technological proxy from theNetwork Readiness Index.
After selecting countries with a complete set of core inputs, the final matrix contains 117 economies.
Of these, TFP values are available for 97, GDP per worker for 117, and ECI for 110; the full
intersection across all three external outcomes gives 92 countries.
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Figure E.6: The marginal effect of I∗ across the distribution of κ

Data-processing sequence

For each variable, the last available year within the window of the most recent releases was first
selected, after which the indicators were standardized. GaussianMixtureModels and k-means were
then estimated forK = 1, 2, 3, 4. The best compromise is the two-cluster structure: its BIC equals
960.1, its GMM silhouette score 0.410, and its k-means silhouette score 0.563. Once the number
of clusters had been chosen, PCA was used only as a visualization device, while TFP, output per
worker, and ECI were merged only after the clustering as an external test of the substantive content
of the regimes.

Main result

The data do not support the idea that countries are simply spread out evenly along a single con-
tinuous axis. On the contrary, they split into two fairly stable informational regimes. The low
regime contains 69 economies, the high regime 48. The differences between them concern not
one dimension alone, but the informational environment as a whole. For example, the mean value
of Government Effectiveness rises from 48.74 to 72.50, NRI technology from 35.33 to 56.72, and
researchers per million from 470 to 4595.

What matters is that these differences are reproduced in the outcome variables as well. Mean
TFP rises from 0.540 to 0.792, GDP per worker from about 39,404 to 108,512, and ECI from -0.187

182



Table E.8: Average values by informational regime

Low regime (n=69) High regime (n=48)
Government Effectiveness 48.74 72.50
Regulatory Quality 52.22 70.10
Rule of Law 50.75 71.77
R&D expenditure (% GDP) 0.327 1.863
Researchers per million 470.4 4594.9
NRI technology 35.33 56.72
TFP (ctfp) 0.540 0.792
GDP per worker (PPP 2021) 39404 108512
ECI -0.187 0.904

Note. Clusters are formed only from proxies for the quality of the informational environment; TFP, output per
worker, and ECI are then used as an external check on the substantive meaning of the regimes.

to 0.904. In other words, clusters built neither on income nor on productivity nevertheless turn out
to be tightly associated with both ex post.

What separates the regimes most strongly

The strongest separators of the regimes show that the issue is not simply digital access. The highest
positions are occupied by research variables, followed almost immediately by institutional and
technological indicators. Researchers per million yields a range of 1.646. R&D expenditure (%
GDP) yields a range of 1.530. Government Effectiveness yields a range of 1.433. NRI technology
yields a range of 1.425. This means that the regime structure is produced by the joint action of
research capacity, institutions, and infrastructure, rather than by technologization alone.

Interpretation

For the book, this block matters for two reasons. First, it confirms that countries do indeed group
into regimes rather than lying along a single smooth resource scale. Second, it shows that the qual-
ity of the informational environment is systematically linked to productivity even after clustering.
This is strongly consistent with the thesis that information acts as a level setting the conditions
of productivity. At the same time, the data point not to simple monocausality, but to a comple-
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Table E.9: Variables contributing most to cluster separation
Variable Range in z-space Comment
Researchers per million 1.646 strongest separator; measurement and research capacity
R&D expenditure (% GDP) 1.530 confirms the role of research infrastructure
Government Effectiveness 1.433 institutional quality separates the regimes almost as

strongly
NRI technology 1.425 digital infrastructure matters, but does not exhaust the

regime divide
Regulatory Quality 1.356 rules of access and coordination reinforce regime sepa-

ration
Rule of Law 1.329 the legal environment supports verification and enforce-

ment

Note. The largest gaps come from the research variables, but the institutional block follows immediately after
them and clearly outperforms any explanation based on digital infrastructure alone. Taken together, these
results support a regime-based rather than a merely technological interpretation of cross-country differences.

mentary architecture: research capacity, institutions, and technology work jointly, even if in the
distributional block the institutional component is the strongest moderator.

6.

Because the task of this appendix is not to overload the book, some material is better left outside the
main body. That is where the full robustness tables should go, along with alternative proxies for I∗,
threshold and horse-race specifications for the components of κ, additional cuts by sectoral filters,
technical details of the clustering procedure, and the machine-level details of the verification-gap
block: the rules used to select archived pricing snapshots, the parsing logic for PubMed history
dates, and the alternative counting rules for Retraction Watch. In that way the main text remains
readable and functions as an argument rather than as an archive of every computation performed.

It is no less important to state the limitations clearly. None of the proxies used here is fully
identical with its theoretical object. Intangible assets are not the same as effective information;
institutional indices do notmeasure verification capacity in a pure form; and country clusters always
depend to some degree on the choice of variables and the averaging horizon. But this does not
diminish the usefulness of the appendix. On the contrary: precisely because the metafactor is not
directly observable, the theory must be tested through the consistency of several different empirical
implications and through the convergence of their direction.
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Figure E.7: PCA projection of countries by informational regime

7.

The current version of the appendix does not exhaust the theory, nor does it claim to provide a final
proof of the metafactor. But it already offers four layers of empirical evidence that fit together
rather closely. First, the verification-gap block shows a stable asymmetry between generation and
checking: the listed cost of producing text falls sharply, the median time of verification remains
measured in months, and the burden on corrective procedures continues to rise. Second, the cost-
architecture block shows the mechanism behind that divergence: the marginal cost of symbolic
generation has collapsed by roughly three orders of magnitude, andmachine throughput is no longer
commensurate with biographically reproduced human labor. Third, labor’s share does not respond
to rising informational intensity mechanically and uniformly across all environments; its relation
to I∗ turns out to be regime-dependent and especially sensitive to the institutional component κi.
Fourth, countries do in fact cluster into stable informational regimes, differentiated by the quality
of institutions, research capacity, and technological infrastructure, and then — ex post — by their
level of productivity as well.
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These results matter not separately, but in their mutual consistency. The verification-gap block
shows that not all available information can be immediately transformed into productive force: the
cost of generation collapses while verification remains slow and burdened. The cost-architecture
block shows the mechanism behind this divergence: a median marginal-cost ratio of 630:1 between
human and machine symbolic production, a throughput gap of three orders of magnitude, and the
emergence of an infrastructural regime of symbolic production that does not require biographical
formation. The labor-share block shows that the effect of I∗ passes through the regime environ-
ment and especially through the institutional component of verification. The country block shows
that economies themselves are distributed not along a smooth quantitative gradient, but across qual-
itatively distinct regimes of the informational environment. Taken together, this is the empirical
equivalent of the book’s central thesis: information acts not as one more factor alongside labor and
capital, but as a layer that changes the very conditions of productivity, distribution, and access to
output.

Of course, the appendix retains clear limits of interpretation. The verification-gap series remain
partial and heterogeneous proxies; the labor-share block does not produce a simple universal neg-
ative elasticity; clustering can never be fully independent of variable choice. But that is precisely
what gives the current result its strength: even when different sources, different levels of data, and
different empirical procedures are used, they converge in one direction. Scarcity shifts toward veri-
fication, distributional effects become regime-dependent, and countries cluster by the quality of the
informational environment. For the purposes of the book, this is already enough to move beyond a
purely conceptual construction and show that the proposed framework has empirical gravity of its
own.
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