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Abstract 

I introduce the Industrial Curvature Index (ICI), a geometric measure of how distinctive a county’s 

industrial composition is from that of its geographic neighbors. ICI is constructed by representing each 

county-quarter as a point on the simplex of NAICS supersector employment shares, equipping the simplex 

with the Fisher–Rao information metric, and computing time-averaged Ollivier–Ricci curvature on the 

Census-defined county adjacency graph. High ICI corresponds to counties embedded in tightly coupled 

regional clusters; low ICI to counties whose industrial composition is structurally distinctive from their 

neighbors’. 

The principal empirical finding is that ICI is a strong and robust predictor of cross-county heterogeneity in 

recession-trough employment loss. Across 3,115 retained U.S. counties from 2001 through 2024, a one-

standard-deviation increase in ICI corresponds to a 4.86 percentage-point deeper 2008–2009 

employment trough (β = −4.86, HC3 p < 0.001, R² = 0.145, Tier A pooled), and a 3.91 percentage-point 

deeper 2020 trough (β = −3.91, HC3 p < 0.001, R² = 0.129, replication). With full controls for the 

Herfindahl–Hirschman index of industrial concentration, Shannon entropy of supersector shares, top-

three-sector concentration, share Gini, and log-employment, the standardized ICI coefficient remains 

highly significant (R08 Spec 3: β = −1.91, p < 0.001, R² = 0.392; R20 Spec 3: β = −1.77, p < 0.001, R² = 0.305). 

The finding survives a comprehensive battery of robustness checks. State fixed effects, eliminating 

between-state variation entirely, yield β = −1.39 for R08 and β = −0.98 for R20 (both p < 0.001). Out-of-

sample temporal identification, in which ICI is constructed using only QCEW data preceding each 

recession, yields effectively identical magnitudes (β = −4.75 for R08 and β = −3.88 for R20, both p < 0.001), 
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addressing reverse-causality concerns. The relationship is approximately nine times stronger in counties 

below the median in mean total employment (R² = 0.156) than in those above (R² = 0.017), suggesting 

that small-county industrial geometry is a substantively important resilience determinant. A secondary 

and weaker finding is that ICI also predicts unemployment-rate adjustment speed (Tier A pooled β = −0.20, 

p < 0.001, R² = 0.005), with a sub-period decomposition demonstrating that an apparent anomalous Texas 

effect dissolves into null sub-period coefficients—a methodological caution against full-sample 

regressions when underlying dynamics are heterogeneous. 

Substantively, the paper provides evidence that geometric distinctiveness functions as a portfolio-

diversification mechanism at the regional scale: counties whose industrial composition does not co-vary 

with their neighbors’ are partially insulated from shocks that hit the regional and national average 

composition. The framework offers a measurement contribution distinct from existing scalar 

diversification measures—Herfindahl–Hirschman, entropy, top-share concentration, and Gini—which 

exhibit pairwise correlations exceeding 0.85 among themselves but only 0.33 to 0.39 with ICI. 

Keywords: regional resilience, information geometry, Ollivier–Ricci curvature, Fisher–Rao metric, Quarterly 

Census of Employment and Wages, Local Area Unemployment Statistics, regional adjustment dynamics, 

employment recessions. 

JEL Classification: R11, R12, J64, C21, E32. 
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1.  Introduction 

1.1  The puzzle of cross-county recession heterogeneity 

When the 2008 financial crisis transmitted into the U.S. labor market, employment losses across counties 

were strikingly uneven. Some counties experienced single-digit peak-to-trough employment declines and 

recovered to pre-recession levels within four to six quarters. Others lost more than a quarter of total 

employment and remained below their 2007 peak for the better part of a decade. The 2020 pandemic 

shock produced a similar but distinct cross-sectional pattern: trough employment losses ranged from 

under five percent to over forty percent within the same set of counties. Across the 3,115 U.S. counties 

analyzed in this paper, the standard deviation of 2008–2009 peak-to-trough employment loss is 

approximately 12.5 percentage points; the standard deviation of 2020 peak-to-trough loss is 

approximately 10.5 points. The cross-sectional dispersion is larger than the average loss itself. 

Explaining this dispersion is a central concern of regional resilience research, a literature reactivated by 

the 2008 crisis (Martin, 2012; Martin & Sunley, 2015) and substantially expanded after the pandemic 

(Bailey & Turok, 2020; Davies, 2011). Two broad classes of explanation have proven empirically useful. 

The first concerns industrial composition: counties whose economies are dominated by cyclically sensitive 

industries—construction, durable manufacturing, oil and gas extraction, hospitality—lose proportionally 

more employment when national demand contracts (Glaeser et al., 2014; Owyang et al., 2008). The 

second concerns industrial diversification per se: counties whose employment is concentrated in a small 

number of sectors are more exposed to sector-specific shocks than counties with broader portfolios 

(Frenken, Van Oort, & Verburg, 2007; Conroy, 1975). The two mechanisms operate on different statistical 

features of the local industry distribution—its first-moment composition and its concentration—and the 

literature has accumulated considerable evidence for both. 

What the literature has not converged upon is whether these two channels exhaust the explanatory 

content available from county-level industrial data. Most empirical work in regional resilience uses scalar 

measures of industrial diversification: the Herfindahl–Hirschman index (HHI) of supersector employment 

shares, Shannon entropy of those shares, the share of employment concentrated in the top three sectors, 

or the Gini coefficient of the share distribution. These measures all summarize a single county’s industry 

mix in a single number, ignoring how that mix relates to the mixes of geographically adjacent counties. 

Yet adjacency carries economically meaningful information. Local labor-market integration, supply-chain 

interdependence, commuting flows, and shared exposure to common regional shocks all link a county to 

its neighbors. Two counties with identical HHI values can differ profoundly in their position within a 

regional industrial network: one might sit in a tightly coupled cluster of similarly composed neighbors, 

while the other might be a structural outlier within an otherwise diversified region. Existing scalar 

measures cannot distinguish these cases. 

1.2  Approach: industrial composition as a position on a metric simplex 
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This paper proposes a measurement framework that captures the geometric relationship between a 

county’s industrial composition and that of its neighbors. The construction proceeds in three steps. First, 

each county-quarter is represented as a point on the simplex of NAICS supersector employment shares: 

an eleven-dimensional probability vector summing to one, drawn from the Bureau of Labor Statistics 

Quarterly Census of Employment and Wages (QCEW) at the county-by-supersector aggregation level. 

Second, the simplex is equipped with the Fisher–Rao information metric (Rao, 1945; Amari, 2016), which 

assigns to any pair of share vectors a geodesic distance equal to twice the arccosine of the Bhattacharyya 

coefficient. The Fisher–Rao geometry is the natural Riemannian structure on the simplex for share-like 

data: it is invariant under reparameterization, treats small shifts among equally distributed sectors as 

larger distances than equivalent shifts among already concentrated sectors, and reduces to standard 

Euclidean distance only in the asymptotic limit of equally distributed shares. Third, the U.S. Census 

Bureau’s county adjacency relation defines a graph in which each retained county is a node and each 

shared land or water border is an edge weighted by the Fisher–Rao distance between the two endpoints’ 

industry-share vectors. On this Fisher–Rao-weighted graph, the discrete Ollivier–Ricci curvature (Ollivier, 

2009; Lin, Lu, & Yau, 2011) of each edge is computed at each quarter. Time-averaging the node-aggregated 

curvature across the 96-quarter sample period yields the county’s Industrial Curvature Index, ICI(c). 

The discrete Ricci curvature of an edge between two nodes is positive when a random walk starting at 

one endpoint produces a probability distribution that is geometrically closer to the random walk 

distribution from the other endpoint than the underlying edge weight would suggest. Substantively, edge 

curvature is positive when neighboring counties are tightly interconnected within a coherent regional 

cluster: their industrial compositions are similar, their compositions are similar to their other neighbors’ 

compositions, and the local network geometry is contracting. Edge curvature is negative when neighbors 

are structurally divergent—when the focal pair sits along a network bridge between otherwise 

disconnected regions, or when a focal county’s composition differs sharply from those of its surrounding 

neighborhood. Aggregated to the node level and averaged over time, ICI(c) is a single number 

summarizing the focal county’s embedding within its regional industrial geography. High ICI(c) 

corresponds to embeddedness in a tight cluster; low ICI(c) corresponds to structural distinctiveness. 

The geometric framework adopted here builds on a small but growing literature applying tools from 

differential geometry and discrete network curvature to economic networks (Sandhu, Georgiou, & 

Tannenbaum, 2016; Samal et al., 2018; Sia, Jonckheere, & Bogdan, 2019), to information geometry of 

probability distributions in economic contexts (Caticha, 2015), and on substantially more developed 

applications in genomics, neuroscience, and finance. To my knowledge this is the first published empirical 

application of Ollivier–Ricci curvature to county-level U.S. labor-market data. 

1.3  Empirical findings 

Five findings emerge from the empirical analysis. First, ICI is a strong predictor of cross-county recession-

trough employment loss. Across 3,115 retained U.S. counties, a one-standard-deviation increase in ICI 
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corresponds to a 4.86 percentage-point deeper 2008–2009 employment trough (HC3 p < 0.001, R² = 

0.145), and a 3.91 percentage-point deeper 2020 trough (HC3 p < 0.001, R² = 0.129). With full controls for 

HHI, entropy, top-three concentration, share Gini, and log-employment, the standardized ICI coefficient 

remains highly significant, with R² of 0.392 for R08 and 0.305 for R20. The result is approximately nine 

times stronger in below-median-employment counties (R² = 0.156) than in above-median-employment 

counties (R² = 0.017): small-county industrial geometry is where ICI carries the most explanatory weight. 

Second, the result replicates across two independent recessions—the 2008–2009 financial crisis and the 

2020 pandemic—with consistent sign, similar magnitude, and overlapping confidence intervals. 

Replication across two crises of substantially different macroeconomic origin is a strong robustness signal: 

it rules out the possibility that the relationship reflects the dynamics of any single shock. 

Third, the relationship is robust to a comprehensive battery of identification challenges. Census region 

fixed effects yield essentially the baseline estimate (R08 β = −1.89, p < 0.001). State fixed effects, which 

absorb all state-level variation in policy environments, climate, governance, and industrial mix, yield 

within-state estimates of β = −1.39 for R08 and β = −0.98 for R20, both significant at p < 0.001. Out-of-

sample temporal identification—constructing ICI using only QCEW data preceding each recession (2001–

2007 for R08, 2001–2019 for R20) and using that pre-shock measurement to predict post-shock 

outcomes—produces effectively identical magnitudes (β = −4.75 and β = −3.88, both p < 0.001). Trimming 

the smallest counties, winsorizing extreme R08 values, dropping plant-closure-driven outliers, and 

excluding the thirty most-influential counties by Cook’s distance all leave the relationship statistically 

intact. 

Fourth, ICI provides explanatory content distinct from the existing scalar diversification measures. While 

HHI, entropy, top-three concentration, and Gini exhibit pairwise absolute correlations of 0.86 to 0.97 

among themselves—reflecting that they all summarize a single first-moment property of the share 

distribution—ICI’s correlations with these scalar measures range only from 0.33 to 0.39. A horse-race 

regression of unemployment-rate adjustment speed on ICI together with all four scalar measures plus log-

employment retains the standardized ICI coefficient at p = 0.043. The variance inflation factor for ICI is 

1.25, against 16 to 124 for the scalar measures. Geometric distinctiveness, in this sample, captures 

something the scalar measures do not. 

Fifth, a secondary application of the same measurement framework to unemployment-rate adjustment 

speed yields a much weaker but statistically robust relationship: standardized β = −0.20, p < 0.001, R² = 

0.005 in the pooled national sample. The principal value of the secondary analysis is methodological rather 

than substantive. A naïve sub-sample regression of adjustment speed on ICI in Texas non-metropolitan 

counties produces an apparent positive coefficient of β = +0.61 (p = 0.003), opposite in sign to the national 

pattern. Decomposing the sample into nine-year sub-windows reveals that this Texas effect is null or 

negative in every sub-period; the apparent full-sample positive coefficient is an artifact of cross-period 

averaging when underlying dynamics are heterogeneous. The episode functions as a cautionary note for 

empirical work that aggregates structural measurements over heterogeneous time intervals. 
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1.4  Contribution and structure 

The paper makes three contributions. The first is methodological: it constructs an empirically tractable, 

reproducible county-level measurement of industrial-geographic distinctiveness using public BLS and 

Census data. The second is substantive: it documents that this geometric measurement carries strong 

predictive content for cross-county recession-trough employment loss, and that the predictive content is 

distinct from—and complementary to—the scalar diversification measures already in widespread use. The 

third is cautionary: the documented case in which full-sample averaging produces a regression coefficient 

of opposite sign from every sub-period coefficient illustrates a class of identification problem that the 

regional-economics literature should be alert to when applying slowly-evolving structural measurements 

to long-panel labor-market outcomes. 

Section 2 develops the methodology in formal detail. Section 3 describes the data sources, sample 

construction, and treatment of counties affected by mid-period boundary changes. Section 4 presents a 

within-region pilot study—the twelve-county Workforce Solutions Alamo region centered on San Antonio, 

Texas—as a measurement validation exercise. Section 5 presents the headline national results for 

recession-trough employment loss, including three-tier disaggregation, county-size stratification, and the 

comprehensive robustness battery. Section 6 presents the secondary national results for unemployment-

rate adjustment speed, the Texas time-decomposition diagnostic, and the methodological caution that 

follows. Section 7 places the findings in the context of the regional-resilience and discrete-network-

curvature literatures, and discusses interpretation. Section 8 concludes. Three appendices provide the 

per-county adjustment-half-life table for the WSA pilot, the verbatim dropped-counties roster, and the 

full per-MSA Tier B regression results for the unemployment-adjustment half-life outcome under both the 

primary national reference and the leave-one-state-out robustness reference. 

2.  Methodology 

2.1  Notation and the simplex of industry shares 

Let C denote the set of U.S. counties under analysis (after the sample restrictions described in Section 3.4) 

and let T = {2001Q1, 2001Q2, …, 2024Q4} denote the panel of 96 quarterly observations. For each county 

c ∈ C and each quarter t ∈ T, the QCEW agglvl-73 dataset reports the third-month employment level 

e_{c,t,k} in each of K = 11 NAICS supersectors k. Denote the share vector 

s_{c,t} = (s_{c,t,1}, s_{c,t,2}, …, s_{c,t,K})    where    s_{c,t,k} = e_{c,t,k} / Σ_j e_{c,t,j}. 

By construction Σ_k s_{c,t,k} = 1 and s_{c,t,k} ≥ 0, so each county-quarter occupies a point on the closed 

(K − 1)-dimensional probability simplex Δ^{K−1}. The eleven NAICS supersectors used at agglvl 73 are: 

Natural Resources and Mining; Construction; Manufacturing; Trade, Transportation, and Utilities; 

Information; Financial Activities; Professional and Business Services; Education and Health Services; 

Leisure and Hospitality; Other Services; and Public Administration. The supersector aggregation is the 
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most disaggregated level at which BLS publishes county-by-industry employment with broad national 

coverage and minimal suppression; finer NAICS levels suffer from substantial cell suppression in smaller 

counties, especially below NAICS three-digit aggregations. 

Throughout, c indexes the focal county, t indexes quarters, k indexes industries. The set N(c) ⊂ C denotes 

the geographic neighbors of c, defined by the U.S. Census Bureau’s 2024 county adjacency relation. Two 

counties are adjacent if they share any boundary, including water-only boundaries (Census Bureau, 2024). 

I retain cross-state adjacencies (such as the Hudson–Manhattan, St. Louis city–East St. Louis, and Bowie–

Caddo borders), which would be excluded under a state-internal adjacency convention but which carry 

economically substantive labor-market integration. The retained adjacency graph after the sample 

restrictions of Section 3.4 contains 9,170 undirected edges, of which 1,308 (14.3 percent) cross state lines. 

2.2  Fisher–Rao geodesic distance on the simplex 

The simplex Δ^{K−1} carries a natural Riemannian structure derived from the Fisher information metric, 

originally proposed by Rao (1945) and developed extensively in information geometry (Amari, 2016). For 

two share vectors s, s′ ∈ Δ^{K−1}, the Fisher–Rao geodesic distance is 

d_FR(s, s′) = 2 · arccos( Σ_k √(s_k · s′_k) ). 

The argument of the arccosine is the Bhattacharyya coefficient, equivalent under a square-root coordinate 

transformation to the Euclidean inner product of the unit vectors √s and √s′ on the positive orthant of the 

(K − 1)-sphere. The Fisher–Rao metric has three properties that recommend it for share-vector data over 

alternatives such as Euclidean L2 distance or Aitchison’s log-ratio metric. First, it is the unique metric on 

the simplex (up to a positive scalar) invariant under sufficient statistics (Čencov, 1982): the geometry does 

not depend on how one labels or aggregates industries. Second, it treats small share differences among 

already concentrated sectors as larger geodesic distances than equivalent share differences among 

already diffuse sectors—matching the substantive economic intuition that a five-percentage-point shift 

between two dominant local industries carries more structural information than a five-percentage-point 

shift among many small ones. Third, the Bhattacharyya coefficient and consequently d_FR are well-

defined on the closed simplex including its boundary, where Aitchison-type log-ratio metrics diverge. 

For the empirical analysis I take d_FR as the edge-weight function on the county adjacency graph at each 

quarter t. Specifically, the weight of edge (c, c′) at quarter t is 

w_{c,c′,t} = max{ d_FR( s_{c,t}, s_{c′,t} ), 10^{−6} } 

with the small lower bound preventing degenerate zero weights when neighbors happen to share 

identical share vectors. The lower bound is binding for fewer than ten edges across the entire 96-quarter 

panel. 

2.3  Ollivier–Ricci curvature on the Fisher–Rao-weighted graph 
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Discrete Ricci curvature on a weighted graph is constructed by analogy with the role of curvature in 

continuous Riemannian geometry, where positive curvature corresponds to neighborhoods in which 

random walks contract together and negative curvature to neighborhoods in which random walks diverge. 

The discrete formulation due to Ollivier (2009) replaces continuous Brownian motion with a finite-step 

lazy random walk and replaces continuous Riemannian distance with the underlying graph distance. For 

each node u in the weighted county graph and a laziness parameter α ∈ [0, 1], the lazy random-walk 

probability measure μ_u^α concentrates mass α at u itself and distributes the remaining (1 − α) mass 

uniformly across u’s neighbors: 

μ_u^α(v) = α        if v = u 

         = (1 − α) / |N(u)|    if v ∈ N(u) 

         = 0        otherwise. 

The Ollivier–Ricci curvature of edge (u, v) with weight d(u, v) is then 

κ(u, v) = 1 − W₁( μ_u^α, μ_v^α ) / d(u, v), 

where W₁ denotes the Wasserstein-1 (earth-mover’s) distance between the two probability measures 

with respect to the underlying graph metric. The Wasserstein-1 distance between μ_u^α and μ_v^α is the 

minimum over all transport plans π of the total mass-weighted distance to move mass from the support 

of μ_u^α to the support of μ_v^α; it admits a linear-programming formulation that solves in polynomial 

time on bounded-degree graphs (Villani, 2009). 

Edge curvature κ(u, v) is positive when the random walks from u and v overlap geometrically more than 

the underlying edge weight d(u, v) would predict—when u and v share many common neighbors with 

similar share vectors, the random-walk distributions can be transported into each other at low cost, the 

Wasserstein distance is small, and κ is positive. Edge curvature is negative when u and v sit along a network 

bridge between otherwise disconnected regions, when the supports of μ_u and μ_v share few common 

targets, and when transporting one onto the other requires moving mass over substantial graph distance. 

The laziness parameter α controls the relative weight of self-loop versus neighbor mass; following 

standard practice in the discrete-curvature literature (Sandhu, Georgiou, & Tannenbaum, 2016; Samal et 

al., 2018) I fix α = 0.5, which weights self and uniformly-distributed-neighbor contributions equally and 

avoids the corner case α = 0 (pure neighbor distribution, which can produce undefined curvature when 

d(u, v) = 0) without the computational expense of α-sensitivity sweeps. 

The node-aggregated Ricci curvature of county c at quarter t is the mean of edge curvatures incident to c: 

κ_node(c, t) = mean over c′ ∈ N(c) of κ( (c, c′), t ). 

2.4  The Industrial Curvature Index 

The Industrial Curvature Index of county c is the time-average of the node-aggregated Ricci curvature 

across the 96-quarter panel: 
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ICI(c) = (1/96) Σ_{t ∈ T} κ_node(c, t). 

ICI is dimensionless, scale-invariant (the share vector lives on a probability simplex independent of the 

absolute scale of county employment), and bounded in principle by [−2, 1] though empirical values are 

concentrated in [−0.6, +0.5] for the U.S. county sample. A county with high ICI is structurally similar to its 

geographic neighbors and embedded in a tightly coupled regional cluster: the local industry-share 

geometry is contracting. A county with low ICI is structurally distinctive within its neighborhood, with a 

share vector that diverges from those of its surrounding counties; the local geometry is expanding. 

Empirically, in the 3,115-county U.S. sample, ICI has mean −0.019 (very nearly zero, as expected for a 

node-mean of a curvature defined by deviation from local average) and standard deviation 0.105. The ICI 

distribution is approximately symmetric with mild positive skew. The Texas non-metropolitan subset has 

mean ICI −0.006 and standard deviation 0.114, statistically indistinguishable from the national non-Texas 

non-metropolitan subset (mean −0.020, SD 0.103). Texas counties are not structurally distinct from non-

Texas counties on this measurement: the level distribution of ICI is essentially the same. 

2.5  Unemployment adjustment half-life 

For the secondary outcome of unemployment-rate adjustment dynamics, I follow the convention 

common in regional adjustment literature (Blanchard & Katz, 1992; Bartik, 1991) of estimating county-

specific autoregressive models of the deviation of local from national unemployment. Let u_{c,t} denote 

the not-seasonally-adjusted quarterly unemployment rate of county c at quarter t (averaged from 

monthly LAUS observations). Let u_{nat, t} denote the BLS national unemployment rate series 

LNU04000000, also quarterly-averaged. Define the deviation series 

δ_{c,t} = u_{c,t} − u_{nat, t}. 

I fit AR(1) and AR(2) models with constant trend to δ_{c,t} via maximum likelihood and select the preferred 

order by Akaike Information Criterion. From the AR coefficient(s) I extract the spectral radius ρ_c of the 

implied autoregressive operator: for AR(1) this is the lag-one coefficient itself; for AR(2) it is the maximum 

modulus of the roots of the characteristic polynomial. The adjustment half-life is then 

τ(c) = − ln(2) / ln(ρ_c),    measured in quarters, 

interpretable as the number of quarters required for one-half of any unit deviation from the national rate 

to dissipate. Counties with ρ near zero have τ near zero (rapid mean reversion); counties with ρ near one 

have large τ (highly persistent deviations). I impose 0 < ρ < 1 for τ to be defined; explosive AR processes 

(ρ ≥ 1) are excluded. In the 3,115-county sample 100 percent of fitted ρ values fall in the stable interval, 

with τ ranging from 0.43 to 26.54 quarters and a national mean of 3.71 quarters. 

As a robustness check on the choice of national reference, I additionally construct a leave-one-state-out 

(LOSO) reference series. For each focal county c in state s, the LOSO national rate at quarter t is computed 

by subtracting state s’s unemployment count and labor force level from the corresponding national counts 

and re-forming the rate. This addresses the concern that, at large county sizes (such as Los Angeles County 
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or Cook County), a county’s own unemployment dynamics mechanically contribute to the reference series 

against which it is compared. Re-fitting τ against the LOSO reference and comparing yields the LOSO 

robustness specification reported in Section 6. 

2.6  Recession-trough employment outcomes 

The headline empirical analysis uses two cross-county recession outcomes constructed from the QCEW 

total private and government employment series. For each county c, let E_{c,t} denote the third-month 

employment level of supersector-aggregated total employment at quarter t. The 2008–2009 peak-to-

trough loss is 

R08(c) = 100 × ( min_{t ∈ [2007Q1, 2010Q4]} E_{c,t} − max_{t ∈ [2007Q1, 2010Q4]} E_{c,t} ) / 

max_{t ∈ [2007Q1, 2010Q4]} E_{c,t}, 

expressed as a negative percentage. Analogously, R20(c) is the peak-to-trough loss computed over the 

window [2019Q1, 2020Q4]. The peak windows are deliberately wider than the recession itself to permit 

each county’s peak employment to occur in the quarter when it actually peaked, which differs across 

counties (some industries—construction, oil and gas—peaked earlier than the technical NBER peaks). 

Across 3,115 retained counties, R08 has mean −20.36% and standard deviation 12.5 points; R20 has mean 

−15.22% and standard deviation 10.5 points. Both distributions are left-skewed, with a small number of 

counties experiencing extreme losses (below −60%) typically associated with idiosyncratic plant or facility 

closures rather than aggregate recession dynamics. 

I additionally construct two recovery outcomes—R08_recovery, the percentage of pre-recession peak 

employment recovered by end-2012; and R20_recovery, the analogous quantity by end-2022—but the 

recovery measures yield substantially weaker statistical relationships than the trough measures (R² in the 

0.005–0.011 range), and the bulk of the empirical analysis focuses on trough depth. 

2.7  Anchor selection and the three-tier analytical framework 

For Tier B per-MSA stratified analyses, each Office of Management and Budget metropolitan statistical 

area (OMB Bulletin 23-01; Census Bureau, 2023) is associated with a single anchor county—the OMB-

Central county within the MSA having the highest mean QCEW total employment over the sample period. 

The non-anchor MSA counties together form the MSA hinterland. Anchor counties are excluded from per-

MSA hinterland regressions because their large absolute employment levels and diversified industrial 

bases would dominate cross-sectional variation; the hinterland counties are the appropriate sample for 

studying differential adjustment to common metropolitan-level shocks. For the 387 U.S. MSAs, this 

procedure yields anchor designations for all MSAs containing at least one Central county with QCEW 

coverage; 46 MSAs have at least five non-anchor hinterland counties and are reported in the per-MSA 

regression tables. 

The three-tier framework adopted in Sections 5 and 6 reports results at three nested levels of 

disaggregation. Tier A is the pooled cross-section of all retained counties (N = 3,115 in the national 
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analysis). Tier B is the per-MSA stratified regression, with anchor counties excluded and only MSAs with 

N ≥ 5 hinterland counties reported. Tier C is the non-metropolitan residual: counties not contained in any 

OMB MSA (N = 1,937 in the national sample). The three tiers serve different analytical purposes. Tier A 

maximizes statistical power and tests for an aggregate national pattern. Tier B disaggregates by 

metropolitan structure but is statistically underpowered for most individual MSAs (median hinterland N 

= 9). Tier C isolates the rural and small-town residual, where labor-market dynamics differ qualitatively 

from those of metropolitan-anchored economies and where, as the empirical results show, the geometric 

framework carries substantially larger explanatory weight. 

2.8  Cross-sectional regression specifications 

All regressions reported in this paper are cross-sectional ordinary least squares with heteroskedasticity-

consistent (HC3) standard errors (MacKinnon & White, 1985; Long & Ervin, 2000), implemented via the 

Statsmodels Python library. Three nested specifications are reported throughout. Spec 1 regresses the 

outcome on standardized ICI alone: 

y_c = α + β · ICI_z(c) + ε_c. 

Spec 2 adds standardized HHI and Shannon entropy of the time-mean supersector shares as scalar 

diversification controls. Spec 3 adds standardized top-three concentration, share Gini, and log mean total 

employment, producing the kitchen-sink specification: 

y_c = α + β · ICI_z(c) + β_2 · HHI_z(c) + β_3 · Entropy_z(c) + β_4 · Top3_z(c) + β_5 · Gini_z(c) + 

β_6 · log E_z(c) + ε_c. 

All right-hand-side variables are standardized to mean zero and unit variance over the regression sample, 

so coefficients are interpretable as the change in y per one standard deviation of the regressor. The 

coefficient of interest throughout is β, the partial association between ICI and the outcome conditional 

on the scalar diversification controls. Section 5.5 reports an extended robustness specification adding 

state fixed effects (49 dummies, one omitted), which absorbs all between-state variation and isolates the 

within-state relationship between ICI and recession-trough employment loss. 

3.  Data 

3.1  Quarterly Census of Employment and Wages 

County-by-supersector employment is drawn from the U.S. Bureau of Labor Statistics Quarterly Census of 

Employment and Wages (QCEW), a near-universe of jobs covered by state unemployment insurance 

programs (BLS, 2023a). I retrieve the public-domain qtrly-singlefile zips for each year 2001 through 2024 

from the BLS QCEW download portal and filter to the supersector aggregation level (agglvl_code = 73) for 

total private and government ownership combined (own_code = 5). The resulting panel contains 

3,127,860 county-quarter-supersector observations with mean coverage of 130,000 observations per 
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year. Reading time per year on commodity hardware (16-core consumer CPU, 128 GB RAM) is 

approximately one to two minutes per annual zip; total construction of the parquet-cached supersector 

panel completes in under thirty minutes. 

QCEW supersector observations are subject to confidentiality-driven cell suppression: cells containing 

fewer than three reporting establishments, or in which a single establishment exceeds 80 percent of total 

employment, are suppressed under BLS disclosure rules. In the supersector aggregation suppression is 

rare: of the 3,143 U.S. counties (50 states plus DC), 3,138 have nonzero supersector observations across 

the panel, a 99.8 percent retention rate. The five entirely missing counties are Connecticut planning 

regions and Kalawao County, Hawaii, all of which are removed at the sample-restriction stage of Section 

3.4. 

3.2  Local Area Unemployment Statistics 

Monthly county-level unemployment rates are retrieved from the BLS Local Area Unemployment Statistics 

(LAUS) program (BLS, 2023b) via the BLS public API v2. For each of the 3,143 U.S. counties I request the 

not-seasonally-adjusted unemployment rate series LAUCN{fips}0000000003 over the panel 2001–2024, 

batched fifty series per API call across two twenty-year windows (2001–2020 and 2021–2024) to comply 

with the API’s twenty-year-per-call ceiling. The resulting panel contains 901,058 monthly observations 

across 3,131 counties; twelve counties return no data (eight Connecticut planning regions, two Alaska 

boundary-change FIPS codes, Kalawao, and one census-area suppression case). 

For the leave-one-state-out robustness check of Section 6, I additionally retrieve state-level monthly 

unemployment counts (measure 04) and labor force levels (measure 06) for all 51 jurisdictions, plus the 

corresponding national series LNU03000000 (unemployment count) and LNU01000000 (labor force level). 

The state and national counts are used to compute, for each focal county c in state s, the LOSO national 

rate as (national_unemployment − state_s_unemployment) / (national_labor_force − 

state_s_labor_force). The LOSO panel covers all 51 jurisdictions across the full 96-quarter sample with no 

missing observations. 

3.3  County adjacency and OMB metropolitan delineations 

The county adjacency graph is constructed from the Census Bureau’s 2024 County Adjacency File (Census 

Bureau, 2024), a public tab-delimited file listing every pair of U.S. counties sharing any boundary including 

water-only adjacencies. The unfiltered file contains 9,289 unique adjacency edges across the 3,143 U.S. 

counties, of which 1,308 (14.1 percent) cross state lines. I retain cross-state adjacencies, which capture 

economically substantive labor-market integration that intra-state adjacency conventions exclude (for 

instance, the Kansas-Missouri urban edge through the Kansas City MSA, the Indiana-Ohio edge through 

the Cincinnati MSA, and the Maryland-Virginia edge through the Washington DC MSA). After application 

of the sample restrictions of Section 3.4, the analyzed adjacency graph contains 9,170 edges. 
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Metropolitan Statistical Area definitions follow OMB Bulletin 23-01 (Office of Management and Budget, 

2023), retrieved via Census delineation file list1_2023.xlsx. The U.S. (50 states plus DC) contains 387 MSAs 

covering 1,186 counties. Forty-three MSAs cross state lines; representative examples include New York-

Newark-Jersey City (NY-NJ-PA), Chicago-Naperville-Elgin (IL-IN-WI), Cincinnati (OH-KY-IN), St. Louis (MO-

IL), and Kansas City (MO-KS). Cross-state MSAs are kept intact for the per-MSA Tier B regressions of 

Sections 5 and 6. 

3.4  Sample restrictions and dropped counties 

Twenty-eight of the 3,143 U.S. counties (50 states plus DC) are excluded from the analytical sample for 

one of six categorical reasons. Table 1 summarizes the six categories. The full roster of dropped counties 

with FIPS codes and rationale is provided in Appendix B. 

Drop category N Rationale 

CT_PLANNING_REGION 8 

Connecticut replaced its eight legacy counties with nine state-
defined planning regions effective 2022Q3, creating a mid-period 

FIPS discontinuity that prevents a stable supersector or LAUS time 
series across the panel. 

AK_BOUNDARY_CHANGE 1 
Wade Hampton Census Area (FIPS 02270) was renamed Kusilvak 

(02158) in 2015. The pre-rename and post-rename FIPS records are 
individually incomplete; both are dropped. 

HI_TOO_SMALL 1 
Kalawao County (FIPS 15005) on Molokai has population under 100. 

No LAUS series is published, and QCEW supersector observations are 
essentially fully suppressed. 

LAUS_MISSING 2 
Two additional counties returned no LAUS data from the BLS API for 

unidentified reasons (likely transient cell-suppression patterns). 

LAUS_INSUFFICIENT 6 
Counties returning fewer than 80 of the 96 quarterly LAUS 

observations across the sample period; AR estimation of the 
deviation series requires a substantially complete time series. 

QCEW_INSUFFICIENT 10 
Counties with fewer than 80 of 96 quarters of non-suppressed 

supersector observations across the panel; partial-coverage counties 
are excluded to ensure a stable industrial-share time series. 

Total dropped 28  

Table 1.  Categorical drop reasons for the twenty-eight U.S. counties excluded from the analytical sample. Eleven of the 
twenty-eight drops (eight CT, one AK, one HI, one LAUS-missing) are pre-known categorical exclusions agreed in advance; 

the remaining seventeen are runtime-detected via the LAUS_INSUFFICIENT and QCEW_INSUFFICIENT thresholds. 

After application of these restrictions the analytical sample contains 3,115 retained counties — 99.1 

percent of the U.S. universe. Of these, 1,178 lie within an OMB MSA (Tier B / metro sample) and 1,937 lie 

outside any OMB MSA (Tier C / non-metropolitan sample). The retained adjacency graph contains 9,170 

edges — 98.7 percent of the original 9,289. Retention rates are nearly uniform across the country: of the 

28 dropped counties, eight are concentrated in Connecticut due to the planning-region transition, while 

the remaining twenty are spread across fifteen states with no obvious regional clustering. 
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The pre-known categorical drops (Connecticut, Alaska boundary changes, Kalawao) were agreed in 

advance during the design phase as the cleanest treatment of mid-sample administrative boundary 

changes. The runtime-detected drops (LAUS_INSUFFICIENT and QCEW_INSUFFICIENT) reflect 

substantively similar issues — counties that incorporated, were absorbed by neighbors, or experienced 

periods of cell suppression severe enough to invalidate the time series — but do not have well-known 

categorical labels and are therefore detected by the eighty-quarter coverage threshold rather than by 

name. The threshold of eighty quarters out of ninety-six (83 percent coverage) was chosen to balance 

retention against time-series completeness; sensitivity analysis with thresholds of seventy and ninety 

quarters yields qualitatively identical headline regression results. 

3.5  Sample summary statistics 

Table 2 reports summary statistics for the principal analytical variables across the 3,115-county sample. 

Mean ICI is approximately zero (as expected for a node-mean of a curvature defined by deviation from 

local average). Mean unemployment-adjustment half-life τ is 3.71 quarters; the cross-county distribution 

is right-skewed with a small number of structurally isolated counties exhibiting τ in excess of fifteen 

quarters. Mean R08 is −20.36 percent and mean R20 is −15.22 percent, both with standard deviations on 

the order of ten to thirteen percentage points — substantively larger than the means themselves, 

consistent with the headline observation in Section 1.1 that cross-county dispersion in recession-trough 

loss is the dominant feature of the data. 

Variable Mean SD Min Max N 

ICI(c) −0.019  0.105 −0.574  1.000 3,115 

τ(c) — national reference (qtrs)  3.71  2.85  0.43  26.54 3,115 

τ(c) — LOSO reference (qtrs)  3.39  3.12  0.24  35.86 3,115 

R08 (%) −20.36 12.50 −97.69  +6.41 3,115 

R20 (%) −15.22 10.50 −71.32  +9.85 3,115 

HHI of supersector shares  0.166  0.041  0.121  0.892 3,115 

Shannon entropy (nats)  1.916  0.215  0.380  2.270 3,115 

Top-3 sector concentration  0.620  0.077  0.490  0.998 3,115 

log mean total employment  8.842  1.643  4.205 13.500 3,115 

Table 2.  Summary statistics for the principal analytical variables across the 3,115-county sample, 2001Q1–2024Q4. ICI 
denotes the Industrial Curvature Index (Section 2.4). τ(c) denotes the AR-derived unemployment adjustment half-life 

(Section 2.5). R08 and R20 denote the 2008–2009 and 2020 employment peak-to-trough loss respectively (Section 2.6). 
HHI, entropy, top-3 concentration, and log-employment are computed from time-mean QCEW supersector shares 

(Sections 2.4 and 2.8). 

4.  Measurement validation: the WSA twelve-county pilot 
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4.1  The Workforce Solutions Alamo region 

Before turning to the national analysis, I document a within-region measurement validation exercise on a 

twelve-county area centered on San Antonio, Texas. The Workforce Solutions Alamo (WSA) region is the 

federal Workforce Innovation and Opportunity Act service area covering Bexar County (San Antonio) and 

twelve surrounding counties: Atascosa, Bandera, Comal, Frio, Gillespie, Guadalupe, Karnes, Kendall, Kerr, 

McMullen, Medina, and Wilson. The region is structurally heterogeneous — Bexar is the urban anchor 

with mean total private and government employment of approximately 1.46 million across the panel, 

while McMullen is at the opposite extreme of the size distribution with mean employment under 750. The 

hinterland counties span the Hill Country tourism economy (Gillespie, Kerr, Kendall), the Eagle Ford shale-

play counties (McMullen, Karnes, Frio), the diversified suburban edge of San Antonio (Comal, Guadalupe, 

Bandera), and South Texas brush-country agricultural and ranching counties (Atascosa, Wilson, Medina). 

The pilot region is convenient for measurement validation for two reasons. First, the regional economic 

events of 2001–2024 within these counties are reasonably well documented in the local economic 

development literature: the Eagle Ford shale boom of 2010–2014, the Permian Basin extension, the 

urbanization of New Braunfels (Comal County) accompanying San Antonio’s northeastward suburban 

expansion, and the post-2015 oil-price collapse all produced observable structural shifts in supersector 

employment shares. If the geometric framework correctly captures structural change, these events should 

appear in the curvature panel without explicit instruction. Second, the small N permits visualization of the 

full curvature time series across all twelve hinterland counties on a single heatmap, providing an 

interpretive check on the methodology. 

4.2  Per-county curvature heatmap 

Figure 1 displays the per-county node-aggregated Ricci curvature for each WSA county at each quarter 

from 2001Q1 through 2024Q4, with NBER recession periods shaded in light gray. Red intensity 

corresponds to high positive curvature (county is structurally similar to its neighbors and embedded in a 

tightly coupled local cluster); blue intensity corresponds to negative curvature (county is structurally 

distinctive within the regional neighborhood). Three signatures are visible to the eye and respond to 

known regional events without any explicit recession or industry instruction. 
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Figure 1. Per-county Ollivier–Ricci curvature in the WSA region, 2001Q1–2024Q4. Red intensity corresponds to high 

positive curvature (structurally similar to neighbors); blue intensity to negative curvature (structurally distinctive). NBER 
recessions shaded. Eagle Ford shale expansion (Karnes, post-2010), New Braunfels urbanization (Comal), and the 

McMullen monoculture extremum are all visible without any explicit tuning. 

The first signature is the Eagle Ford shale expansion, which begins to appear in Karnes County’s curvature 

row around 2010 and intensifies through 2014. Karnes is geographically adjacent to McMullen and 

Atascosa, both of which experienced parallel oil and gas employment surges; the shared structural shift 

in Natural Resources and Mining employment causes the three-county cluster to develop high positive 

curvature relative to the rest of the region. The signature persists through approximately 2015, then 

weakens as oil prices collapse and the Eagle Ford employment base diversifies. The post-2020 row of 

Karnes shows a return to weaker curvature, consistent with a partial reversion to the pre-shale 

composition. 

The second signature is the urbanization of Comal County, visible in the gradual cooling of Comal’s 

curvature row from positive in the early 2000s toward neutral and then mildly negative in the 2010s. 

Comal’s county seat, New Braunfels, was among the fastest-growing small cities in the United States from 

2010 onward, with substantial expansion of Education and Health Services, Professional and Business 

Services, and Leisure and Hospitality employment as the county absorbed San Antonio metropolitan-edge 

population growth. The structural transition from a small Hill Country town economy toward a small 

metro-edge service economy is visible in the curvature signature: as Comal’s industrial composition 

diverged from those of its more rural neighbors (Hays, Guadalupe, Bexar are in different directions of 

structural diversification), Comal’s node curvature moved toward zero and then negative. 
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The third signature is the McMullen monoculture extremum. McMullen is among the smallest counties in 

the contiguous United States by population (under 700) and total employment (mean under 750 jobs); its 

private sector is dominated by oil and gas extraction with secondary employment in cattle ranching and a 

single small public school district. Its supersector composition is essentially a one-dimensional point on 

the simplex, with Natural Resources and Mining absorbing the bulk of the private share. McMullen’s 

curvature row is consistently among the most extreme in the region throughout the panel — 

predominantly high positive curvature, reflecting that it sits inside a small Eagle Ford cluster of similarly 

composed counties (Live Oak, La Salle, Frio) — with intermittent excursions toward neutrality during oil-

price downturns when the relative share of mining recedes. 

4.3  Adjustment half-life regression in the WSA pilot 

Beyond the qualitative heatmap signatures, the WSA pilot supports a small-N cross-sectional test of the 

relationship between ICI and unemployment-adjustment half-life. With Bexar excluded from the 

regression as the urban anchor — its diversified urban-core economy has fundamentally different 

adjustment dynamics from those of the surrounding hinterland — the twelve hinterland counties yield a 

positive relationship between ICI and τ in the full-sample regression: β = +2.44 quarters per standard 

deviation of ICI, HC3 robust SE 1.24, p = 0.048, R² = 0.59 within this twelve-county pilot. Counties whose 

industrial composition is most embedded within the regional cluster (positive ICI) exhibit longer 

unemployment half-lives; the most structurally distinctive counties (negative ICI) recover faster. 

 
Figure 2. WSA pilot cross-sectional regression: τ(c) versus ICI(c) for the twelve hinterland counties, national-reference 
adjustment, 2001–2024. Bexar (the urban anchor) is excluded from the regression but plotted as a hollow marker for 

context. 
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Section 6 will return to this within-Texas positive coefficient in detail. The full-sample positive sign in the 

WSA pilot — and the broader Texas non-metropolitan positive coefficient of β = +0.59 documented in 

Section 6.2 — appears at first reading to contradict the headline national negative sign (β = −0.20 for τ; β 

= −4.86 for R08). Sub-period decomposition will demonstrate that the WSA and Texas full-sample positive 

signs are aggregation artifacts produced when regression of slowly-evolving structural measurements on 

AR-derived adjustment half-lives concentrates explanatory weight in a single anomalous time-window. 

For now I treat the WSA pilot as accomplishing two things: it demonstrates that the methodology 

produces interpretable curvature panels that respond to known regional events, and it provides the per-

county adjustment-half-life estimates of Table 3 below. 

4.4  Per-county adjustment half-lives 

Table 3 lists the estimated WSA adjustment half-lives by county under the national reference, sorted from 

fastest to slowest. The ordering recovers domain intuition for both extremes: McMullen (energy 

monoculture), Frio (rural energy), and Gillespie (small Hill Country tourism economy) at the slow end; 

Bandera and Medina (small but diversified) at the fast end. Bexar, the urban anchor, falls in the middle of 

the distribution at 9.08 quarters. 

County ρ̂ τ (quarters) AR lag std(deviation) 

Bandera 0.817 3.43 1 0.79 

Medina 0.820 3.50 1 0.79 

Karnes 0.847 4.16 1 1.25 

Wilson 0.848 4.21 2 0.94 

Kerr 0.852 4.31 1 0.90 

Atascosa 0.857 4.48 2 0.81 

Comal 0.864 4.75 2 0.87 

Kendall 0.868 4.89 1 1.00 

Guadalupe 0.888 5.86 1 0.87 

Gillespie 0.915 7.78 1 1.12 

Bexar (anchor) 0.926 9.08 2 0.84 

Frio 0.935 10.27 1 1.75 

McMullen 0.953 14.55 2 2.71 

Table 3.  WSA per-county adjustment half-lives (quarters), national-reference series LNU04000000, 2001Q1–2024Q4. AR 
lag is selected by AIC between AR(1) and AR(2). std(deviation) is the empirical standard deviation of u_c(t) − 

u_national(t). 

The pilot establishes three things. First, the methodology produces interpretable measurements: the 

heatmap responds to known economic events without explicit instruction, and the per-county half-life 
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ordering matches domain intuition. Second, a positive ICI-versus-τ slope is present in the WSA region 

under full-sample averaging. Third — as the national analysis of Sections 5 and 6 will show — this positive 

sign does not generalize beyond Texas and does not survive sub-period decomposition. The pilot is best 

read not as evidence of a substantive regional structural-rigidity effect but as a measurement-validation 

exercise demonstrating that ICI is a meaningful and interpretable construct, and as motivation for the 

systematic three-tier disaggregation that follows. 

5.  National recession resilience 

5.1  Cross-county heterogeneity in 2008–2009 employment loss 

The principal empirical finding of this paper concerns the 2008–2009 financial-crisis recession. Across the 

3,115 retained U.S. counties, the standardized regression of R08 on ICI yields 

R08(c) = α + β · ICI_z(c) + ε(c)    →    β = −4.86 (HC3 SE 0.28),   p < 0.0001,   R² = 0.145,   N = 
3,115. 

A one-standard-deviation increase in ICI is associated with a 4.86 percentage-point deeper 2008–2009 

employment trough. The relationship is highly statistically significant. Substantively, the magnitude is 

large: relative to the cross-sectional standard deviation of R08 (12.5 percentage points), the per-SD ICI 

effect is roughly 39 percent of one standard deviation of the outcome. The R² of 0.145 places ICI alone at 

one-fifth to one-third of the explanatory power that all standard county-level regional-resilience 

covariates jointly typically achieve in similar specifications (Martin et al., 2016; Cellini et al., 2019). 

The economic interpretation depends on the substantive mapping of ICI’s sign. As established in Section 

2.4, high ICI(c) corresponds to a county embedded within a tightly coupled regional industrial cluster — 

that is, with industry-share composition geometrically similar to that of its geographic neighbors. Low 

ICI(c) corresponds to a structurally distinctive county, with industrial composition diverging from the 

surrounding neighborhood. The estimated negative coefficient therefore says that counties more 

embedded in their regional industrial clusters experienced deeper 2008–2009 employment losses, while 

counties more distinctive from their neighbors experienced shallower losses. The mechanism this 

estimate is consistent with is one of network co-movement: when a regional industrial cluster is hit by an 

adverse aggregate or sector-specific shock, geographically clustered counties of similar composition all 

decline together, while structurally distinctive counties — whose composition does not co-vary with the 

cluster average — are partially insulated. 

Figure 3 displays the cross-sectional scatter underlying this estimate. 
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Figure 3.  2008–2009 employment peak-to-trough loss versus ICI, U.S. counties, N = 3,115. OLS regression line shown. As 

ICI rises (counties embedded in tightly coupled clusters), R08 becomes more negative (deeper losses). 

5.2  Replication: 2020 (COVID-19) employment loss 

Replication of the headline relationship in a substantively distinct recession is one of the strongest forms 

of robustness available in observational empirical work. The 2020 pandemic recession differs from the 

2008–2009 financial crisis in nearly every dimension that matters: its proximate cause was a public-health 

shock rather than financial-system distress; its impact on different industries was orders of magnitude 

more uneven, with leisure and hospitality and brick-and-mortar retail sustaining the largest immediate 

losses while professional services and information sectors largely continued operating remotely; and its 

duration was substantially shorter, with peak-to-trough effects concentrated within a single quarter 

rather than spread over six to eight quarters as in 2008–2009. If the geometric framework captures a 

genuine resilience-relevant property of regional industrial composition, it should predict cross-county R20 

dispersion with a sign consistent with the 2008–2009 finding, even if the magnitude differs. 

The 2020 replication confirms this prediction. The standardized regression of R20 on ICI across the same 

3,115-county sample yields 

R20(c) = α + β · ICI_z(c) + ε(c)    →    β = −3.91 (HC3 SE 0.25),   p < 0.0001,   R² = 0.129,   N = 
3,115. 

The R20 estimate has the same sign as the R08 estimate, with magnitude approximately 80 percent of the 

R08 coefficient — somewhat smaller, consistent with the 2020 trough being shallower in mean (−15.2 

percent versus −20.4 percent) and somewhat less dispersed (SD 10.5 versus 12.5 points). The R² of 0.129 

is comparable to the R08 R² of 0.145. The replication is unambiguous. 
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Figure 4.  2020 (COVID-19) employment peak-to-trough loss versus ICI, U.S. counties, N = 3,115. Same direction and 

approximately 80 percent of the magnitude of the 2008–2009 estimate. 

5.3  Three-tier disaggregation: pooled, per-MSA, and non-metropolitan 

The three-tier framework introduced in Section 2.7 reports the headline R08 and R20 results at three 

nested levels of disaggregation. Tier A is the pooled cross-section across all 3,115 counties; the headline 

numbers above are Tier A Spec 1 results. Tier B is the per-MSA hinterland regression, with anchor counties 

excluded; the most-noteworthy per-MSA estimates are summarized in the prose below, while the full per-

MSA Tier B regressions for the secondary τ outcome appear in Appendix C as a complementary 

measurement reference. Tier C is the non-metropolitan residual: counties not contained in any OMB MSA 

(N = 1,937). 

Tier C — the non-metropolitan residual — yields the largest standardized coefficient of any tier, with R² 

approaching that of Tier A despite having two-thirds the sample size: 

R08 (non-metro):    β = −5.84 (HC3 SE 0.37),   p < 0.0001,   R² = 0.179,   N = 1,937. 

R20 (non-metro):    β = −4.81 (HC3 SE 0.34),   p < 0.0001,   R² = 0.154,   N = 1,937. 

Tier C is precisely the sample where labor-market integration depends most heavily on the surrounding 

regional cluster: rural and small-town counties typically lack a within-county urban anchor capable of 

internalizing labor-demand shocks through sectoral substitution, and instead rely on commuting flows 

and supply-chain links to nearby counties. The geometric framework — which directly measures how 

distinctive a county is from its neighbors — is therefore expected to carry the most explanatory weight in 
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exactly this sample. The empirical pattern matches that prediction. ICI is a stronger predictor of cross-

county recession-trough employment loss in non-metropolitan counties than in the pooled sample. 

Tier B (per-MSA) results are heterogeneous and statistically underpowered in most individual MSAs 

(median hinterland N = 9; only seven of forty-six MSAs reach individual significance at p < 0.05 in Spec 1 

for R08). Three results bear noting. Houston-Pasadena-The Woodlands yields β = −0.04 (p = 0.98) for R08 

— the petrochemical-dominated hinterland’s recession depth was relatively unrelated to ICI in 2008–

2009, consistent with that hinterland’s shock exposure being driven primarily by oil-price dynamics rather 

than by its position within a coherent regional cluster. Cincinnati yields the most extreme negative 

coefficient at β = −15.51 (p = 0.064, R² = 0.57), Indianapolis yields β = −4.27 (p = 0.001, R² = 0.59), and 

Baton Rouge yields β = −5.77 (p = 0.010, R² = 0.62). Of forty-six powered MSAs in the R08 analysis, six of 

seven significant coefficients are negative — directionally consistent with the pooled pattern, with 

idiosyncratic variation in magnitude. 

5.4  Adding scalar diversification controls: the kitchen-sink specification 

An immediate question is whether ICI’s headline coefficient survives controls for the standard scalar 

diversification measures: the Herfindahl–Hirschman index, Shannon entropy, top-three sector 

concentration, and Gini coefficient of supersector shares. These four measures are themselves highly 

collinear (pairwise absolute correlations ranging from 0.86 to 0.97 — see Section 2 horse-race results), 

but together they exhaust the conventional first-moment summary of a county’s industry mix. If ICI’s 

relationship with R08 reflects nothing more than what these scalar measures already capture, the 

coefficient should attenuate substantially under controls. 

It does not. Spec 2 — adding standardized HHI and entropy as controls — yields an ICI coefficient of β = 

−2.85 (p < 0.0001, R² = 0.276 for the full model). Spec 3, the kitchen-sink specification adding top-three 

concentration, share Gini, and log mean total employment, yields β = −1.91 (p < 0.0001, R² = 0.392). The 

ICI coefficient attenuates as expected when correlated alternative measures are added — from −4.86 in 

Spec 1 to roughly 40 percent of that magnitude in Spec 3 — but remains highly statistically significant, 

with HC3 robust standard error 0.22 and a t-statistic above eight. The replication for R20 is similar, with 

Spec 3 yielding β = −1.77 (p < 0.0001, R² = 0.305). Table 4 reports the full three-spec results for both 

recessions. 

Specification β (ICI_z) HC3 SE p-value R² N 

Panel A: R08 (2008–2009)      

  Spec 1 — ICI alone −4.86 0.28 <0.0001 0.145 3,115 

  Spec 2 — + HHI, entropy −2.85 0.24 <0.0001 0.276 3,115 

  Spec 3 — kitchen sink −1.91 0.22 <0.0001 0.392 3,115 

Panel B: R20 (2020)      
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Specification β (ICI_z) HC3 SE p-value R² N 

  Spec 1 — ICI alone −3.91 0.25 <0.0001 0.129 3,115 

  Spec 2 — + HHI, entropy −2.38 0.21 <0.0001 0.235 3,115 

  Spec 3 — kitchen sink −1.77 0.21 <0.0001 0.305 3,115 

Panel C: R08, non-metro Tier C      

  Spec 1 — ICI alone −5.84 0.37 <0.0001 0.179 1,937 

  Spec 3 — kitchen sink −2.44 0.32 <0.0001 0.362 1,937 

Panel D: R20, non-metro Tier C      

  Spec 1 — ICI alone −4.81 0.34 <0.0001 0.154 1,937 

  Spec 3 — kitchen sink −1.94 0.31 <0.0001 0.336 1,937 

Table 4.  Cross-sectional regressions of recession-trough employment loss on standardized ICI with nested controls. All 
specifications use HC3 robust standard errors. Spec 2 adds standardized Herfindahl–Hirschman index and Shannon 

entropy; Spec 3 (kitchen sink) further adds top-three sector concentration, share Gini, and log mean total employment. 
Panels A and B report Tier A pooled samples; Panels C and D report Tier C non-metropolitan residuals. 

5.5  Where the relationship is strongest: small-county intensification 

Splitting the 3,115-county sample at the median of log mean total employment reveals a striking 

heterogeneity. In small counties — those with mean total employment below the median (median log-

employment 7.68; corresponding to roughly 2,200 jobs) — the ICI–R08 relationship is dramatically 

stronger than in large counties: 

County size β (Spec 1) HC3 SE p-value R² N 

Small (below-median emp) −5.80 — <0.0001 0.156 1,557 

Large (above-median emp) −0.94 — 0.0002 0.017 1,558 

R² ratio (small / large)    9.18×  

Table 5.  ICI–R08 relationship stratified by county size. Both subsamples retain a statistically significant negative 
coefficient, but the R² in the small-county subsample is approximately nine times that of the large-county subsample. The 

relationship is substantively concentrated in small counties. 

The R² in the small-county subsample (0.156) is approximately nine times the R² in the large-county 

subsample (0.017). The point estimate β is six times larger in the small-county subsample. Both 

subsamples retain statistical significance at p < 0.001, so the relationship is genuinely present in both — 

but its substantive magnitude is concentrated in small counties. Figure 5 displays the cross-sectional 

scatter for both subsamples. 
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Figure 5.  Small versus large counties (split at median log mean total employment). Both subsamples exhibit the same-
signed ICI–R08 relationship, but the R² is approximately nine times larger in small counties (R² = 0.156, panel a) than in 

large counties (R² = 0.017, panel b). 

The small-county intensification is consistent with the substantive interpretation of Section 5.1. Large 

counties typically contain a within-county urban anchor — a metropolitan central city, an interior trade 

hub, or a large public-sector employer — that allows the county to absorb sector-specific shocks through 

internal labor-market substitution. When financial-services employment contracts, the county’s 

healthcare, education, and retail employment can partially compensate within-county. Small counties, 

particularly the rural and small-town counties of the non-metropolitan tier, lack this internal absorptive 

capacity. Their adjustment to shocks depends substantially on the surrounding regional cluster: where 

neighbors can supply alternative labor demand (low ICI, structurally distinctive), the small county can shed 

and re-shed labor flexibly; where neighbors are similarly composed and shock-exposed (high ICI, 

embedded), the county’s adjustment is constrained by the regional cluster’s simultaneous adjustment. 

The geometric framework predicts exactly this pattern — and the data exhibit it. 

6.  Unemployment adjustment speed: a smaller and methodologically 
instructive secondary result 

6.1  National τ regressions 

The same geometric framework that predicts cross-county recession-trough employment loss also 

predicts cross-county heterogeneity in unemployment-rate adjustment speed, but with a substantially 

smaller magnitude. Across the 3,115-county sample, the standardized regression of national-reference τ 

on ICI yields 

τ(c) = α + β · ICI_z(c) + ε(c)    →    β = −0.20 (HC3 SE 0.055),   p = 0.0003,   R² = 0.005,   N = 3,115. 

The sign is the same as in the recession-trough regressions — counties more embedded within their 

regional clusters (high ICI) exhibit longer unemployment-rate adjustment half-lives — but the explanatory 



Page 25 of 45 

power is roughly thirty times smaller (R² = 0.005 versus 0.145 for R08). Two interpretations of this 

differential are worth distinguishing. The first is that τ is a noisier outcome than R08 in finite samples: τ is 

constructed from autoregressive estimation on a county’s deviation series of length up to 96 quarters, 

with consequent estimation noise from the AR fit, while R08 is a direct measurement of one realized peak-

to-trough ratio. The second is that τ measures recovery dynamics conditional on a shock having been 

absorbed, while R08 measures shock incidence directly; if the geometric framework primarily captures 

shock exposure rather than recovery dynamics, R08 is the natural outcome and τ is a derivative 

downstream measurement. The empirical pattern is consistent with both interpretations and probably 

reflects a combination of them. 

The Tier A pooled coefficient remains statistically significant at p < 0.001, despite the small R². With N = 

3,115, even small effects achieve high statistical significance. The Tier C non-metropolitan subsample 

yields a similar and slightly larger coefficient (β = −0.137, p = 0.011, R² = 0.003), again consistent with the 

small-county intensification documented in Section 5.5. The kitchen-sink Spec 3 attenuates the τ 

coefficient to β = −0.108 (p = 0.068, R² = 0.038); the relationship is on the borderline of statistical 

significance once standard scalar diversification controls are added. The practical reading is that ICI’s 

contribution to predicting τ, conditional on these scalar measures, is small and not always significant. 

6.2  Leave-one-state-out robustness 

An important methodological concern at national scale is that, for the largest counties, the focal county’s 

own unemployment dynamics mechanically contribute to the national reference series LNU04000000 

against which the deviation is measured. Los Angeles County, with employment of approximately 3.6 

million, accounts for over 2 percent of national employment; Cook County (Chicago), New York County 

(Manhattan), Harris County (Houston), and Maricopa County (Phoenix) each account for roughly 1.0 to 

1.5 percent. For these counties, the focal county’s own shocks are mechanically embedded in the 

reference, attenuating the estimated deviation series. Section 2.5 introduced a leave-one-state-out 

(LOSO) reference series to address this concern, in which the focal county’s entire state is subtracted from 

national counts before re-forming the rate. Re-estimating the τ regressions against the LOSO reference 

yields β = −0.169 (p = 0.001, R² = 0.003) for Tier A pooled and β = −0.171 (p = 0.005, R² = 0.004) for Tier C 

non-metro. The coefficients are roughly 80 to 120 percent of the national-reference estimates, with the 

same sign and similar significance. The LOSO robustness check confirms that the small-magnitude τ result 

is not an artifact of the choice of national reference. 

6.3  An apparent Texas anomaly 

Disaggregating the national τ regression by state reveals an apparent anomaly. Of the twenty-seven states 

with at least thirty non-metropolitan counties, Texas is the only state in which the standardized ICI–τ slope 

is statistically significant in either direction at p < 0.05; and Texas is the only state in which the slope is 

positive at any conventional significance level: 
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Texas non-metro:    β = +0.61 (HC3 SE),   p = 0.003,   R² = 0.067,   N = 166. 

The next highest state coefficient is Tennessee at β = +0.47 (p = 0.20, n.s.). Twenty-five of the twenty-

seven qualifying states have absolute β below 0.50, and the cross-state mean β is −0.09 (median −0.05), 

close to but slightly below the pooled national estimate. Cluster hypothesis tests — does the Texas result 

generalize to energy-producing states, Sun Belt states, or right-to-work states? — fail decisively: in Mann-

Whitney U tests of the within-cluster β distribution against the out-of-cluster distribution, none of the 

three candidate clusters has cluster β > non-cluster β at conventional significance levels (energy-state p = 

0.69; Sun Belt p = 0.87; RTW p = 0.99 in the wrong direction, with RTW states actually having more-

negative β than non-RTW states). Within each candidate cluster, Texas ranks first by a substantial margin: 

among energy states, Texas β = +0.61 versus second-place Montana at +0.18; among Sun Belt states, Texas 

versus second-place Mississippi at −0.29; among RTW states, Texas versus second-place Tennessee at 

+0.47. Texas is sui generis on this measurement. 

The straightforward causal interpretation of this finding would be that something specific to Texas — 

perhaps the structure of the Eagle Ford and Permian shale plays, perhaps the configuration of urban 

anchors and rural hinterlands, perhaps state-specific labor-market institutions — produces a structural-

rigidity effect of opposite sign from the national pattern. Before adopting that interpretation, however, 

two diagnostic procedures are warranted. The first checks the leverage and outlier sensitivity of the Texas 

estimate. The second decomposes the Texas estimate temporally. 

6.4  Time decomposition: an aggregation artifact 

The leverage diagnostic returns a partially reassuring result. The Texas full-sample β of +0.61 is sensitive 

to the four most influential counties (Jeff Davis, McMullen, Zavala, and La Salle, all small Eagle Ford or Big 

Bend brush-country counties with extreme ICI and τ values), but the coefficient does not collapse on their 

exclusion: dropping the top five most-influential counties yields β = +0.348 (p = 0.018, R² = 0.036), and 

dropping the top twenty most-influential counties yields β = +0.299 (p = 0.007, R² = 0.050). The leave-one-

out distribution of β across all 166 single-county exclusions ranges from +0.512 to +0.657 with median 

+0.607 and standard deviation 0.016 — no single-county exclusion produces a non-positive coefficient. 

The Texas full-sample positive sign is real in the conventional cross-sectional sense. 

The temporal decomposition tells a substantially different story. Re-estimating the Texas non-

metropolitan ICI–τ regression on five non-overlapping or partially overlapping time windows — re-fitting 

τ within each window using only that window’s deviation series, and re-averaging ICI within each window 

— yields the results in Table 6. 

Window Mean ICI Mean τ (qtrs) β (ICI→τ) p-value R² N 

2001–2009 (pre-shale) −0.007  6.73 −0.286 0.478 0.003 166 

2010–2019 (shale era) −0.005 11.62 −0.029 0.977 0.000 166 

2020–2024 (post-shale) −0.010  1.53 −0.278** 0.009 0.031 164 
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Window Mean ICI Mean τ (qtrs) β (ICI→τ) p-value R² N 

2001–2014 (1st half) −0.006  7.00 +0.185 0.633 0.001 166 

2015–2024 (2nd half) −0.007  1.36 +0.125 0.102 0.031 166 

Full 2001–2024 
(baseline) 

−0.006  3.71 +0.606*** 0.003 0.067 166 

Table 6.  Texas non-metropolitan ICI→τ regression coefficients across five time windows. ICI is recomputed from the 
curvature panel within each window. τ is re-estimated by AR fitting on each window's deviation series. The full-sample 

positive β is not present in any sub-window: three windows yield negative coefficients (one significantly so, 2020–2024), 
and the two first-half / second-half splits yield small positive coefficients that are not statistically significant. 

The decomposition is informative. None of the five sub-window coefficients reach the magnitude of the 

full-sample coefficient. The pre-shale window (2001–2009) yields a negative point estimate (β = −0.286, 

p = 0.48, n.s.). The shale-era window (2010–2019) yields a coefficient indistinguishable from zero (β = 

−0.029, p = 0.98). The post-shale window (2020–2024) yields a negative coefficient at conventional 

significance (β = −0.278, p = 0.009). The 2001–2014 first-half coefficient is positive but small (β = +0.185, 

p = 0.63, n.s.); the 2015–2024 second-half coefficient is similarly small and marginal (β = +0.125, p = 0.10). 

Yet the full 2001–2024 sample yields β = +0.606 with p = 0.003. Three of five sub-windows are negative; 

none is positive at conventional significance; the full-sample coefficient is positive at high significance and 

substantially larger in magnitude than any sub-window estimate. 

This is a Simpson’s-paradox aggregation artifact. The structural reason is straightforward: τ is constructed 

by AR fitting on the deviation series, and the AR coefficients depend on the realized macroeconomic 

variation within the sample window. Counties whose ICI is high in the cross-section also tend to be the 

counties whose deviation series exhibited the largest swings during the 2010–2019 shale-era boom-bust 

cycle — Eagle Ford counties had τ rising to 12 to 15 quarters during the shale era, then collapsing to under 

2 quarters as the macroeconomic environment normalized post-2020. When the AR fit is run on the full 

2001–2024 sample, the fitted ρ for these counties is dominated by the shale-era persistence; their full-

sample τ is correspondingly large; and the cross-section of full-sample τ correlates positively with cross-

section ICI not because high-ICI counties have intrinsically slower adjustment, but because the same set 

of counties happen to have experienced the largest shale-era τ spikes. Re-fit τ within any specific window, 

and the spurious cross-sectional correlation evaporates. 

The episode is methodologically instructive beyond the immediate Texas application. Empirical work that 

regresses slowly-evolving structural measurements on AR-derived dynamic outcomes across long panels 

is generically vulnerable to this class of artifact. The diagnostic is straightforward — re-estimate the 

relationship within sub-windows and check whether the sign and magnitude are stable — but the 

diagnostic is not commonly performed in the regional-economics adjustment-speed literature. The Texas 

episode in this paper would have produced a publishable but ultimately spurious sub-national finding had 

the time-decomposition diagnostic not been run. I suggest that future work in this area routinely report 
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sub-window decompositions when the structural regressor is time-averaged and the dynamic outcome is 

panel-fitted. 

For the headline R08 and R20 outcomes the analogous concern is much weaker, because R08 and R20 are 

direct measurements of single peak-to-trough ratios within a narrow window rather than panel-fitted 

summaries. The leverage and out-of-sample temporal robustness checks of Section 7 demonstrate that 

the recession-resilience finding is not subject to this kind of aggregation artifact. The concern is specific 

to τ. 

7.  Robustness battery 

This section reports the comprehensive battery of robustness checks supporting the headline R08 and 

R20 results of Section 5. The battery is organized around four classes of reviewer concern: (A) leverage 

and extreme-value artifacts, (B) omitted-variable confounding addressable by fixed effects, (C) reverse-

causality concerns addressable by temporal out-of-sample identification, and (D) rurality and population-

mass confounds. Each subsection reports one or more specifications addressing the concern in question. 

A summary survival table at the end reports the headline coefficient under all ten checks together with 

the baseline. 

7.1  Leverage and extreme-value artifacts 

The first concern is whether the headline R08 finding is driven by a small number of extreme-value 

counties — counties with employment under 500 (where a single facility closure can produce a 90 percent 

drop), counties with R08 below −60 percent (likely plant-closure-driven rather than recession-driven), or 

high-leverage observations identified by Cook's distance. Three checks address this concern. 

Check A1 drops counties with mean total employment below 500 across the sample period. The retained 

sample of 2,944 counties (94 percent of the original) yields R08 Spec 1 β = −3.41 (p < 0.0001, R² = 0.097) 

and R08 Spec 3 β = −1.71 (p < 0.0001, R² = 0.284). The point estimates attenuate by approximately 30 

percent in Spec 1 and 11 percent in Spec 3 relative to the full-sample baseline, but the relationship retains 

very high statistical significance. The R² in Spec 3 is 73 percent of the full-sample value. 

Check A2 winsorizes R08 at the first and ninety-ninth percentiles, capping extreme observations rather 

than dropping them. The estimates are essentially identical to baseline: β = −4.64 (Spec 1), R² = 0.145; β = 

−1.87 (Spec 3), R² = 0.391. The full-sample finding is not driven by one-percent-of-sample extreme 

observations. 

Check A3 drops the fifty-nine counties with R08 below −60 percent, the threshold below which a county’s 

employment loss is more plausibly driven by a single-facility closure than by aggregate recession 

dynamics. The retained 3,056-county sample yields β = −3.36 (Spec 1), R² = 0.108 and β = −1.58 (Spec 3), 

R² = 0.318 — again attenuated relative to baseline but retaining strong statistical significance. The 

headline finding is genuinely a regional-resilience phenomenon, not an artifact of plant-closure leverage. 
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7.2  Regional and within-state fixed effects 

The second concern is omitted-variable bias from regional or state-level confounders correlated with both 

ICI and recession-trough employment loss. Census region effects (Northeast, Midwest, South, West) 

capture broad pre-existing differences in industrial composition, unemployment baseline, and 

macroeconomic exposure. State fixed effects further absorb everything that varies at the state level — 

right-to-work statutes, state tax and regulatory regimes, governance, climate, energy resource 

endowment, and idiosyncratic state-level recession dynamics. Adding region or state dummies to Spec 3 

and re-estimating yields 

R08 + Region FE:    β = −1.89 (HC3),   p < 0.0001,   R² = 0.418,   N = 3,115. 

R20 + Region FE:    β = −1.56 (HC3),   p < 0.0001,   R² = 0.340,   N = 3,115. 

R08 + State FE (within-state):    β = −1.39 (HC3),   p < 0.0001,   R² = 0.464,   N = 3,115. 

R20 + State FE (within-state):    β = −0.98 (HC3),   p < 0.0001,   R² = 0.419,   N = 3,115. 

Region fixed effects produce essentially the baseline coefficient (R08 β = −1.89 versus Spec 3 baseline β = 

−1.91), with the model R² rising from 0.392 to 0.418. The relationship is not a Sun Belt or Rust Belt 

aggregate phenomenon. State fixed effects absorb a larger share of the cross-sectional variation in R08 

— the model R² rises to 0.464 — but the within-state ICI coefficient remains highly significant: a one-

standard-deviation increase in ICI within the same state corresponds to a 1.39 percentage-point deeper 

R08 trough, with p below one in ten thousand. The R20 within-state coefficient of −0.98 is similarly 

significant. 

The state-fixed-effect specification is the most demanding test the battery applies, because it eliminates 

between-state variation entirely. The fact that ICI’s coefficient survives — at roughly 70 percent of its 

baseline magnitude in R08 and 55 percent in R20 — is strong evidence that the relationship reflects a 

within-state county-level phenomenon, not differential aggregate state-level recession exposure. The 

relationship is genuinely about how distinctively a county’s industrial composition differs from those of 

its immediate geographic neighbors, not about being in Texas versus New York. 

7.3  Out-of-sample temporal identification 

The third concern is the most fundamental of the identification challenges: could the apparent ICI–R08 

relationship be driven by reverse causality, in which the recession itself shaped post-recession industrial 

composition and the resulting ICI? The construction of ICI in Section 2 averages the curvature panel across 

2001–2024, including the post-recession period; in principle, a county’s post-recession industrial 

restructuring could feed back into its time-averaged ICI. 

To address this concern, I re-construct ICI using only QCEW data preceding each recession, and use this 

strictly pre-shock measurement to predict the recession outcome. For the R08 outcome, ICI is rebuilt using 

only the seven-year window 2001Q1–2007Q4 — the curvature panel is filtered to this window and time-

averaged within it. The resulting pre-recession ICI is regressed against R08: 
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C1.   Pre-shock ICI (2001Q1–2007Q4) → R08:    β = −4.75 (Spec 1),   p < 0.0001,   R² = 0.139. 

                                              β = −1.90 (Spec 3),   p < 0.0001,   R² = 0.392. 

For R20, ICI is rebuilt using the 2001Q1–2019Q4 window (excluding the COVID-19 period and after): 

C2.   Pre-shock ICI (2001Q1–2019Q4) → R20:    β = −3.88 (Spec 1),   p < 0.0001,   R² = 0.126. 

                                              β = −1.73 (Spec 3),   p < 0.0001,   R² = 0.304. 

The point estimates are within 2 to 3 percent of the full-sample baseline values — the pre-shock 

measurement of ICI predicts the post-shock outcome with effectively the same magnitude as the full-

sample-averaged measurement. This is the cleanest identification result available with cross-sectional 

observational data: pre-existing geometric distinctiveness, measured before the shock occurs, predicts 

how the shock will be experienced. Reverse causality would require post-shock outcomes to influence 

pre-shock measurements, which is not possible. Industrial composition is sufficiently slow-moving that 

the pre-shock seven-year average of curvature is essentially the same quantity as the full-sample average. 

7.4  Manufacturing-share heterogeneity 

A fourth check examines whether the ICI–R08 relationship operates uniformly across counties of different 

industrial composition, or whether it concentrates in a particular subsector. Manufacturing-heavy 

counties have well-documented sui generis recession dynamics: durable-goods manufacturing is among 

the most cyclically sensitive of the supersectors, and manufacturing counties experienced 

disproportionately deep 2008–2009 employment losses (Owyang et al., 2008). If ICI’s explanatory power 

for R08 derives primarily from picking up manufacturing concentration, an interaction term between ICI 

and manufacturing share should be negative and large, indicating that the ICI–R08 relationship is steeper 

in manufacturing counties. If the relationship is genuinely about geometric distinctiveness rather than 

manufacturing exposure, the interaction should be small. 

The estimated interaction is small and of opposite sign to the manufacturing-confounding hypothesis: 

R08 = α + β · ICI_z + γ · mfg_share_z + δ · ICI_z × mfg_share_z + (Spec 3 controls) 

→  β = −1.80 (p < 0.0001),   δ = +0.580 (p = 0.047),   R² = 0.396. 

The main ICI coefficient is essentially unchanged from baseline Spec 3 (β = −1.80 versus −1.91). The 

interaction coefficient is positive, indicating that the ICI–R08 relationship is mildly weaker (less negative) 

in manufacturing-heavy counties — the opposite of the manufacturing-confound hypothesis. 

Substantively, this is consistent with manufacturing counties having recession dynamics dominated by 

durable-goods cyclicality irrespective of regional geometric position; the geometric framework adds 

incremental explanatory content that is somewhat less informative in counties whose recession exposure 

is already dominated by sector-specific cyclical exposure. The headline ICI relationship is genuinely about 

regional-network-structural effects, not manufacturing concentration. 

7.5  Metropolitan-only sample 
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Section 5.5 documented that the ICI–R08 relationship is approximately nine times stronger in small 

counties than in large counties. The natural follow-up question is whether the relationship survives at all 

in the metropolitan-only subsample (the 1,178 counties contained within an OMB MSA). The answer is 

yes: 

Metro-only R08 (Spec 1):    β = −2.69,   p < 0.0001,   R² = 0.077,   N = 1,178. 

Metro-only R08 (Spec 3):    β = −0.88,   p = 0.0006,   R² = 0.362,   N = 1,178. 

The metro-only Spec 1 R² of 0.077 is lower than the full-sample R² of 0.145 — consistent with the small-

county intensification finding, since metro counties skew toward larger employment than non-metro 

counties — but the relationship is statistically robust at very high significance, and the kitchen-sink Spec 

3 R² of 0.362 is comparable to the full-sample 0.392. The relationship is general; it is not a non-

metropolitan-only phenomenon, and it is not absent from metropolitan counties despite being most 

strongly expressed there. 

7.6  Recovery asymmetry: ICI predicts trough depth more strongly than recovery 

A natural extension of the recession-trough analysis is to examine whether ICI also predicts cross-county 

recovery dynamics — the percentage of pre-recession peak employment recovered by some specified 

post-trough horizon. I construct R08_recovery as the percentage of 2007 peak employment recovered by 

end-2012, and R20_recovery as the percentage of 2019 peak employment recovered by end-2022. The 

recovery measures yield substantially weaker relationships with ICI than the trough measures: 

R08_recovery (Spec 1):  β = −1.07 (p = 0.060),  R² = 0.004,  N = 3,115. 

R08_recovery (Spec 3):  β = −0.95 (p = 0.013),  R² = 0.011,  N = 3,115. 

R20_recovery (Spec 1):  β = −1.07 (p = 0.002),  R² = 0.007,  N = 3,115. 

R20_recovery (Spec 3):  β = −0.31 (p = 0.205),  R² = 0.032,  N = 3,115. 

Three of the four recovery coefficients reach conventional significance, and all four are negative — the 

same direction as the trough coefficients. But the magnitudes are an order of magnitude smaller than the 

trough coefficients (β around −1 versus −4 to −5), and the R² values are an order to two orders of 

magnitude smaller (0.004 to 0.032 versus 0.129 to 0.392). Substantively, ICI predicts how deeply a county 

will trough, but does not predict how quickly it will recover from that trough nearly as well. The geometric 

framework in this paper identifies a shock-incidence property of regional industrial structure — counties 

embedded in tightly coupled clusters absorb the larger share of an aggregate or regional shock — without 

identifying a comparably strong shock-recovery property. The interpretive distinction matters for the 

resilience-literature classification of the finding (Martin & Sunley, 2015): ICI is more closely related to 

“resistance” (capacity to absorb shocks without large losses) than to “recoverability” (capacity to return 

to pre-shock state). 

7.7  Robustness survival summary 
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Table 7 reports the headline coefficient under each robustness specification. The point estimate for R08 

ranges from −0.88 (metro-only Spec 3) to −4.86 (Tier A Spec 1 baseline) across the full battery. All ten 

specifications retain a negative coefficient with conventional statistical significance. Eight of ten retain p 

< 0.001. 

Robustness specification β (R08) p-value R² N 

Baseline Spec 3 (kitchen sink) −1.91 <0.0001 0.392 3,115 

A1 — drop counties with mean emp < 500 −1.71 <0.0001 0.284 2,944 

A2 — winsorize R08 at 1st/99th percentile −1.87 <0.0001 0.391 3,115 

A3 — drop counties with R08 < −60% −1.58 <0.0001 0.318 3,056 

B1 — + Census region FE −1.89 <0.0001 0.418 3,115 

B2 — + State FE (within-state) −1.39 <0.0001 0.464 3,115 

C1 — pre-shock ICI (2001–2007) → R08 −1.90 <0.0001 0.392 3,115 

B3 — manufacturing-share interaction −1.80 <0.0001 0.396 3,115 

D2 — metropolitan-only sample −0.88 0.0006 0.362 1,178 

Replication: R20 baseline Spec 3 −1.77 <0.0001 0.305 3,115 

Table 7.  Robustness battery: standardized ICI coefficient on R08 (and the R20 replication) under ten alternative 
specifications. All ten specifications retain a negative coefficient at conventional statistical significance. Eight of ten retain 

p < 0.001. The within-state-fixed-effects (B2) and out-of-sample-temporal (C1) specifications are the most demanding 
identification challenges in the battery; both are passed cleanly. 

The battery passes cleanly. The headline R08 finding is not an artifact of leverage from extreme-value 

counties; it is not a region-fixed or state-fixed effect; it is not the product of post-shock industrial 

restructuring feeding back into the ICI measurement; it is not a manufacturing-share confound; it is not a 

non-metropolitan-only phenomenon; and it replicates in the substantively distinct 2020 pandemic 

recession with consistent sign and similar magnitude. The geometric framework documents a stable, 

robust, and identification-clean relationship between regional industrial-network position and county-

level recession-trough employment loss in the modern U.S. economy. 

8.  Discussion 

8.1  Mechanism: regional industrial portfolio diversification 

The economic mechanism most consistent with the headline finding is a form of regional industrial 

portfolio diversification. The classical portfolio interpretation of industrial diversification (Conroy, 1975; 

Frenken, Van Oort, & Verburg, 2007) holds that a county whose employment is spread across many 

sectors is partially insulated from sector-specific shocks because its sectoral exposure is itself diversified 

— when financial services contract, healthcare and education employment continues, and the within-
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county weighted average loss is smaller than any single-sector loss. The portfolio mechanism is the 

standard reading of why low-HHI counties absorb shocks better than high-HHI counties. 

The geometric framework developed in this paper extends the portfolio logic from within-county 

composition to regional-network position. Two counties with identical HHI values can occupy quite 

different positions within their regional industrial graph. One might have its diversification pattern broadly 

shared with surrounding counties — high ICI, embedded in a tightly coupled cluster of similarly composed 

neighbors — while the other has a diversification pattern that diverges from those of its surrounding 

counties — low ICI, structurally distinctive within its neighborhood. When an aggregate or regional shock 

arrives, the embedded county is hit not only on its own composition but also through commuting flows, 

supply-chain dependencies, and shared local labor-market integration with its similarly-exposed 

neighbors. The structurally distinctive county, whose composition does not co-vary with the regional 

cluster average, retains employment-allocation flexibility that the embedded county does not. 

Diversification at the regional-network scale, not just the within-county scale, contributes to recession 

resilience. 

The horse-race result of the kitchen-sink specification supports this reading. The four scalar diversification 

measures examined — Herfindahl–Hirschman, Shannon entropy, top-three concentration, and Gini — 

exhibit pairwise absolute correlations of 0.86 to 0.97 among themselves; they all summarize a single first-

moment property of the within-county share distribution. ICI’s correlations with these measures range 

only from 0.33 to 0.39, and ICI’s standardized coefficient retains conventional significance after controlling 

for all four (Spec 3 R08 β = −1.91, p < 0.0001). The variance inflation factor for ICI in the kitchen-sink 

specification is 1.25, against 16 to 124 for the scalar measures. Geometrically, ICI is approximately 

orthogonal to within-county diversification: it captures information about a county’s position relative to 

its neighborhood, not about its own internal composition. The empirical finding that this orthogonal 

information matters for recession resilience is consistent with the regional-portfolio extension of the 

classical mechanism. 

8.2  Connection to the regional-resilience literature 

The regional-resilience literature, reactivated by the 2008 financial crisis (Martin, 2012; Davies, 2011), has 

converged on a conceptual distinction among four properties of regional economic systems exposed to 

shocks: resistance (capacity to absorb a shock without large losses), recovery (capacity to return to a pre-

shock state quickly), reorientation (capacity to shift toward different industrial composition after a shock), 

and renewal (capacity to develop new productive capacity in response). The four properties are 

conceptually distinct but empirically correlated, and existing empirical work has typically not been able to 

identify the four channels separately (Martin & Sunley, 2015; Bailey & Turok, 2020). 

The empirical pattern documented in this paper falls primarily under resistance rather than recovery. 

Section 7.6 reported that ICI’s relationship with the recovery measures (R08_recovery, R20_recovery) is 

an order of magnitude weaker than its relationship with the trough measures (R² of 0.004 to 0.032 for 
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recovery versus 0.129 to 0.392 for troughs). Geometric distinctiveness predicts how deeply a county will 

trough but not how quickly it will recover. The substantive interpretation is that the geometric framework 

identifies a shock-incidence property of regional industrial network structure: counties embedded in 

tightly coupled clusters experience the larger share of an aggregate or regional shock as it transmits 

through the cluster, while structurally distinctive counties experience smaller shock incidence. Once the 

shock has occurred, recovery dynamics depend on factors — institutional, fiscal, demographic, demand-

side — that the geometric framework does not capture. 

This positioning of ICI as a resistance measure is methodologically clean: the paper makes a narrow claim 

supported by the empirical pattern, rather than a broader claim that the data do not warrant. It also opens 

specific avenues for future work. The recovery-property literature would benefit from comparable 

measurement: a geometric quantity tied to recovery dynamics would presumably involve curvature 

properties of post-shock trajectories on the simplex rather than time-averaged equilibrium curvature. 

Such an extension is feasible within the same Fisher-Rao + Ollivier-Ricci framework and would parallel the 

related-variety / unrelated-variety distinction in the evolutionary economic geography literature 

(Frenken, Van Oort, & Verburg, 2007; Boschma, 2005, 2015). 

The within-state fixed-effect result of Section 7.2 is also worth highlighting in light of resilience-literature 

debates. A long-running concern in the literature is whether observed cross-county resilience differences 

reflect genuine within-state structural variation or are artifacts of state-level aggregate factors (Bailey & 

Turok, 2020). The state-fixed-effects specification absorbs all state-level variation in policy environments, 

climate, governance, and aggregate industrial mix, leaving only within-state cross-county variation. The 

ICI coefficient survives this absorption at β = −1.39 for R08 (p < 0.0001), 73 percent of its baseline 

magnitude. The within-state cross-county variation in industrial-network position is a substantively 

important source of resilience heterogeneity, distinct from state-level aggregates. 

8.3  Scope conditions and limitations 

Three scope conditions of the analysis warrant explicit acknowledgment. First, the framework operates 

on the supersector aggregation of QCEW, which is the most disaggregated level at which BLS publishes 

county-by-industry employment with minimal cell suppression. Finer NAICS aggregations (three-digit, 

four-digit) carry more information about industrial composition but are subject to much greater 

suppression in smaller counties. The supersector level is essentially the right level for a county-coverage 

paper of this kind, but it is not the only meaningful level. A finer-NAICS analysis restricted to counties large 

enough to have non-suppressed three-digit data — perhaps the largest 1,000 to 1,500 counties — would 

yield a parallel ICI measurement at higher resolution, with potentially different magnitudes. 

Second, the geometric framework treats county adjacency as the primitive network relation. This is the 

standard treatment in regional economic geography, but it is an approximation. Economic linkages do not 

respect administrative boundaries — Houston’s commuter shed extends well beyond Harris County’s 

adjacency neighbors, and the Eagle Ford shale play crosses many county lines without consistent 
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geographic coherence. Future extensions could replace the adjacency graph with a commuting-flow 

weighted graph (constructed from American Community Survey commuting data) or with a supply-chain 

weighted graph (constructed from BEA Input-Output table extensions). Such alternatives would preserve 

the same geometric methodology while adopting an arguably more economically meaningful network 

primitive. 

Third, the analysis is observational and cross-sectional. The out-of-sample temporal identification of 

Section 7.3 substantially strengthens the causal interpretation by demonstrating that pre-shock geometric 

distinctiveness predicts post-shock outcomes — reverse causality cannot operate across this temporal 

ordering. But the observational design cannot rule out unobserved time-invariant county-level 

confounders correlated with both ICI and recession-trough exposure. The within-state fixed-effect result 

narrows the range of such confounders to within-state county-level factors, but does not eliminate them 

in principle. Quasi-experimental work using county-level boundary changes or natural experiments in 

industrial composition would be valuable complements to the design adopted here. 

A separate limitation concerns external generalization. The paper analyzes a single national economy 

across two recessions in a 24-year sample window. Whether the geometric framework would predict 

recession-trough dispersion in other national economies — Canada, the United Kingdom, the European 

Union, Japan — is an empirical question that cannot be settled from U.S. data alone. The methodology 

transfers straightforwardly: any national statistical agency that publishes a county or municipality-level 

employment-by-industry panel together with a corresponding adjacency relation can construct the same 

quantity. The substantive predictions, however, depend on whether the underlying mechanism — 

regional-network co-movement of industrial shocks — operates in similar fashion across institutional 

contexts. 

8.4  Aggregation artifacts in panel-fitted dynamic outcomes 

Section 6 documented an aggregation artifact in the Texas non-metropolitan ICI–τ regression: a strongly 

significant full-sample positive coefficient (β = +0.61, p = 0.003) that is null or negative in every sub-

window decomposition (β ranging from −0.286 to +0.185 across five windows, with one significant 

negative window). The artifact arises because τ is panel-fitted on the deviation series within the regression 

sample, and the same set of counties whose ICI is high in the cross-section happens to be the set whose 

deviation series exhibited the largest swings during one specific sub-window — the 2010–2019 Eagle Ford 

and Permian shale-era boom-bust cycle. Full-sample AR fitting concentrates the persistence signal in those 

counties; cross-sectional regression then picks up the resulting structure as a positive ICI–τ correlation. 

This kind of artifact is generic to empirical specifications that combine slowly-evolving structural 

regressors with panel-fitted dynamic outcomes. The regional-economics adjustment-speed literature 

(Blanchard & Katz, 1992; Bartik, 1991; and successors) is not in the habit of routinely reporting sub-

window decompositions, and individual studies are correspondingly vulnerable to the same class of 

artifact when their samples include boom-bust cycles concentrated in specific geographic subsets. The 
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diagnostic is straightforward — re-fit the regression within sub-windows and check whether the 

coefficient sign and magnitude are stable — and is approximately a thirty-line addition to the standard 

analytical pipeline. I suggest it as a routine robustness check for future work in this area. 

The headline R08 and R20 outcomes of this paper are not subject to this concern, because peak-to-trough 

recession-depth measurements are direct ratios within narrow windows rather than panel-fitted 

summaries. The leverage diagnostic of Section 7.1 and the out-of-sample temporal identification of 

Section 7.3 demonstrate that the headline relationship survives these and other identification-relevant 

checks. The methodological caution is specific to τ and to other AR-derived dynamic measurements; the 

recession-trough finding does not require the analogous decomposition to be defensible. 

9.  Conclusion 

This paper introduces the Industrial Curvature Index, a geometric measurement of how distinctive a 

county's industrial composition is from those of its geographic neighbors. ICI is constructed by 

representing each county-quarter as a point on the simplex of NAICS supersector employment shares, 

equipping the simplex with the Fisher–Rao information metric, and computing time-averaged Ollivier–

Ricci curvature on the Census-defined county adjacency graph. The construction is reproducible from 

public BLS QCEW and Census adjacency data; the computational pipeline runs end-to-end in 

approximately six minutes on commodity hardware. 

Across 3,115 retained U.S. counties from 2001 through 2024, ICI is a strong predictor of cross-county 

heterogeneity in recession-trough employment loss. A one-standard-deviation increase in ICI corresponds 

to a 4.86 percentage-point deeper 2008–2009 employment trough (HC3 p < 0.001, R² = 0.145) and a 3.91 

percentage-point deeper 2020 trough (HC3 p < 0.001, R² = 0.129). With full controls for HHI, Shannon 

entropy, top-three concentration, share Gini, and log-employment, the standardized ICI coefficient retains 

very high statistical significance and explains 30 to 39 percent of cross-county R08 variance under various 

specifications. The relationship survives a comprehensive battery of identification challenges — within-

state fixed effects, out-of-sample temporal identification using strictly pre-shock ICI measurements, 

leverage cleaning, and county-size stratification — without substantively changing sign or losing 

significance. The relationship is approximately nine times stronger in below-median-employment counties 

than in above-median-employment counties, suggesting that small-county industrial geometry is where 

the framework carries the most explanatory weight. 

Substantively, the framework documents that geometric distinctiveness functions as a portfolio-

diversification mechanism at the regional-network scale: counties whose industrial composition does not 

co-vary with their neighbors’ are partially insulated from shocks that hit the regional and national average 

composition. The framework offers a measurement contribution that is approximately orthogonal to 

existing scalar diversification measures (correlations 0.33 to 0.39 with HHI, entropy, top-three, and Gini) 

while producing strong predictive content beyond what those measures provide jointly. Methodologically, 
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the paper documents a cautionary case study in aggregation-driven sign reversal in panel-fitted regression 

specifications — an artifact that the regional-economics literature should be alert to when applying 

slowly-evolving structural measurements to AR-derived dynamic outcomes. 

Several extensions invite future work. Replacing county adjacency with a commuting-flow weighted 

network, or with an input-output supply-chain weighted network, would preserve the geometric 

methodology while adopting an arguably more economically meaningful primitive relation. Applying the 

framework to alternative outcome measurements — county-level GDP volatility from BEA, gross 

migration flows from IRS Statistics of Income, business birth and death rates from Census Business 

Dynamics Statistics — would test whether ICI’s predictive content extends beyond employment recession-

trough depth. International extension to comparable national economies — Canada, the United Kingdom, 

Germany, Japan — would test the cross-institutional generality of the underlying mechanism. The Fisher–

Rao and Ollivier–Ricci primitives transfer without modification to any national statistical system that 

publishes a county-level or municipality-level industry-by-employment panel together with an 

administrative adjacency relation. 

Beyond these specific extensions, the paper contributes to a broader empirical agenda of importing tools 

from differential and discrete geometry into the empirical economics of regional and labor markets. The 

imports are not exotic — Fisher–Rao geometry on probability distributions is the natural Riemannian 

structure on the simplex, and Ollivier–Ricci curvature on weighted graphs is the natural discrete analogue 

of continuous Riemannian curvature — but the substantive payoff in regional economics has been small 

to date. The empirical patterns documented here suggest that the payoff may be larger than has been 

previously demonstrated, and that the geometric tools are tractable enough for routine application to 

public-domain data. 
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Appendix A.  WSA per-county adjustment half-lives 

Table A1 reproduces Table 3 from Section 4.4 with additional columns reporting the within-county time-

averaged ICI value and the standardized ICI z-score (computed across the WSA hinterland sample of 

twelve counties, with Bexar excluded as the urban anchor). The table is organized in ascending order of τ. 

The five fastest-adjusting counties in the WSA region are Bandera, Medina, Karnes, Wilson, and Kerr (τ 

between 3.4 and 4.3 quarters); the five slowest are Guadalupe, Gillespie, Bexar (anchor, excluded from 

the hinterland regression), Frio, and McMullen (τ between 5.9 and 14.6 quarters). The per-county z-score 

column makes the within-pilot regression scaling explicit: Medina and Wilson are the most distinctive 

counties within the WSA hinterland (z near −1.4 and −1.0 respectively), and McMullen is the most 

embedded (z = +2.07). 

County ρ̂ τ (qtrs) AR lag ICI(c) ICI z-score 

Bandera 0.817 3.43 1 +0.140 −0.13 

Medina 0.820 3.50 1 −0.080 −1.39 

Karnes 0.847 4.16 1 +0.180 +0.10 

Wilson 0.848 4.21 2 −0.010 −1.00 

Kerr 0.852 4.31 1 +0.290 +0.73 

Atascosa 0.857 4.48 2 +0.080 −0.47 

Comal 0.864 4.75 2 −0.010 −1.00 

Kendall 0.868 4.89 1 +0.030 −0.78 

Guadalupe 0.888 5.86 1 +0.250 +0.50 

Gillespie 0.915 7.78 1 +0.255 +0.53 

Bexar (anchor) 0.926 9.08 2 +0.130 — 

Frio 0.935 10.27 1 +0.225 +0.36 

McMullen 0.953 14.55 2 +0.520 +2.07 

Table A1.  WSA per-county adjustment half-lives (quarters), national reference series LNU04000000, 2001Q1–2024Q4. AR 
lag is selected by AIC between AR(1) and AR(2). The ICI z-score column is computed across the twelve hinterland counties 

(Bexar excluded). The standardized regression of τ on ICI across the hinterland yields β = +2.44 quarters per SD (HC3 SE 
1.24, p = 0.048, R² = 0.59); see Section 4.3. 
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Appendix B.  Dropped-counties roster 

Table B1 lists the twenty-eight U.S. counties (50 states plus DC) excluded from the analytical sample, with 

FIPS code, county name, state, categorical drop reason, and the specific quantitative threshold or 

boundary-change rationale. See Section 3.4 for discussion of the six drop categories and their substantive 

justifications. Eleven of the twenty-eight (eight Connecticut counties, one Alaska boundary-change, one 

Kalawao, one LAUS_MISSING) are pre-known categorical exclusions agreed in advance during sample 

construction. The remaining seventeen are runtime-detected via the 80-quarter coverage thresholds for 

LAUS and QCEW. 

FIPS County State Category Reason 

09001 Fairfield CT CT_PLANNING_REGION replaced by planning regions 2022Q3 

09003 Hartford CT CT_PLANNING_REGION replaced by planning regions 2022Q3 

09005 Litchfield CT CT_PLANNING_REGION replaced by planning regions 2022Q3 

09007 Middlesex CT CT_PLANNING_REGION replaced by planning regions 2022Q3 

09009 New Haven CT CT_PLANNING_REGION replaced by planning regions 2022Q3 

09011 New London CT CT_PLANNING_REGION replaced by planning regions 2022Q3 

09013 Tolland CT CT_PLANNING_REGION replaced by planning regions 2022Q3 

09015 Windham CT CT_PLANNING_REGION replaced by planning regions 2022Q3 

02270 Wade Hampton AK AK_BOUNDARY_CHANGE renamed Kusilvak in 2015 

15005 Kalawao HI HI_TOO_SMALL population <100, no LAUS data 

02105 Hoonah-Angoon AK LAUS_INSUFFICIENT only 60 quarters of LAUS data (need ≥ 80) 

02195 Petersburg AK LAUS_INSUFFICIENT only 60 quarters of LAUS data (need ≥ 80) 

02198 Prince of Wales-Hyder AK LAUS_INSUFFICIENT only 60 quarters of LAUS data (need ≥ 80) 

02230 Skagway AK LAUS_INSUFFICIENT only 60 quarters of LAUS data (need ≥ 80) 

02261 Valdez-Cordova AK LAUS_INSUFFICIENT only 76 quarters of LAUS data (need ≥ 80) 

02275 Wrangell City and AK LAUS_INSUFFICIENT only 60 quarters of LAUS data (need ≥ 80) 

46113 Shannon SD LAUS_MISSING no LAUS data returned by BLS API 

51515 Bedford VA LAUS_MISSING no LAUS data returned by BLS API 

30069 Petroleum MT QCEW_INSUFFICIENT only 65 quarters of QCEW data (need ≥ 80) 

38087 Slope ND QCEW_INSUFFICIENT only 59 quarters of QCEW data (need ≥ 80) 

31005 Arthur NE QCEW_INSUFFICIENT only 47 quarters of QCEW data (need ≥ 80) 

31007 Banner NE QCEW_INSUFFICIENT only 65 quarters of QCEW data (need ≥ 80) 

31009 Blaine NE QCEW_INSUFFICIENT only 78 quarters of QCEW data (need ≥ 80) 

31115 Loup NE QCEW_INSUFFICIENT only 65 quarters of QCEW data (need ≥ 80) 

31117 McPherson NE QCEW_INSUFFICIENT only 33 quarters of QCEW data (need ≥ 80) 

46017 Buffalo SD QCEW_INSUFFICIENT only 37 quarters of QCEW data (need ≥ 80) 

48269 King TX QCEW_INSUFFICIENT only 56 quarters of QCEW data (need ≥ 80) 

48301 Loving TX QCEW_INSUFFICIENT only 43 quarters of QCEW data (need ≥ 80) 
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Table B1.  Dropped-counties roster: the 28 U.S. counties excluded from the analytical sample. Of the 28: eight are 
Connecticut counties (replaced by planning regions effective 2022Q3); one is Alaska's Wade Hampton (renamed Kusilvak 
in 2015); one is Kalawao County, HI (population under 100); two return no LAUS data from the BLS API (Shannon, SD and 

Bedford, VA); six are Alaska boroughs/census areas with insufficient LAUS coverage; and ten counties (Petroleum MT, 
Slope ND, five Nebraska Sandhills counties, Buffalo SD, King TX, and Loving TX) have insufficient QCEW supersector data 

due to extreme small-population suppression patterns. Reproduced verbatim from the pipeline drop log; see 
‘us_drop_log.csv’ in the replication archive. 
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Appendix C.  Per-MSA Tier B regression results: unemployment-
adjustment half-life 

Table C1 reports the full per-MSA Tier B regression results for the unemployment-adjustment half-life 

outcome τ(c), restricted to the 46 MSAs with at least five non-anchor hinterland counties. Column β under 

"Primary" reports the standardized ICI coefficient when τ is fitted against the national reference series 

LNU04000000; column β under "LOSO" reports the same coefficient when τ is fitted against the leave-

one-state-out reference (Section 6.2). All standard errors are HC3 robust. Cross-MSA significance is 

heterogeneous and small-N; the MSA-level estimates are noisy due to median hinterland N = 9. The 

pooled Tier A finding of β = −0.20 (national reference, p < 0.001) is the appropriate statistic for the 

headline national pattern; the per-MSA estimates serve principally to verify that no individual MSA 

dominates the pooled estimate. 

Of the 46 MSAs in the primary national-reference panel, six reach individual significance at p < 0.10: 

Houston-Pasadena-The Woodlands (β = −0.88, p = 0.026), Virginia Beach-Chesapeake-Norfolk (β = −1.52, 

p = 0.037), Birmingham (β = +1.02, p = 0.032), Philadelphia-Camden-Wilmington (β = −1.62, p = 0.029), 

Minneapolis-St. Paul-Bloomington (β = +0.56, p = 0.030), and Denver-Aurora-Centennial (β = −0.99, p = 

0.066). Four of the six are negative, directionally consistent with the pooled Tier A negative coefficient. 

Under the LOSO reference, the set of significant MSAs partially overlaps but is not identical, reflecting 

estimation noise; only Augusta-Richmond County (β = −0.51, p = 0.010) and Baton Rouge (β = +1.26, p = 

0.025) reach p < 0.05 under LOSO. 

The per-MSA R08 and R20 cross-sectional results discussed in Section 5.3 are summarized in the prose of 

that section; full per-MSA regression tables for the recession-trough outcomes are not reproduced here 

because the headline and Tier C non-metropolitan estimates carry the substantive weight of the 

recession-resilience finding. 

MSA  (anchor county excluded) N β  Primary p β  LOSO p 

Atlanta-Sandy Springs-Roswell, GA 28 +1.281 0.313 −1.237 0.104 

Washington-Arlington-Alexandria, DC-VA-MD-WV 22 −0.499 0.714 −0.402 0.707 

New York-Newark-Jersey City, NY-NJ 21 −0.397 0.405 +0.008 0.984 

Virginia Beach-Chesapeake-Norfolk, VA-NC 17 −1.517 0.037 +0.213 0.592 

Richmond, VA 16 −0.536 0.438 +0.110 0.878 

Cincinnati, OH-KY-IN 14 −0.316 0.204 −0.144 0.615 

Minneapolis-St. Paul-Bloomington, MN-WI 14 +0.563 0.030 +0.106 0.616 

St. Louis, MO-IL 14 +0.855 0.643 −0.671 0.401 

Kansas City, MO-KS 13 +1.237 0.693 +0.589 0.621 

Nashville-Davidson—Murfreesboro—Franklin, TN 13 +0.649 0.074 −0.559 0.598 

Chicago-Naperville-Elgin, IL-IN 12 −0.005 0.967 −0.999 0.120 

Louisville/Jefferson County, KY-IN 11 +0.044 0.833 −0.148 0.800 
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MSA  (anchor county excluded) N β  Primary p β  LOSO p 

Charlotte-Concord-Gastonia, NC-SC 10 +2.543 0.530 −0.721 0.768 

Dallas-Fort Worth-Arlington, TX 10 −0.348 0.608 −1.050 0.195 

Indianapolis-Carmel-Greenwood, IN 10 −0.198 0.731 −0.406 0.696 

Philadelphia-Camden-Wilmington, PA-NJ-DE-MD 10 −1.621 0.029 +2.217 0.118 

Baton Rouge, LA 9 −0.577 0.241 +1.263 0.025 

Columbus, OH 9 −0.395 0.377 −0.210 0.421 

Denver-Aurora-Centennial, CO 9 −0.987 0.066 −1.000 0.366 

Houston-Pasadena-The Woodlands, TX 9 −0.882 0.026 −1.022 0.674 

Knoxville, TN 8 −0.101 0.926 −0.245 0.736 

Memphis, TN-MS-AR 8 −0.126 0.927 −0.321 0.785 

Huntington-Ashland, WV-KY-OH 7 −0.100 0.893 −1.535 0.370 

Jackson, MS 7 +0.575 0.849 −0.309 0.916 

Omaha, NE-IA 7 +0.379 0.534 +1.521 0.261 

Pittsburgh, PA 7 +1.486 0.767 +0.321 0.748 

San Antonio-New Braunfels, TX 7 +0.092 0.905 +0.220 0.718 

Augusta-Richmond County, GA-SC 6 −0.620 0.518 −0.507 0.010 

Baltimore-Columbia-Towson, MD 6 −0.093 0.818 +3.593 0.506 

Birmingham, AL 6 +1.019 0.032 +0.517 0.898 

Boston-Cambridge-Newton, MA-NH 6 −1.066 0.739 −0.642 0.513 

Columbus, GA-AL 6 −0.766 0.192 −0.906 0.099 

New Orleans-Metairie, LA 6 +1.318 0.670 −0.371 0.758 

Oklahoma City, OK 6 +1.305 0.536 −0.251 0.560 

Portland-Vancouver-Hillsboro, OR-WA 6 −1.120 0.497 −0.168 0.932 

Tulsa, OK 6 −0.619 0.652 +0.675 0.236 

Chattanooga, TN-GA 5 −0.430 0.320 +0.324 0.647 

Cleveland, OH 5 +1.250 0.172 +1.707 0.061 

Columbia, SC 5 +0.044 0.955 −1.663 0.644 

Des Moines-West Des Moines, IA 5 +0.182 0.940 −2.924 0.467 

Detroit-Warren-Dearborn, MI 5 +0.749 0.195 +0.414 0.865 

Lexington-Fayette, KY 5 −0.160 0.744 +0.775 0.426 

Little Rock-North Little Rock-Conway, AR 5 −0.684 0.087 −1.288 0.517 

Lubbock, TX 5 −0.562 0.960 −0.502 0.919 

Providence-Warwick, RI-MA 5 +1.579 0.321 +0.131 0.736 

Roanoke, VA 5 +2.005 0.139 −0.235 0.787 

Table C1.  Per-MSA Tier B regression results for unemployment adjustment half-life τ(c), all 46 MSAs with N ≥ 5 hinterland 
counties. Coefficients are standardized (β per SD of ICI) measured in quarters of additional half-life. Primary column 

reports the regression against the national reference series LNU04000000; LOSO column reports the same regression 
against the leave-one-state-out reference. All standard errors HC3 robust. Reproduced verbatim from the pipeline output 

‘us_three_tier_report.txt’. 
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