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Abstract

This research addresses two key gaps in the nowcasting literature: the
lack of systematic comparisons across heterogeneous methodologies and the
limited use of novel, high-frequency datasets. Focusing on the monthly eco-
nomic activity indicator ISE for Colombia, published by DANE, we evaluate
a broad suite of models to close the first gap. These include the tradi-
tional Dynamic Factor Model (DFM), regularized regressions (Elastic Net
and LASSO), tree-based methods (XGBoost and Random Forest), a simple
neural-network specification, and a point-forecast combination approach.
The results show that regularized regressions consistently outperform all
other models in terms of predictive accuracy. To address the second gap, we
construct three Google Search indexes and develop a set of economic-activity
indicators derived from Redeban’s transactional data—the largest payment
processor in Colombia. Although these novel variables enrich the information
set, the findings reveal that the lagged structure of the ISE and traditional
hard economic indicators—such as coffee production, oil production, and
cement production—remain the most influential predictors of short-term
economic activity.

1 Introduction and Literature Review

Time-series forecasting plays a central role across numerous disciplines, partic-
ularly in economics, where macroeconomic analysis relies heavily on timely and
accurate forecasts. However, many key economic indicators—such as GDP—are
published with substantial delays. This asymmetry in information, or imperfect
knowledge of current conditions, creates an opportunity for forecasts to antici-
pate official releases and provide insight into the near-term evolution of economic
activity.

This need to generate timely assessments of current economic conditions gives
rise to the practice known as nowcasting. Following the definition proposed by [1],
the problem can be characterized as follows: the analyst seeks to estimate a target
variable observed at a low frequency—typically quarterly—using information from
related indicators that are collected and released at higher frequencies. These early
estimates serve to bridge the informational gap created by publication delays,
allowing researchers to approximate the state of the economy before official figures
become available.
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Following the notation introduced by [1], let Ωv denote the information set
available at time v, and let yt represent the target variable of interest. The now-
casting problem for the quarterly variable yt can then be formulated as determining
the orthogonal projection of yt onto the information set Ωv. In other words, the
objective is to construct the best linear predictor of the low-frequency variable
using all relevant information released up to time v, thus producing an estimate
of current economic conditions before official data become available.

P (yt|Ωv) = E (yt|Ωv)

Where E (yt|Ωv) refers to the conditional expectation. From this formulation,
it is important to note that the target variable is observed at a lower frequency
than many of the indicators contained in the information set Ωv. This setting is
commonly referred to as a mixed-frequency problem. In addition, because data
are released with delays, the indicators used to predict the target variable often
have different sample endpoints. This latter feature gives rise to what is known as
the ragged or jagged edge of the dataset.

Within this theoretical framework, it is also essential to incorporate the concept
of news, which refers to incremental information that becomes available as new
data releases occur. This updating mechanism is fundamental to the nowcasting
process, as forecasts are continuously revised in response to the arrival of fresh
observations. By systematically integrating news into the information set, now-
casts remain aligned with the evolving data flow and provide increasingly accurate
assessments of current economic conditions.

Traditional nowcasting approaches often rely on Dynamic Factor Models (DFMs),
which provide a statistical framework for capturing the co-movement of a large
number of observed time series through a small set of latent factors that evolve
over time [9]. Rather than modeling each series independently, DFMs assume
the existence of common dynamic factors that drive the joint behavior of the
data. This structure naturally accommodates both the mixed-frequency nature
of the information set and the ragged-edge pattern arising from asynchronous
data releases, making DFMs particularly well suited for real-time macroeconomic
analysis.

In parallel with DFMs, applied nowcasting research has also made extensive use
of MIDAS (Mixed-Data Sampling) regressions, a framework specifically designed
to model relationships between variables observed at different frequencies [12].
MIDAS models address the mixed-frequency dimension of the problem by allowing
high-frequency indicators to inform predictions of low-frequency targets with-
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out requiring temporal aggregation. Although DFMs and MIDAS specifications
have long dominated empirical work in nowcasting, recent years have witnessed
a growing interest in novel approaches based on Machine Learning and Deep
Learning techniques, reflecting broader advances in computational methods and
their increasing relevance for real-time economic forecasting.

Stundziene [16] provides a comprehensive review of the nowcasting literature
across regions. Although the choice of approach often reflects region-specific data
characteristics and institutional contexts, the authors highlight a notable gap in
the field: the scarcity of studies that systematically compare the performance of
traditional econometric and statistical models with that of Machine Learning and
Deep Learning methods. A second, and particularly insightful, contribution of
[16] is their emphasis on the value of incorporating innovative and unconventional
real-time information into nowcasting frameworks, an area that remains underex-
plored despite its clear potential to enhance predictive accuracy.

This research focuses on analyzing the monthly series of economic activity in
Colombia, known as the ISE. This indicator is of substantial relevance for economic
institutions, as well as for private and governmental agencies, all of which require
timely assessments of expected GDP dynamics. Although Colombian GDP has
been extensively studied, recent contributions specifically addressing nowcasting
remain limited. Notable among the existing studies is [15], who nowcast economic
activity using a nonlinear autoregressive exogenous neural network. A distinctive
feature of their work is the use of an innovative dataset comprising electronic
payment transactions processed and cleared by ACH Colombia and ACH Cenit,
as well as cheque information processed by Cedec.

A second relevant contribution is the study by [11], which employs traditional
MIDAS and DFM models while proposing a heuristic algorithm for variable se-
lection based on out-of-sample performance. A final document worth highlighting
is [5], which forecasts the ISE and conducts a comprehensive comparison across
a wide range of methodologies, including traditional statistical approaches as well
as various Machine Learning and Deep Learning models. This study represents an
important step toward addressing the gaps identified by [16], particularly the need
for systematic cross-model comparisons. Their findings indicate that boosting and
ensemble methods tend to outperform more conventional econometric models.

This document follows the direction of [5] by addressing the gap in comparative
evaluations across methodologies. To this end, it incorporates a broad set of
forecasting techniques, including DFM, LASSO, Elastic Net, Random Forest,
XGBoost, a simple Neural Network, and a forecast-combination approach. In
addition, the methodological framework employs a Markov Chain Cross-Validation
(MCCV) procedure, which differs from traditional cross-validation methods and
is particularly suitable for time-series applications. MCCV randomly selects a
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training window with a random origin and uses the subsequent observations as the
test window for computing forecast errors, [3]. This splitting process is repeated a
finite number M of times, and the resulting RMSE values are averaged across all
iterations. Such a procedure not only facilitates hyperparameter tuning but also
helps mitigate forecast uncertainty and potential structural breaks.

In line with the second recommendation of [16], this document also constructs
three Google-Trends-based indexes using a latent-factor approach. The indexes
developed are an Economic Uncertainty Index, an Economic Sentiment Index,
and a Real Estate Index. Finally, and of equal importance, the study incorpo-
rates transactional information from Redeban—the largest and most influential
payment-processing company in Colombia, responsible for more than half of all
electronic transactions in the country. From this unique and highly valuable
dataset, a set of series is constructed to capture the evolution of key economic
sectors, including retail sales, professional services, entertainment services, trans-
portation services, accommodations and restaurants services, utilities, financial
services, health services and education services.

2 Data Sources

This research employs a broad set of variables, combining both soft and hard
economic indicators, as well as the constructed indexes and the unique, proprietary
datasets described above. It is important to note that all series are measured at a
monthly frequency, which eliminates the mixed-frequency problem. However, the
ragged-edge issue remains present, as the series exhibit different sample endpoints
due to heterogeneous publication lags.

As stated in the introduction, the target variable in this study is the ISE,
a monthly indicator of economic activity in Colombia produced by the national
statistics agency, DANE. The ISE is released with a delay of approximately one
and a half months. This study uses ISE data up to December 2025, and the
nowcasts and forecasts to be generated will cover the months through April 2026,
thereby encompassing the first quarter of 2026.

Next, I provide a detailed discussion of the data employed in this study,
including the construction of the variables and the transformations applied to
each series.

2.1 Soft and hard economic data

All series are set to begin in January 1970, although several of them have origins
prior to this date. The hard economic variables—those derived from physical
records, physical quantities, or accounting identities—can be classified as follows:
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• Oil production, measured in YoY change. The source of data is the ANH
(Agencia Nacional de Hidrocarburos).

• Coffee exports and production, measured as YoY change. Source of data is
Federación Nacional de Cafeteros.

• Retail sales, measured as volume-based indicators by DANE.

• Hotel revenues, reported by firms and compiled by DANE.

• Gray cement production and sales, measured and reported by DANE.

Under the category of hard-economic variables, one could also include the
series constructed from Redeban’s transactional data. However, given their unique
nature and methodological relevance, these series will be discussed in greater detail
in a separate subsection.

In contrast, soft economic variables are typically associated with prices, rates,
or indicators shaped by expectations and market conditions. Within this category
fall the Google-Trends-based indexes, although these will be discussed separately
in a dedicated subsection. The soft variables used in this study can be summarized
as follows:

• Real exchange rate, constructed as an index.

• Terms of trade, defined as a relative price index comparing export and import
prices.

• Interbank rate (IBR), a market-determined short-term financial rate.

• Inflation, measured through a price index that is sensitive to expectations
and economic shocks.

The unemployment rate is also included as an additional variable. Although
it may be considered a borderline case between soft and hard indicators, it is
treated here as hard data given that it is derived from survey-based measurement
rather than expectations or market-driven dynamics. A complete table listing all
variables—along with the Google-Trends indexes and the series constructed from
Redeban’s transactional data—can be found in the appendix.

2.2 Google search indexes

The construction of the indexes is based on Google Search Trends intensity and a
principal components approach. This methodology is supported by seminal studies
such as [7], which show that Google search indicators provide real-time signals that
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reflect the expectations and behavior of households and firms, which function as
leading indicators suitable for nowcasting applications.

In particular, we construct three indexes capturing the following dimensions:
sentiment, uncertainty, and the real estate market. Each of these indexes is derived
using a static factor model applied to the corresponding set of Google-Trends
search terms. Conceptually, all three indexes rely on the following static factor
structure:

xit = λift + ϵit

Where:

• xit: standardized Google search index for keyword i

• ft: latent economic sentiment/uncertainty/real state factor

• λi: factor loading. Importance of each keyword.

• ϵit: idiosyncratic noise

Principal components analysis (PCA) is used to extract the common latent
factor underlying each group of Google-Trends search terms. Prior to extrac-
tion, all variables are centered and scaled. Although PCA factors are inherently
scale-free, standardization is applied to ensure comparability across search terms
and to facilitate the normalization of the resulting indexes. It is important to
emphasize that these indexes do not represent a structural model nor do they
imply causal relationships. Moreover, they are not immune to media influences or
potential biases embedded in search behavior. An additional consideration is the
selection of keywords used to construct each index, as the choice of search terms
directly shapes the latent factor extracted. The full list of keywords employed for
each index is provided in the appendix.

The sentiment index reflects the degree of economic confidence and forward-looking
intentions captured in search behavior. In general, values above zero indicate
sentiment stronger than the historical average, suggesting that individuals are
searching more frequently for terms related to consumption, investment, and posi-
tive economic conditions. Conversely, values below zero signal heightened financial
stress, weaker confidence, and reduced consumption intentions. Deviations of
one standard deviation above or below zero correspond to periods of unusually
optimistic or pessimistic sentiment, respectively.

The graph below displays the trajectory of the Google-based sentiment index
for Colombia. As suggested by the figure, the index exhibits a positive long-term
trend. Although sentiment declined between 2020 and 2025—consistent with
periods of economic stress and uncertainty—it rises sharply toward the end of 2025,
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indicating a notable recovery in confidence. The corresponding factor loadings,
which measure the contribution of each keyword to the sentiment index, are
reported in the appendix.

Figure 1: Google Trends-Based Economic Sentiment Index (Colombia)

The uncertainty index captures negative perceptions regarding economic con-
ditions and financial stability. A value of zero corresponds to average uncertainty.
In contrast to the sentiment index, values above zero indicate periods of heightened
uncertainty—situations in which individuals search more frequently for terms
associated with risk, instability, or adverse economic outcomes. Conversely, values
below zero reflect calmer periods characterized by lower-than-usual uncertainty.
Because the index is normalized, deviations of one or two standard deviations
above or below zero represent unusually high or unusually low levels of uncertainty,
respectively, and may signal rare or extreme episodes.

Figure 2: Google Trends-Based Economic Uncertainty Index (Colombia)
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The Google-based uncertainty index shows that the rise of COVID-19 pushed
uncertainty well above normal levels—approximately one standard deviation above
its historical mean. Thereafter, uncertainty remained elevated, driven by both
political and economic factors. A pronounced spike appears in 2022–2023, coin-
ciding with the presidential election period, when public attention to risk-related
topics intensified. Although the index stabilizes in 2024 at roughly one standard
deviation above zero, it continues to signal a persistently adverse perception of
economic conditions.

Finally, the real-estate index reflects households’ interest in buying or rent-
ing houses and apartments. A value of zero corresponds to average consumer
interest, while values above zero indicate rising demand and increased search
activity related to real-estate transactions. On the contrary, values below zero
signal weaker-than-average interest or activity in the housing market.

Figure 3: Google Trends-Based Real State Index (Colombia)

The graph shows a positive long-term trend with a clear seasonal pattern.
However, beginning in 2020, the index starts to reverse its upward trajectory
and shifts toward a negative trend, indicating a sustained reduction in real-estate
interest. This decline is consistent with the broader macroeconomic environment
of the period, in which heightened uncertainty and weaker confidence translated
into lower search activity related to buying or renting housing.

2.3 Redeban’s transactional data

As mentioned earlier, Redeban is the largest electronic payment network processing
credit and debit card transactions in Colombia. It accounts for more than half of all
electronic transactions in the country. Nevertheless, electronic payments remain
relatively limited in the Colombian economy. For example, the Central Bank [2]
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reports that more than seventy-five percent of all transactions are still conducted
in cash.

Despite the predominant role of cash transactions in the Colombian economy,
Redeban’s dataset remains highly relevant, as it represents an unexplored and
valuable source of high-frequency information that can shed light on short-term
economic dynamics and support nowcasting exercises. From this dataset, a total of
nine monthly time series were constructed, covering the period from January 2015
to January 2026—one month ahead of the latest available ISE release (December
2025). These series were standardized using z-scores and correspond to aggre-
gations that map Merchant Category Codes (MCC) into the CIIU classifications
used by DANE.

2.4 Transformations and exploratory analysis

Given the time-series nature of the data, the first step was to assess the presence
of unit roots and determine whether log-transformations or differencing were re-
quired. To this end, each series was subjected to both the Augmented Dickey–Fuller
(ADF) and KPSS tests. The theoretical foundations and interpretation of these
tests follow the classical treatment explained in Enders [10]. Conducting these
tests is essential, as stationarity is a key condition for avoiding model instability
and ensuring reliable prediction and inference.

The results of both tests, reporting the corresponding p-values and the recom-
mended transformation for each series are shown in the appendix. Recall that,
in the case of the KPSS test, the null hypothesis is stationarity, whereas for the
Dickey–Fuller family of tests the null hypothesis is non-stationarity. Interpreting
both tests jointly provides a more robust assessment of whether a series should be
treated as stationary in levels, log-levels, or after differencing.

After transforming the time series using the most appropriate specification, as
reported in the appendix, we compute the correlation matrix shown in Figure 4.
The results reveal several strong correlations across variables, with particularly
high values among the Redeban indicators. This pattern is expected, as these
series capture activity across economic sectors that are closely interconnected.
The high degree of comovement also suggest the relevance of models such as
dynamic factor models, LASSO regressions, and Elastic Net, where coefficient
shrinkage or the extraction of principal components helps reduce noise and mitigate
multicollinearity.
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Figure 4: Correlation matrix (Variables transformed)

A final point worth highlighting in this section is the predictive importance of
ISE’s own lag structure. As shown in Figures 5 and 6, past values of ISE exhibit
strong autocorrelation, indicating that lagged observations contain substantial
information about future outcomes. This evidence suggests that the forecast-
ing models under consideration should incorporate lags of ISE itself, and likely
lags of the explanatory variables as well, since their historical behavior may also
contribute meaningfully to predicting future economic activity.

We can summarize this section by noting that the lag structure of the variables
will play a central role in the modeling strategy, and that the high correlations
observed across the series must also be taken into account. The latter concern
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Figure 5: Autocorrelation Function ISE
Figure 6: Partial Autocorrelation
Function ISE

is already addressed by the models under consideration: LASSO and Elastic
Net mitigate multicollinearity through coefficient shrinkage, while dynamic factor
models address it by extracting common latent factors. Importantly, DFM does
not discard correlated variables; instead, it transforms them into a smaller set of
uncorrelated components that capture their shared dynamics.

Together, these approaches help reduce noise, stabilize estimation, and improve
predictive performance. Moreover, the series are strongly affected by COVID-19
and other external shocks, highlighting the need to assess the structural stability of
model parameters. Consequently, the modeling framework should also incorporate
strategies capable of handling potential outliers or structural breaks.

3 Methodology

In this section, we outline the different modeling strategies employed in this
research. The temporal structure of the data implies that past values contain
valuable information for forecasting, making the careful treatment of lags essential.
Equally important is the strategy adopted for parameter estimation, particularly
in the presence of structural breaks.

First, we discuss the Monte Carlo cross-validation strategy employed in this
research, and then we present and outline the different forecasting methods imple-
mented and compared in this study.

3.1 Monte Carlo cross validation

Traditional cross-validation approaches are not suitable for time-series data be-
cause they ignore the temporal ordering of observations. To preserve this or-
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dering, we propose an alternative approach that we refer to as Markov Chain
Random-Origin Cross-Validation.

The idea relies on the discussion of cross-validation techniques for dependent
data in [3], and it can be described as follows. Instead of selecting random data
points—as is common in standard cross-validation—we randomly select forecast
origins, that is, points in the time series where the training sample ends and
the testing sample begins. By drawing multiple origins across the dataset, we
generate a collection of train–test splits that preserve temporal ordering while still
introducing randomness. This approach allows us to approximate the benefits of
cross-validation without violating the sequential structure inherent to time-series
data.

Suppose we observe a time seriesX1, X2, . . . , XT . A training sampleX1, X2, . . . , Xk

is selected such that tk < T − h where h is the forecast horizon. For each
selected forecast origin k, a model is estimated using observations up to Xk and
its predictive performance is evaluated on the subsequent h-step-ahead forecast.

The overall cross-validation error is computed as

1

K

K∑
k=1

Lk

Where Lk is the prediction loss at different origins and K is the number of
splits/origins.

In this study, we use K = 30 randomly selected forecast origins for model train-
ing and hyperparameter estimation, while imposing a minimum training-sample
length of 60 observations. The forecast horizons considered are h = 1, 2, 3, 4.
All models are validated using this MCCV procedure, which provides a more
robust evaluation framework and yields more reliable estimates of out-of-sample
forecasting performance.

3.2 DFM

A dynamic factor model assumes that a large set of macroeconomic variables is
driven by a small number of latent, unobserved factors. This framework implies
a dimensionality-reduction technique, as the co-movement across many observed
series is summarized by a few underlying factors. The observation equation for-
malizes this idea by linking the observed variables to the latent factors through
a set of factor loadings, capturing how each series responds to movements in the
common components. More formally we have:
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yt = Λft + ϵt

Where xt is the vector of observed variables, ft are the latent factors, Λ is the
matrix of factor loadings, and ϵt refers to the vector of idiosyncratic errors. For
our model we assume that ϵt ∼ N(0, R) where

R =

σ2
1 0 . . .
0 σ2

2 . . .
. . . . . . . . .


This means no cross-correlation in errors. The factor dynamics, also called

transition equation, follows a V AR(p) process given by

ft = A1ft−1 +A2ft−2 + . . .+Apft−p + ut

In this study, the Monte-Carlo cross-validation exercise evaluates a grid of
specifications with k ∈ {1, 2} factors and a factor-dynamics order of one. The
MCCV procedure then selects the specification that delivers the best out-of-sample
predictive performance. For instance, if k = 2 and the factor order is equal to one
we have the following equation

ft =

[
a11 a12
a21 a22

]
ft−1 + ut

The estimation is carried out using the Kalman filter, which recursively updates
the latent factors as new observations become available. All variables are stan-
dardized prior to estimation to ensure comparable scales and to improve numerical
stability. For a comprehensive treatment of state-space models and dynamic factor
models, see [13].

3.3 LASSO

LASSO is a regularized regression that performs parameter shrikage and variable
selections simultaneously. Following the explanation of [14] LASSO model could
be describes as

argmin
β

 1

2n
||y −Xβ||+ λ

p∑
j=1

|βj |


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where λ ≥ 0 is the regularization parameter. This penalty term shrinks the
regression coefficients toward zero, effectively performing variable selection when
some coefficients are driven exactly to zero. Given the strong multicollinearity
identified in the dataset, LASSO is particularly useful in this study: by shrink-
ing coefficients, it mitigates the instability that multicollinearity introduces into
parameter estimates and helps select the most relevant predictors for forecasting.

The regularization parameter λ is selected using the MCCV procedure over
a logarithmically spaced grid of candidate values λ ∈ (10−4, 1), this produces
a grid of 15 candidate penalties ranging from very small regularization to strong
shrinkage. For each random training–testing split, the model that yields the lowest
average forecast error is chosen. The optimization routine is run with a maximum
of 5000 iterations.

3.4 Elastic Net

The Elastic Net is a regularization method that combines the penalties of LASSO
and Ridge regression. It is particularly useful in settings where strong multi-
collinearity is present and the number of predictors is large. By blending the ℓ1
and ℓ2 penalties, Elastic Net encourages both coefficient shrinkage and grouping
effects among correlated variables. The basic Elastic Net estimator is defined as
the solution to the following optimization problem (for further details, see [14]):

argmin
β

(
1

2n
||y −Xβ||22 + α

(
ℓ1||β||1 +

1− l1
2

||β||22
))

The LASSO penalty is ||β||1 =
∑p

j=1 |βj | and shrinks coefficients to zero. Ridge

penalty ||β||22 =
∑p

j=1 β
2
j also shrinks coefficients to zero but does not eliminated

them.

The hyperparameters tuned via Monte Carlo Cross-Validation are the overall
regularization strength λ and the ℓ1 ratio α. For λ , we employ a logarithmically
spaced grid over the interval

(10−4, 1)

, analogous to the procedure used for LASSO. For the ℓ1 ratio, the grid of candidate
values considered is α ∈ {0.3, 0.5, 0.7} , allowing the model to explore specifications
that range from more Ridge-like behavior to more LASSO-like sparsity. The com-
bination of these grids enables a flexible search over the Elastic Net regularization
path.

3.5 Random Forest

Random Forest is an ensemble learning method that aggregates the predictions
of many decision trees to achieve lower variance and improved predictive perfor-
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mance; see [14]. The key idea is to introduce randomness into the construction
of each tree so that the ensemble captures diverse patterns in the data. First,
each tree is trained on a bootstrap sample of the original dataset, ensuring that
different trees see different subsets of observations. Second, at each split within
a tree, a random subset of predictors is considered, which reduces correlation
among trees and lowers variance. Random Forests are particularly effective in
high-dimensional settings and in the presence of multicollinearity, as the ensemble
structure mitigates overfitting and stabilizes predictions

In this study, the hyperparameters tuned for the Random Forest are the number
of trees in the ensemble and the maximum depth of each tree. The number of
trees is selected from the candidate set B ∈ {200, 500} , allowing the model to
balance computational cost with predictive stability. The maximum tree depth,
which controls how deep each individual tree can grow, is tuned over the grid
max depth ∈ {None, 5} . A large depth (or no depth restriction) permits highly
complex trees, while a smaller depth yields simpler trees that may generalize
better.

3.6 XGBoost

XGBoost is an efficient and scalable implementation of gradient-boosted decision
trees introduced by [6]. In contrast to Random Forests—which build trees in-
dependently and aggregate them—XGBoost constructs trees sequentially, where
each new tree is trained to correct the prediction errors made by the ensemble of
previous trees. Formally, the model can be expressed as the sum of K regression
trees, each contributing an incremental improvement to the prediction function.

ŷi =

K∑
k=1

fk(xi)

Where fk is a regression tree, K is the number of trees and xi is the predictors.
In the boosting procedure, trees are added sequentially

ŷti = ŷt−1
i + ft(xi)

The new tree ft is trained to minimize the prediction error of the previous
model. XGBoost minimized the regularized function given by

L =

n∑
i=1

l(yi, ŷi) + γT +
1

2
λ

T∑
j=1

w2
j
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Where T is the number of leaves (decision nodes of trees where prediciton values
are assigned), wj are leaf weights, γ is a penalty for adding leaves, and λ controls
or penalyzes large leaf values. Instead of fitting each tree directly to the response
variable y, XGBoost fits trees to the first-order and second-order gradients of the
loss function.

In this document, the first hyperparameter tuned for XGBoost is the number
of trees in the ensemble, using the grid K ∈ {300, 500} . A smaller value such
as 300 leads to faster training, while a larger value such as 500 allows the model
to capture more complex patterns. The second hyperparameter is the maximum
tree depth, tuned over the grid max depth ∈ {3, 4} , where deeper trees can model
more intricate nonlinearities but may increase the risk of overfitting. The third
hyperparameter is the learning rate η , which controls the contribution of each new
tree to the ensemble. A smaller η produces a more conservative model that updates
predictions gradually, often improving generalization at the cost of requiring more
trees. The boosting procedure could be written as

ŷt = ŷt−1 + ηft(x)

Where η is the learning parameter. The candidate values for the learning rate
are η ∈ {0.05, 0.1}.

3.7 Neural network

A simple multilayer perceptron (MLP) neural network is employed in this study.
This feed-forward architecture is capable of capturing nonlinear relationships be-
tween the predictors and the target variable. The model consists of an input layer,
one or more hidden layers, and an output layer. A detailed explanation of this
class of models can be found in Bishop’s seminal textbook on pattern recognition
[4].

The two main parameters tuned are the number of hidden units, with candidate
values {32, 64} , and the dropout regularization rate, which randomly deactivates
a proportion of neurons during training to mitigate overfitting. In addition, the
learning rate is tuned, as it is a key hyperparameter governing the step size of the
gradient-descent optimization process.

Although the MLP is included in this study to provide a more complete set
of benchmark models, it is important to emphasize its limitations in a nowcast-
ing context. The MLP does not explicitly capture temporal dependencies, lag
structures, or autocorrelation patterns—features that, as shown in the exploratory
data analysis, play a central role in modeling the dynamics of the series. Because
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the MLP treats inputs as independent features, it lacks the sequential structure
required to learn persistence, delayed effects, and evolving temporal relationships.

Further methodological developments could incorporate architectures specifi-
cally designed for sequential data. Long Short-Term Memory (LSTM) networks, a
specialized class of recurrent neural networks, are capable of modeling long-range
temporal dependencies through their memory structure. Beyond LSTMs, more
advanced architectures such as Temporal Convolutional Networks (TCNs) and
Transformer-based models offer additional flexibility and improved performance
in time-series forecasting. These models can capture complex nonlinear dynamics,
handle long sequences efficiently, and adapt to irregular or ragged-edge data.
Exploring these deep learning approaches represents a path for future research,
potentially yielding substantial improvements in nowcasting accuracy and robust-
ness.

3.8 Combined Predictions

Finally, we consider a point-forecast combination exercise, in which individual
model forecasts are aggregated using weights that reflect their predictive perfor-
mance at different horizons. Following the notation of [17], the forecast-combination
problem can be formulated as follows:

ŷt+h =

M∑
m=1

wmŷmt+h

Where M = {DFM,LASSO,ElasticNet,RandomForest,XGBoost,MLP},
ŷmt+h denotes the point forecast from individual models, and wm is the weight as-
signed to model m. These weights are determined using an inverse-error weighting
scheme. More formally,

wm =
1/RMSEm(1)∑

j = 1M1/RMSE
(1)
j

where RMSE
(1)
m is the one-step-ahead RMSE of model m. This weighting strat-

egy assigns larger weights to models with better recent forecasting performance,
while still allowing all models to contribute to the final prediction.

The idea behind this approach is that different models capture complementary
aspects of the data-generating process, and combining them aggregates these
diverse signals while reducing the risk associated with selecting a single model.
As emphasized by [8], forecast combinations often outperform individual models
due to variance reduction and improved robustness. A more recent and compre-
hensive discussion of the benefits and limitations of forecast combination methods
is provided by [18].

17



4 Analysis and results

This section presents the forecasting results obtained from the different models
and reports the RMSE at each horizon to evaluate their predictive performance.
In addition to the numerical accuracy metrics, we also display the point forecasts
produced by each model, allowing for a visual assessment of their behavior across
horizons. Finally, we examine the forecast-combination exercise in greater detail.

Table 1 reports the forecasting performance at horizons h = 1, 2, 3, 4. The
last column presents each model’s performance relative to the DFM benchmark,
allowing for a consistent comparison across horizons. The relative RMSE is defined
a

Relative RMSE =
RMSE of Model

RMSE of DFM

To facilitate comparison across models and horizons, we normalize all RMSE
values relative to the DFM benchmark. A relative RMSE below 1 indicates
that the model outperforms the DFM at that horizon, while a value equal to 1
implies identical performance. This normalization is essential because raw RMSE
values are not directly comparable across horizons: the scale of the forecast error
naturally increases with the forecast horizon, making absolute RMSEs difficult
to interpret. By expressing each model’s performance relative to the DFM, we
establish a consistent benchmark grounded in a traditional econometric approach.

From the table 1 summarizing the forecasting performance across horizons,
we observe that the regularized linear models consistently outperform all other
approaches. In particular, the Elastic Net achieves the lowest RMSE at every
horizon (h = 1, 2, 3, 4). Examining the relative RMSE values confirms that these
gains are meaningful: improvements range from approximately 3% to 10% at
shorter horizons and exceed 24% at h = 3. This indicates that the Elastic Net
not only provides stable performance but also delivers substantial accuracy gains
relative to the DFM benchmark, especially at medium-term horizons.

An additional remark regarding these results is that greater model complexity
does not necessarily translate into better forecast accuracy. In fact, the tree-based
models—Random Forest and XGBoost—underperform across horizons despite their
flexibility and ability to capture nonlinear interactions. The neural network model
also exhibits relatively poor performance; however, as noted in the methodology
section, this result should be interpreted with caution. The MLP architecture used
here is intentionally simple and not optimized for temporal dependence, suggesting
that more sophisticated deep learning architectures could yield improvements.
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Table 1: Forecating results across models - h = 1, 2, 3, 4

Model Horizon RMSE Hyperparameters MAE Relative RMSE

Elastic Net h = 1 1.015 α = 0.517, ℓ1 = 0.7 0.969 0.966
DFM h = 1 1.050 k = 1, p = 1 0.898 1.000
LASSO h = 1 1.053 α = 0.517 0.963 1.003
XGBoost h = 1 1.162 η = 0.1, K = 500 1.029 1.107

Random Forest h = 1 1.449 K = 500 1.121 1.379
Neural Network h = 1 1.983 Hidden layers = 32, η = 0.001 1.560 1.888

Elastic Net h = 2 0.926 α = 0.517, ℓ1 = 0.7 0.876 0.900
DFM h = 2 0.964 k = 1, p = 1 0.856 1.000
LASSO h = 2 0.978 α = 0.517 0.890 1.000
XGBoost h = 2 1.075 η = 0.05, K = 500 0.922 1.100

Random Forest h = 2 1.259 K = 500 1.010 1.300
Neural Network h = 2 1.914 Hidden layers = 32, η = 0.001 1.570 1.900

Elastic Net h = 3 0.672 α = 0.517, ℓ1 = 0.3 0.604 0.763
LASSO h = 3 0.759 α = 0.517 0.729 0.862
DFM h = 3 0.880 k = 1, p = 1 0.765 1.000

Random Forest h = 3 0.945 K = 500, Max Depth = 5 0.830 1.073
XGBoost h = 3 1.649 η = 0.1, K = 500 1.295 1.873

Neural Network h = 3 1.705 Hidden layers = 64, η = 0.001 1.456 1.937

Elastic Net h = 4 0.555 α = 0.517, ℓ1 = 0.3 0.462 0.966
DFM h = 4 0.575 k = 1, p = 1 0.559 1.000
LASSO h = 4 0.594 α = 0.517 0.542 1.034

Random Forest h = 4 0.669 K = 500, Max Depth = 5 0.585 1.164
XGBoost h = 4 1.671 η = 0.05, K = 500 1.265 2.907

Neural Network h = 4 2.303 Hidden layers = 64, η = 0.001 1.903 4.007
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The next plot provides a visual representation of the results reported in Table1.
Darker shades of blue correspond to models with poorer forecasting performance,
while lighter shades indicate models with lower RMSE and therefore better accu-
racy. This visualization helps highlight performance differences across models and
horizons more intuitively than the numerical table alone.

Figure 7: RMSE HeatMap

Now that the individual models have been evaluated, we proceed with the
exploration of forecast combination methods, which—as previously discussed—can
reduce uncertainty and extract complementary information from different models.
This step allows us to assess whether aggregating forecasts leads to improved
accuracy and greater robustness compared to relying on any single model.
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Figure 8: Forecast combination Weights (h=1)

From the graph, we observe that the weights calibrated for the forecasting
horizon h=1 assign the highest importance to the Elastic Net model, with a weight
of 19.9% . The next most influential models are the DFM and the LASSO, in line
with the forecasting performance reported in Table1. These weights are therefore
consistent with the relative RMSE results and reflect the superior short-horizon
accuracy of the regularized linear models.

Although weights could, in principle, be recalibrated for each horizon, we
maintain the weights estimated at h = 1 as fixed throughout the combination
exercise.

The point forecasts are summarized in Table 2, which reports the predicted
values for each model across the different horizons. Since the estimation sample
ends in December 2025, the forecasting exercise naturally extends the predictions
into the subsequent months, reaching up to April 2026 for the four-step-ahead
horizon.

From the forecasts obtained, we observe that economic activity (as measured
by the ISE) is expected to increase from January through April, suggesting a
short-term expansion in activity beyond the end of the sample. For the nowcast
(h=1), the dispersion across models is relatively low, indicating a high degree of
agreement among the forecasting approaches. This consistency suggests that the
most immediate forecast is robust across model specifications, reflecting similar
signals extracted from the available information set.

It is also worth noting that a SHAP analysis was conducted for the Random
Forest model. The feature-importance results, shown in the appendix, indicate
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Table 2: Point Forecasts - h = 1, 2, 3, 4

Model Jan 2026 Feb 2026 Mar 2026 Apr 2026

DFM 1.750 1.811 1.876 1.942
LASSO 1.732 1.768 1.813 1.875

Elastic Net 1.737 1.776 1.813 1.891
Random Forest 1.721 1.754 1.788 1.861

XGBoost 1.738 1.773 1.819 1.909
Neural Network 1.728 1.743 1.824 1.937

Forecast Combination 1.736 1.774 1.824 1.901

that lagged observations of the ISE are the most influential predictors, highlighting
the strong autoregressive structure of the series. The interbank interest rate also
appears as an important variable, suggesting that financial conditions and mone-
tary policy signals contribute meaningfully to short-term fluctuations in economic
activity. In contrast, variables such as the Google Trends indexes and the Redeban
transaction series exhibit limited relevance in this model.

A similar coefficient-based analysis was conducted for the LASSO and Elastic
Net models, with the corresponding plots presented in the appendix. As in the
Random Forest case, lagged values of the ISE emerge as highly relevant predictors,
reinforcing the strong autoregressive structure identified throughout the analysis.
However, additional variables gain importance in these regularized linear mod-
els—most notably gray cement production and coffee exports and production. The
prominence of gray cement production suggests that construction activity plays a
significant role in driving short-term economic dynamics. Likewise, the relevance
of coffee-related variables reflects the continued importance of the coffee sector for
Colombia’s economic performance, indicating that traditional export sectors still
have influence on aggregate activity.

Finally, we present a visual comparison of the forecast paths generated by
the different models. These plots allow us to corroborate the earlier findings: all
models point toward an increase in economic activity (as measured by the ISE)
through April 2026.
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Figure 9: Forecast comparison Jan 2026 - Apr 2026

5 Conclusions

This research study evaluated a comprehensive set of nowcasting methodologies
for predicting the monthly Colombian GDP proxy (ISE) published by DANE.
We began by assessing traditional econometric approaches, such as the Dynamic
Factor Model (DFM), and then compared their performance with a range of
machine-learning models, including regularized linear methods (LASSO and Elas-
tic Net) and tree-based algorithms (Random Forest and XGBoost). In addition, we
examined a simple neural-network specification and implemented a point-forecast
combination approach to assess whether aggregating individual model forecasts
can enhance accuracy and robustness.

The first and most comprehensive result is that the regularization-based mod-
els—particularly the Elastic Net—achieve the lowest RMSE across horizons. This
finding indicates that traditional machine-learning algorithms can perform remark-
ably well in a macroeconomic nowcasting setting. The strong performance of the
Elastic Net highlights the value of shrinkage and parsimony: by selecting a reduced
but highly informative subset of predictors, the model avoids overfitting while
retaining the key signals needed for accurate short-term forecasting.

It is also important to highlight that the traditional DFM performs remarkably
well, underscoring the continued relevance of standard econometric approaches for
nowcasting. Despite the rise of more flexible machine-learning techniques, the
DFM remains a strong benchmark, particularly in settings with well-structured
macroeconomic information. At the same time, it is worth noting that the neural-network
model used in this study was intentionally simple. Future research could explore
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more sophisticated and context-appropriate deep-learning architectures—such as
LSTMs, GRUs, or temporal convolutional networks—which may better capture
nonlinear dynamics and temporal dependencies present in high-frequency economic
data.

An additional contribution of this research is the incorporation of unique
and novel datasets, such as Redeban’s transaction data and Google Trends in-
dexes. These high-frequency indicators offer a valuable perspective and enrich
the information set available to the models. However, the SHAP analysis for the
Random Forest and the coefficients from the LASSO and Elastic Net reveal that
traditional hard economic variables—such as cement production, coffee exports,
and oil production—remain predominant drivers of the ISE. These results suggest
that while innovative data sources can complement the forecasting framework,
core sectoral indicators tied to construction, agriculture, and extractive activities
continue to influence the short-term dynamics.

Aligned with the variable-importance results, we also find that the lagged
behavior of the ISE plays a crucial role in the nowcasting process. This reinforces
the presence of a strong autoregressive structure in the series and suggests that
even relatively simple autoregressive models, such as an AR(p), could serve as
effective benchmarks for short-term forecasting.
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6 Appendix

6.1 List of variables

Variable Source Delay (To January 2026) Hard/Soft

ISE (Target variable) DANE 1 Month Hard
Oil production ANH 1 Month Hard

Real Exchange Rate Index BANREP 1 Month Hard
Terms of Trade Index BANREP 0 Month Soft

Interbank rate BANREP 0 Month Soft
Unemployment Rate DANE 1 Months Hard
Consumer Price Index DANE 0 Month Soft

Net International Reserves BANREP 1 Month Hard
Coffee exports FNC 1 Month Hard

Coffee production FNC 0 Month Hard
Retail Sale index DANE 1 Month Hard

Hotels/Accomodations Real Income Index DANE 1 Month Hard
Gray Cement Production DANE 1 Month Hard
Google Sentiment Index Proprietary 0 Month Soft
Google Uncertainty Index Proprietary 0 Month Soft
Google Real State Index Proprietary 0 Month Soft

Professional services - Redeban Proprietary 0 Month Hard
Entertainment - Redeban Proprietary 0 Month Hard

Transport - Redeban Proprietary 0 Month Hard
Accommodations and restaurants - Redeban Proprietary 0 Month Hard

Retail sales - Redeban Proprietary 0 Month Hard
Utilities - Redeban Proprietary 0 Month Hard

Financial services - Redeban Proprietary 0 Month Hard
Health services - Redeban Proprietary 0 Month Hard

Education services - Redeban Proprietary 0 Month Hard
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6.2 Google Search Indexes

Full list of the keywords used for sentiment Index:

• comprar carro,comprar moto,comprar apartamento, comprar celular,comprar
ropa,comprar muebles,viajes baratos,promociones,vacaciones,como hacer una
hoja de vida,empleo estable,aumento salarial,cómo emprender, aumentar
ventas,inversión en negocios,aumento de cupo, cómo ahorrar,cómo inver-
tir,educación financiera, estabilidad económica,confianza económica, acciones
colombia,ahorro programado

Top 10 factor loadings for sentiment index:

Keyword PCA Loading

Comprar celular 0.3034
Comprar moto 0.3032

Comprar apartamento 0.2792
Aumento de cupo 0.2772
Aumentar ventas 0.2745
Cómo invertir 0.2658
Comprar carro 0.2571

Cómo emprender 0.2461
Estabilidad económica 0.2337
Educación financiera 0.2317

Full list of the keywords used for Uncertainty Index:

• crisis económica, recesión, inflación alta, devaluación, desempleo, incertidum-
bre económica, tasa de interés,precio del dólar,crisis financiera, riesgo páıs,
cáıda del PIB, crisis de deuda, crisis bancaria, precio gasolina, costo de vida,
subir precios, riesgo cambiario, desplome bolsa, EMBI, fuga de capitales,
subir tasas, despidos, despidos masivos, crisis laboral, reforma tributaria, re-
forma pensional, incertidumbre poĺıtica, guerra económica, crisis energética

Top 10 factor loadings for uncertainty index:

Keyword PCA Loading

Tasa de interés 0.3648
Precio del dolar 0.3351
Guerra económica 0.3337
Crisis económica 0.3078
Precio gasolina 0.2978
Riesgo páıs 0.2969
Inflación alta 0.2606
Recesión 0.2497

Devaluación 0.2420
Subir precios 0.2392
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Full list of the keywords used for Real State Index:

• arriendo, arriendo Bogotá, arriendo Medelĺın, arriendo Cali, arriendo aparta-
mento, arriendo casa, comprar casa, comprar apartamento, subsidio vivienda,
proyectos de vivienda, vivienda nueva, vivienda usada, crédito hipotecario,
leasing habitacional, precio vivienda, precio arriendo

Top 10 factor loadings for real state index:

Keyword PCA Loading

Arriendo apartamento 0.2930
Arriendo casa 0.2912
Precio arriendo 0.2891

Arriendo 0.2848
Comprar casa 0.2810
Arriendo Cali 0.2733

Arriendo Bogotá 0.2697
Comprar apartamento 02696

Precio vivienda 0.2672
Subsidio vivienda 0.2611
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6.3 Unit root tests

Variable ADF p-value KPSS p-value Transformation

ISE (Target variable) 0.0021 0.1000 Level
Oil production YoY 0.0157 0.1000 Level

Real Exchange Rate Index 0.2100 0.0100 Log-Diff
Terms of Trade Index 0.2668 0.0100 Log-Diff

Interbank rate 0.0100 0.0337 Log-Diff
Unemployment Rate 0.0692 0.0100 Log-Diff
Consumer Price Index 0.3557 0.0100 Diff

Net International Reserves 0.9990 0.0010 Log-Diff
Coffee exports YoY 0.0000 0.2670 Level

Coffee production YoY 0.0000 0.0488 Diff
Retail Sale index 0.9962 0.0100 Log-Diff

Hotels Real Income Index 0.1227 0.1000 Diff
Gray Cement Production 0.0003 0.0597 Level
Google Sentiment Index 0.9767 0.0100 Diff
Google Uncertainty Index 0.9014 0.0100 Diff
Google Real State Index 0.7023 0.0100 Diff

Professional services - Redeban 0.8318 0.0100 Diff
Entertainment - Redeban 0.9938 0.0100 Diff

Transport - Redeban 0.9143 0.0100 Diff
Hotels and restaurants - Redeban 0.9092 0.0100 Diff

Retail sales - Redeban 0.9961 0.0100 Diff
Utilities - Redeban 0.9824 0.0100 Diff

Financial services - Redeban 0.9973 0.0100 Diff
Health services - Redeban 0.9877 0.0100 Diff

Education services - Redeban 0.9425 0.0100 Diff
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6.4 Workflow Diagram

The following diagram shows the steps and workflow proposed in the methodology.

Figure 10: Workflow Diagram
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6.5 Feature importance analysis

Figure 11: Random Forest – SHAP Feature Importance
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Figure 12: LASSO - Top coefficients

Figure 13: Elastic Net - Top coefficients
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