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Abstract

We apply persistent homology to the time-varying correlation network of 49 Fama –

French industry portfolios (1976–2026) to study synchronization transitions associated

with market stress. Vietoris–Rips filtrations on rolling Mantegna distance matrices

capture one-dimensional homological cycles (H1) that are associated with intransitive

triples of sectors—configurations where two pairwise correlations are strong while the

third remains relatively weak. The analysis reveals a two-scale topological structure:

stress episodes amplify intransitivity among the most strongly correlated industries

while dissolving it among weakly and moderately correlated ones. Because static topo-

logical indicators are highly collinear with average correlation, we shift attention to

the momentum of topological reorganization. Using strict temporal separation and

moving-block bootstrap validation, we find that the standardized rate of change in the

persistence-weighted mean cycle birth parameter provides information beyond stan-

dard synchronization metrics, improving forecasts of stress onset. Decomposing cycles

into sectoral triples maps abstract topology onto interpretable sectoral linkages. The

method avoids look-ahead bias and applies to other domains with time-varying corre-

lation networks.

I. Introduction

Financial markets exhibit higher correlations during periods of systemic stress. In

calm periods, returns cluster around sectoral factors, yielding moderate average correlations

and identifiable community structure. As risk builds, a dominant market factor drives syn-

chronization: cross-sectional dispersion compresses and correlations converge [1–3]. Standard

diagnostics—average pairwise correlation, the first principal component’s variance share, or

random-matrix spectral thresholds [4–6]—capture aggregate alignment but do not account
1E-mail: ruslanyagufarovmail@gmail.com. Replication code and data: https://doi.org/10.5281/

zenodo.20476047
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for higher-order structural configurations. In particular, they do not detect correlation in-

transitivity: cases where A correlates strongly with B, and B with C, yet A and C remain

weakly linked. Such triples represent localized failures of transitive closure in the correlation

network.

Persistent homology provides a framework for quantifying these higher-order struc-

tures [7,8]. While applied to financial time series via delay embeddings of single indices [9,10],

its use for correlation-network dynamics has received limited attention. Prior network-based

work relies on minimum spanning trees, planar filters, or hard thresholding [2, 3, 11], which

remove cycles and discard multi-scale topological information. The Vietoris–Rips filtration

preserves the full simplicial hierarchy as the distance threshold varies, enabling scale-specific

signal isolation with stability guarantees [12].

We apply this framework to daily returns of the 49 Fama–French industry portfolios

(1976–2026), constructing rolling Mantegna distance matrices and computing persistence di-

agrams to track H1-cycle dynamics. We demonstrate that stress induces a scale-dependent

topological reorganization: intransitive configurations amplify among highly correlated sec-

tors while dissolving elsewhere. We also establish that static topological summaries are

collinear with average correlation, whereas momentum-transformed indicators capture in-

cremental predictive information for stress onset. The framework further maps abstract

homological cycles to interpretable sectoral triples.

Section II describes the correlation metric space, persistent homology computation,

and indicator definitions. Section III presents empirical findings on the two-scale structure,

collinearity analysis, predictive performance, and sectoral decomposition. Section IV inter-

prets the results and addresses limitations. Section V summarizes the analysis and outlines

directions for further work.

II. Methodology

The proposed framework translates the dynamics of financial correlations into a time-

varying metric space, extracts higher-order topological invariants via persistent homology,

and calibrates scale-specific indicators for out-of-sample detection of synchronization tran-

sitions. The methodology comprises four components: construction of the rolling correla-

tion metric space, computation of one-dimensional homological features, definition of scale-

adaptive topological indicators, and statistical specification for regime detection.
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2.1. Correlation Metric Space and Rolling Construction

Let r(i)t denote the daily logarithmic return of the i-th Fama–French industry portfolio

(i = 1, . . . , N , N = 49). For a fixed rolling window of width W trading days, we compute

the Pearson correlation matrix C(t) = [cij(t)] over the interval [t − W + 1, t]. To embed

correlations into a Euclidean metric space, we apply the Mantegna transformation [1]:

dij(t) =
√
2 (1− cij(t)), dij ∈ [0, 2], (1)

where dij = 0 corresponds to perfect positive correlation (cij = 1), dij =
√
2 to zero corre-

lation, and dij = 2 to perfect negative correlation (cij = −1). The specific window of W

trading days is set in order to balance estimation stability for N(N − 1)/2 = 1176 pairwise

distances with temporal responsiveness to structural shifts [2, 3]. The resulting sequence of

distance matrices {D(t)}Tt=W forms a dynamic metric space suitable for topological filtration.

2.2. Persistent Homology and Vietoris–Rips Filtration

For each t, we construct a one-parameter family of Vietoris–Rips simplicial complexes

{Rε(t)}ε≥0. A k-simplex [i0, . . . , ik] belongs to Rε(t) if dipiq(t) ≤ ε for all 0 ≤ p < q ≤ k. As

ε increases from 0 to max(D(t)), the filtration

R0(t) ⊆ Rε1(t) ⊆ · · · ⊆ Rεmax(t) (2)

generates a sequence of homology groups Hk(Rε(t);Z2). We focus on H1, which captures

one-dimensional topological holes. In a Vietoris–Rips complex, non-trivial H1 generators

correspond to closed loops of length k ≥ 4 that lack interior 2-simplices. Each cycle is

characterized by a birth parameter b (the filtration value at which the loop closes) and a

death parameter d (the value at which it is trivialized by filling simplices). The collection

of birth–death pairs (b, d) forms the persistence diagram PD1(t) [16]. While the persistence

stability theorem [12] guarantees theoretical stability under bounded perturbations of the

distance metric, empirical robustness to financial estimation noise remains subject to domain-

specific validation.

The persistence of these cycles is mechanically sustained by missing internal chords.

Consequently, under the Vietoris–Rips construction, every non-trivial H1 cycle necessarily

contains intransitive sectoral triples (A,B,C) along its support: a configuration where assets

A and B are strongly correlated, B and C are strongly correlated, but A and C remain weakly

linked. These triples serve as interpretable proxies for higher-order topological stress.
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2.3. Topological Indicators

A simple aggregated summary of PD1(t) may conflate potentially divergent signals

arising at different correlation scales. The total persistence of all H1-cycles,

S(t) =
∑

(bi, di)∈PD1(t)

(di − bi), (3)

is a standard choice [10]. However, if systemic stress simultaneously intensifies topological

activity among strongly correlated assets while dissolving it among moderately correlated

ones, S(t) would report only a net trend, masking these opposing dynamics. To systemat-

ically isolate scale-specific information we extract from each daily persistence diagram the

six scalar summaries described below.

• Scale-specific total persistence. Let [εmin
high, ε

max
high] and [εmin

low , εmax
low ] be fixed birth

windows corresponding to high- and low-correlation regimes. The summed persistence

for cycles born in the high window is

Phigh(t) =
∑

(b,d)∈PD1(t)

b∈ [εmin
high, ε

max
high]

(d− b), (4)

and Plow(t) is defined analogously for the low window.

• Scale-specific cycle counts. Nhigh(t) and Nlow(t) are the numbers of cycles with

strictly positive persistence (d > b) whose birth lies in the respective window:

Nhigh(t) = #
{
(b, d) ∈ PD1(t) : b ∈ [εmin

high, ε
max
high], d > b

}
,

and similarly for Nlow(t).

• Global average cycle birth. A scale-independent “center of mass” of the diagram is

given by the persistence-weighted average birth,

AvgBirtht =

∑
i: pi>0 bi pi∑
i: pi>0 pi

, (5)

where bi and pi = di − bi are the birth and persistence of the i-th cycle on day t.

• First Betti number at a given scale. For a fixed filtration value ε∗, the first Betti

number

β1(ε
∗, t) = #

{
(bi, di) ∈ PD1(t) : bi ≤ ε∗ < di

}
(6)

equals the number of H1-cycles alive at that ε∗. Unlike Pscale, the Betti number cap-

tures the instantaneous topological complexity of the simplicial complex at a specific

filtration point, rather than summing persistencies over a birth range.
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The five indicators (Phigh, Plow, AvgBirth,Nhigh, Nlow) serve as a basis for the topological

predictors in the statistical tests and predictive analyses presented in the following sections,

while the first Betti number β1(ε
∗, t) is used for correlation scale calibration.

2.4. Statistical Framework for Stress Forecasting

Topological invariants function as qualitative order parameters for synchronization

transitions rather than quantitative predictors of volatility amplitude. Linear forecasting of

volatility levels is therefore misaligned with the nature of the signal and we focus on regime

detection instead.

Stress definition. A trading day t is classified as stressed if the realized volatility of

the Fama–French Market Factor exceeds the 90th percentile of its rolling 252-day historical

distribution:

St = 1
{
σmkt
t > Q0.90

(
{σmkt

s }t−1
s=t−252

)}
, (7)

where σmkt
t is the standard deviation of logarithmic market returns over a rolling L = 20-day

window. The rolling quantile window and one-day shift in threshold computation ensure

real-time computability without look-ahead bias.

Forecasting targets. For each horizon h ∈ H = {5, 10, 20, 30, 40, 60, 80, 100} days, we

define three binary targets:

yt,h =
h∨

k=1

St+k (mixed: any stress in (t, t+ h]),

yon
t,h = 1{St=0} · yt,h (onset: calm → stress transition),

(8)

Onset models are estimated on {t : St = 0}, observations outside the relevant regime are

excluded from the respective likelihoods.

Model specification. For indicator It and horizon h, we estimate

P(yt,h = 1 | xt) = Λ
(
α + βIt + γc̄t

)
, (9)

where Λ(·) is the logistic link and c̄t is the average pairwise correlation. Because St is defined

via realized volatility, we exclude volatility and its lags from controls to avoid mechanical

linkage with the target. The control set therefore contains only c̄t, isolating the incremental

information in topological indicators.
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Temporal splits and hyper-parameter tuning. The sample is partitioned into Train-

ing (1976-02-27 to 2006-02-26), Validation (2006-02-27 to 2016-02-26), and Test (2016-02-27

to 2026-02-27) periods. Hyper-parameters (δ, ρ) for each momentum indicator are selected

via grid search over δ ∈ {5, . . . , 30} and ρ ∈ {40, . . . , 120}, maximizing AUC for the mixed

target at h = 20 on the Validation set. Selected parameters are fixed and applied to the full

sample; the Test set remains untouched until final evaluation.

Bootstrap inference. To quantify uncertainty and test for statistical superiority, we em-

ploy a moving-block bootstrap on the Test set (block length 60 days, 1000 replications) with

predictive models held fixed. From the bootstrap distributions we compute 95% percentile

confidence intervals for AUC and Brier. One-sided pairwise tests compare the best indicator

against each competitor; the bootstrap p-value is the proportion of replications where the

competitor’s AUC equals or exceeds that of the best indicator.

III. Data and Empirical Results

This section empirically examines the proposed topological framework. We describe

the data and document the two-scale topological structure revealed by persistent homology.

We also show an example of sectoral decomposition and evaluate the orthogonality of indi-

cators to standard synchronization metrics. Finally, we analyze the predictive performance

of chosen indicators.

3.1. Descriptive statistics

We employ daily logarithmic returns of the Kenneth French 49 Industry Portfo-

lios [13]2 over the period 27 February 1976 – 27 February 2026 (12,605 trading days). The

portfolios are value-weighted, reconstructed annually using CRSP/Compustat data with

four-digit SIC code classification, and include delistings and corporate actions, thereby elim-

inating survivorship bias by construction. Our particular choice of W = 20 trading days

rolling window yields a sample of 12,586 observation windows.

We benchmark Mantegna distance against two standard measures of market synchro-

nization: (i) average pairwise correlation c̄(t), and (ii) the variance share of the first principal

component Λ1(t) = λ1(t)/
∑N

k=1 λk(t).

2Data source: https://mba.tuck.dartmouth.edu/pages/faculty/ken.french/data_library.html,

downloaded 2026-04-15.
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Table 1: Descriptive statistics of correlation space (N = 49, W = 20, 1976–2026)

Metric Full sample Calm periods Stress periods p-value

c̄(t) 0.248 0.239 0.315 < 0.001

Λ1(t) 0.558 0.540 0.681 < 0.001

Mean Mantegna distance 0.466 0.477 0.387 < 0.001

Notes: p-values from Mann–Whitney test for difference between calm and stress periods.

Stress defined as 20-day realized volatility of Fama–French Market Factor > 90th

percentile over preceding year.

Table 1 summarizes the properties of the correlation space. Average pairwise cor-

relation equals 0.248 in the full sample, consistent with a multi-factor market with pro-

nounced sectoral structure. During stress periods, c̄ rises to 0.315 and Λ1 to 0.681 (both

p < 0.001, Mann–Whitney test), demonstrating the synchronization effect documented in

prior literature [3]. Simultaneously, the mean Mantegna distance declines from 0.477 to

0.387 (p < 0.001), reflecting the compression of the correlation metric space under elevated

systemic risk.

3.2. Descriptive Topology: Two-Scale Structure

Persistent homology detects 221,757 H1-cycles across the study period, with at least

one cycle present in every one of the 12,586 rolling windows. The mean number of cycles

per window is 17.62 (maximum 50; Table 2).

Table 2: Statistics of H1-cycles by stress regime (N = 49, W = 20)

Characteristic Full sample Calm periods Stress periods

Total cycles 221,757 200,222 21,535

Cycles per window (mean) 17.62 18.15 13.87

Birth ε (median) 0.72 0.74 0.54

Death ε (median) 0.75 0.77 0.56

Persistence > 0.05 (%) 23.5 24.5 13.9

Notes. Cycles extracted from Rips filtrations on Mantegna distances. Stress defined as in Section 2.4.
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Figure 1: Topological changes during financial stress (N = 49, W = 20). (a) Distribution

of H1-cycle counts by regime. (b) Marginal density of birth filtration values. (c) Mean

Betti number profile β̄1(ε); points significant at p < 0.01 (Mann–Whitney) are marked.

(d) Corresponding p-value profile (log scale). Shaded regions indicate the high-correlation

(red) and low-correlation (blue) scales identified on the calibration sample, with median

boundaries and 95% bootstrap confidence intervals.

To identify filtration scales ε at which market topology systematically differs between

stress and calm regimes, we employ a two-stage procedure that controls for multiple testing
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and quantifies boundary uncertainty. First, we pre-filter a dense grid ε ∈ [0.10, 1.49] (step

0.01) by requiring that the divergence ∆β̄1(ε) = βstress
1 (ε)−βcalm

1 (ε) be statistically significant

(p < 0.01, two-sided Mann–Whitney U test) in both temporal halves of the original sample.

Second, for the pre-filtered ε-values, we quantify boundary uncertainty via a moving block

bootstrap (B = 200 replications, block length ≈ 252 trading days): significant ε-ranges

with consistent divergence direction are aggregated across replications, and final scales are

reported as median boundaries with empirical 95% confidence intervals. This yields two

robust intervals—a high-correlation scale where topological complexity elevates during stress,

and a low-correlation scale where it elevates during calm periods.

The emergence of two distinct correlation scales at which topological activity system-

atically differs between calm and stress regimes constitutes the central descriptive finding of

this study. Figure 1 summarizes these regime-dependent topological changes. Specifically,

we identify:

1. HIGH-correlation scale (ε ∈ [0.18, 0.52], equivalent c ∈ [0.86, 0.98]): β̄1(ε) is signifi-

cantly higher during stress than during calm periods.

2. LOW-correlation scale (ε ∈ [0.59, 1.32], equivalent c ∈ [0.13, 0.83]): β̄1(ε) is signifi-

cantly higher during calm periods across this broader range.

This two-scale structure indicates that stress regimes induce opposite topological re-

sponses at different correlation strengths. During tranquil periods, sectoral differentiation

generates intransitive configurations across a broad spectrum of moderately or weakly corre-

lated industries (low-correlation scale). When systemic risk rises, a dominant market factor

synchronizes most pairs, dissolving these low-scale cycles; however, incomplete synchroniza-

tion among the most strongly correlated industries (c > 0.86) generates new, persistent

high-scale cycles. The robustness of these intervals to block-bootstrap resampling suggests

that the identified scales reflect stable structural properties of market topology rather than

sample-specific artifacts.

3.3. Robustness to Window Selection and Timescale Alignment

Following Mantegna’s framework for correlation-based network construction [1], the

choice of correlation estimation window W and volatility regime horizon L should balance

responsiveness to structural changes against estimation noise. The methodological litera-

ture acknowledges that no universal optimal window length exists for rolling correlation

estimation; rather, the choice involves a context-dependent bias–variance tradeoff [17].
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To assess the sensitivity of the two-scale pattern to window selection, we compute

mean Betti number profiles β̄1(ε) across a grid of W ∈ {20, 60, 100} and L ∈ {20, 60, 100}

days. Figure 2 displays these profiles with statistical significance regions shaded: red in-

dicates β̄stress
1 (ε) > β̄calm

1 (ε) at p < 0.001 (Mann–Whitney test), while blue indicates the

reverse.

Figure 2: Mean Betti number profiles β̄1(ε) across correlation window (W ) and volatility

horizon (L) combinations. Red lines: stress periods; blue lines: calm periods. Shaded

regions indicate statistically significant differences (p < 0.001, Mann–Whitney test): red

shading denotes β̄stress
1 > β̄calm

1 , blue shading denotes β̄calm
1 > β̄stress

1 .

Clear separation appears in seven of nine (W,L) configurations; only two misaligned

pairs (W = 100, L = 20 and W = 60, L = 60) show attenuated significance. Aligning

W ≈ L ensures regime labels reflect the contemporaneous correlation structure, consistent

with evidence that synchronised estimation horizons stabilise financial network inference

[2, 17, 18].
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We therefore fix W = L = 20 for the main analysis, reflecting the characteristic cor-

relation decay in the FF-49 universe and standard practice for daily returns [1]. Alternative

windows may suit assets with different liquidity or sampling frequencies [18].

3.3.1. Sectoral Decomposition of Intransitive Configurations

A one-dimensional homological cycle (H1) at the high-correlation scale implies an

intransitive triple of sectors (A,B,C) where two pairwise correlations exceed a filtration

threshold c∗ = 1− ε2/2 while the third remains below it. Extracting these triples provides a

sector-level interpretation of the topological signal: the framework identifies configurations

where synchronization fails to close transitive triangles.

The pipeline executes in minutes on standard hardware [15], allowing for daily re-

computation. Figures 3 and 4 illustrate the sectoral topology at selected thresholds during

a calm trading day (2026-02-27) and a stressed trading day (2020-03-10).

During calm regimes, intransitive configurations in the high-correlation band are

sparse and topologically disconnected. At ε = 0.72 (c > 0.74), the network contains 22

triples distributed across isolated clusters, reflecting localized structural frictions. Tighten-

ing the threshold to ε = 0.68 (c > 0.77) reduces the triple count to 2. The Containers

sector appears in intransitive links across both thresholds, indicating a persistent structural

friction (e.g., supply-chain or inventory cycle constraints). This alignment is retrospective

and illustrative: the configuration identified in late February 2026 coincided with conditions

preceding the March 2026 global logistics disruption. While not predictive, this example

shows how localized intransitive configurations can serve as diagnostic markers for struc-

tural frictions.
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Figure 3: Intransitive triples at HIGH scale during a calm regime (2026-02-27). Left panels

show the correlation network restricted to edges participating in open triangles (solid red) and

missing edges (dashed red). Right panels show sector-level aggregation with edge thickness

scaling with triple count.

Figure 4: Intransitive triples at HIGH scale during a stress regime (2020-03-10). At ε = 0.26

(c > 0.97), the stress period sustains 73 triples forming a connected component.

During stress periods, intransitive structures persist even at extreme correlation

thresholds. At ε = 0.26 (c > 0.97), where calm markets show no triples, the stress net-

work contains 73 triples that form a connected component. The sectoral aggregation graph
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shows contributions from Wholesale, Banks, Business Services, Chemicals, and Communica-

tion. These sectors link otherwise disconnected parts of the economy.

Figure 5 shows the temporal evolution of intransitive triple counts across the LOW-

and HIGH-correlation bands over 2006–2026. For this illustration, stress is defined exoge-

nously rather than via volatility. The upper panel tracks the LOW-correlation range; the

lower panel tracks the HIGH-correlation range. During systemic stress episodes (marked by

vertical dashed lines), LOW-correlation triple counts decline while HIGH-correlation counts

increase. This pattern is consistent with the two-scale structure identified in the persistence

analysis.

Figure 5: Temporal dynamics of intransitive triples across LOW- and HIGH-correlation

ranges (2006–2026). Vertical dashed lines mark major stress episodes, defined exogenously.

The distinction between structural and cyclical intransitivity has implications for risk

management. Persistent, threshold-robust triples in isolated sectors (e.g., Containers) may

reflect supply-chain or operational bottlenecks. Monitoring HIGH-scale triple accumula-

tion provides a sector-level diagnostic that complements aggregate volatility or correlation

metrics.

3.4. Out-of-Sample Predictive Performance

We evaluate whether topological indicators improve forecasts of near-term stress be-

yond average correlation c̄. Models are logistic regressions trained on the combined Training
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(1976–2006) and Validation (2006–2016) periods and applied without re-estimation to the

hold-out Test set (2016–2026). The high and low correlation scales are defined on Training

period (1976–2006). The evaluation is strictly chronological: no Test-period data inform

indicator construction, hyper-parameter selection, or model fitting.

Indicator Suite

From each daily persistence diagram we extract five indicators (Section 2.3):

It ∈ {Phigh, Plow,AvgBirth, Nhigh, Nlow}.

For each level indicator we construct a momentum signal:

dIt =
It − It−∆

σ̂t−1(∆I)
,

where ∆It = It−It−∆ and σ̂t−1(∆I) is the rolling standard deviation of differences, computed

over σroll days and shifted by one day to prevent look-ahead bias. This yields five momentum

indicators: dPhigh, dPlow, dAvgBirth, dNhigh, dNlow. The lag ∆ and window σroll are selected

by grid search on the Validation set and fixed for Test-period evaluation.

Collinearity of indicators

Table 3 reports Pearson correlations with c̄t over the Training+Validation period.

Table 3: Pearson correlation with average pairwise correlation c̄ (Training+Validation pe-

riod).

Indicator ρ(·, c̄) Indicator ρ(·, c̄)

AvgBirth −0.94 dAvgBirth −0.39

Plow −0.81 dPlow −0.32

Nlow −0.85 dNlow −0.34

Phigh +0.64 dPhigh +0.26

Nhigh +0.71 dNhigh +0.30

Notes: Left columns: static indicators; right columns: momentum-transformed indicators. Correlations computed over

Training+Validation periods (n = 10,071). Static indicators exhibit |ρ| ≥ 0.64; momentum indicators exhibit |ρ| ≤ 0.39.

Static indicators show strong collinearity with average correlation (|ρ| ≥ 0.64), indi-

cating substantial overlap with the control set. Momentum-transformed indicators exhibit

lower absolute correlations (0.26–0.39), suggesting that differencing and volatility normal-

ization capture dynamics less tied to aggregate co-movement.
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Hyper-Parameter Selection

Hyper-parameters were optimised via grid search to maximise the validation AUC at

horizon h = 20. The scale-independent indicator dAvgBirth employs ∆ = 30 and σroll = 60

days. All scale-specific indicators uniformly adopt ∆ = 5 days, with normalisation windows

set to σroll = 60 for dPlow and dNlow, σroll = 40 for dPhigh, and σroll = 80 for dNhigh. These

optimised values are held fixed for the Test-period evaluation.

Discriminative Power

We evaluate out-of-sample performance for each forecasting target. All models include

the control c̄t (average pairwise correlation); the row Controls shows the control-only model.

Mixed Target (any stress within horizon). For the mixed target, dAvgBirth achieves

the highest AUC across the horizons shown in Table 4 (Figure 6 displays the full profile).

Improvements over the control-only baseline range from 2.5 to 11.9 percentage points. Brier

scores for dAvgBirth are lower than the baseline at all reported horizons. Level indicators

show AUC values close to the control, with no consistent improvement in calibration. Table 4

reports point estimates at selected horizons.

Figure 6: Out-of-sample AUC for mixed target. Dashed line: random guessing (0.5). Control

line is thick.
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Table 4: Out-of-sample point estimates for the mixed target.

h = 5 h = 40 h = 100

Indicator AUC Brier AUC Brier AUC Brier

AvgBirth (level) 0.798 0.099 0.578 0.206 0.605 0.267

dAvgBirth 0.820 0.091 0.660 0.197 0.684 0.255

dNhigh 0.805 0.098 0.547 0.205 0.601 0.267

Controls (c̄t only) 0.795 0.100 0.541 0.208 0.572 0.269
Notes: Test set n = 2, 510–2, 415; event rates 13.7% (h = 5), 28.8% (h = 40), 47.0% (h = 100). Best in

bold.

Onset Target (calm-to-stress transitions). For stress onset from calm states, dAvgBirth

achieves the highest AUC across the horizons shown (Figure 7), with an improvement of 9.2

percentage points over the control at h = 5 and smaller gains at longer horizons. Brier scores

are slightly lower for dAvgBirth. Level indicators show AUC values similar to the control.

Table 5 provides selected point estimates.

Figure 7: Out-of-sample AUC for onset target.
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Table 5: Out-of-sample point estimates for the onset target.

h = 5 h = 40 h = 100

Indicator AUC Brier AUC Brier AUC Brier

AvgBirth (level) 0.598 0.030 0.647 0.164 0.665 0.266

dAvgBirth 0.688 0.029 0.694 0.161 0.713 0.263

dNhigh 0.601 0.029 0.639 0.164 0.658 0.265

Controls (only c̄t) 0.596 0.030 0.631 0.164 0.658 0.265
Notes: Test set n = 2, 225 calm days. Event rates: 3.0% (h = 5), 19.3% (h = 40), 38.3% (h = 100).

Bootstrap Confidence Intervals

We construct 95% confidence intervals via a moving-block bootstrap (block length

60 days, 1000 resamples) on the Test set, with models fixed. Table 6 reports intervals for

dAvgBirth at representative horizons. Table 7 reports one-sided pairwise bootstrap p-values

comparing dAvgBirth against each competing indicator at the same horizons.

Table 6: Bootstrap 95% CIs for dAvgBirth (selected horizons).

Target h AUC 95% CI Brier 95% CI

Mixed

5 0.820 [0.74, 0.90] 0.091 [0.06, 0.13]

40 0.660 [0.58, 0.73] 0.197 [0.17, 0.22]

100 0.684 [0.60, 0.76] 0.255 [0.22, 0.29]

Onset

5 0.688 [0.56, 0.82] 0.029 [0.02, 0.05]

40 0.694 [0.59, 0.78] 0.161 [0.13, 0.20]

100 0.713 [0.60, 0.82] 0.263 [0.22, 0.30]

Notes: Bootstrap 95% CIs (2.5th/97.5th percentiles, B = 1000, block=60 days). Models fixed post-training; Test set only.

For both target types, lower AUC bounds exceed 0.5 at all reported horizons (Table 6),

and pairwise p-values are below 0.10 for most indicators at medium and long horizons (Ta-

ble 7), supporting statistically distinguishable predictive performance of dAvgBirth relative

to alternative specifications.
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Table 7: Pairwise bootstrap p-values: dAvgBirth vs. alternative indicators (selected hori-

zons).

Mixed target Onset target

Indicator h = 5 h = 40 h = 100 h = 5 h = 40 h = 100

AvgBirth (level) 0.194 0.031 0.045 0.043 0.124 0.037

Plow 0.149 0.032 0.006 0.007 0.033 0.033

Phigh 0.268 0.024 0.014 0.016 0.093 0.020

Nhigh 0.337 0.029 0.039 0.012 0.079 0.023

Nlow 0.091 0.013 0.003 0.006 0.048 0.028

dPlow 0.214 0.022 0.006 0.107 0.045 0.028

dPhigh 0.244 0.015 0.021 0.024 0.098 0.021

dNhigh 0.269 0.007 0.029 0.024 0.095 0.018

dNlow 0.239 0.023 0.007 0.149 0.055 0.030

Controls (c̄t only) 0.219 0.018 0.016 0.042 0.097 0.023

Notes: One-sided pairwise bootstrap p-values (B = 1000, block=60 days) testing H0: competitor’s AUC ≥ dAvgBirth’s AUC.

Each p-value reports the proportion of bootstrap replications in which the competitor’s AUC equals or exceeds that of

dAvgBirth. Horizons selected to represent short-, medium-, and long-term forecasting windows.

Summary of predictive ability

For both types of targets, dAvgBirth provides the most stable predictive performance,

achieving the highest AUC across most horizons and yielding lower Brier scores than the

control model. Because dAvgBirth is derived from a scale-independent summary of the

persistence diagram, it does not require pre-calibrated correlation windows, simplifying im-

plementation.

Across all targets, level indicators (AvgBirth, Phigh, Plow, Nhigh, Nlow) do not con-

sistently improve upon the control model, showing similar or lower AUC values and no

calibration gains. This pattern indicates that static topological summaries add little in-

formation beyond average correlation. Predictive content instead arises from the rate of

topological change, as captured by momentum transformations. While other momentum

indicators show horizon-specific utility, none match the stability of dAvgBirth.

IV. Discussion

The correlation network exhibits a scale-dependent topological reorganization dur-

ing periods of market stress: intransitive configurations increase among strongly correlated

industries while decreasing among weakly or moderately correlated ones. This pattern in-
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dicates that synchronization during stress is not uniform across the correlation spectrum.

The convergence of most asset pairs under a dominant market factor appears to dissolve

low-correlation cycles, while residual structural heterogeneity among tightly coupled sectors

sustains or generates high-correlation intransitivities. This observation refines the view that

market stress induces homogeneous correlation convergence, suggesting instead a hierarchical

restructuring of higher-order dependencies.

The limited incremental predictive value of static topological indicators relative to av-

erage pairwise correlation indicates that synchronization transitions are primarily character-

ized by the dynamics of network reconfiguration rather than by static topological state. The

incremental forecasting performance of the momentum-transformed indicator dAvgBirth

suggests that the rate of cycle birth and dissolution captures information about regime tran-

sitions that is not contained in level-based summaries. Differencing and volatility normaliza-

tion reduce collinearity with aggregate co-movement, thereby isolating transient structural

signals.

Decomposing H1-cycles into sectoral triples provides a mapping from homological

features to inter-industry linkages. During calm periods, intransitive triples are sparse and

topologically disconnected. Under stress, these triples consolidate into connected compo-

nents that bridge otherwise segregated sectors. This structural consolidation suggests that

high-correlation intransitivity may reflect intensified cross-sector linkages during regime tran-

sitions. Monitoring these configurations may complement aggregate volatility or correlation

metrics by highlighting sectors that exhibit persistent structural frictions.

Several limitations warrant consideration. First, aggregation to 49 industry portfo-

lios obscures firm-level heterogeneity and intra-sector correlation dynamics. Second, scale

boundaries are calibrated to U.S. equity markets and may vary across asset classes or macroe-

conomic regimes. Third, while the moving-block bootstrap accounts for serial dependence

induced by overlapping correlation windows, the effective degrees of freedom remain con-

strained, which may affect the precision of out-of-sample uncertainty estimates. Finally,

the Vietoris–Rips construction assumes that Mantegna distances adequately represent the

underlying dependency structure; alternative distance metrics (e.g., partial correlations or

tail-dependence measures) may yield different topological signatures.

Within these constraints, the framework may inform risk monitoring and portfolio

analysis. Momentum-transformed topological indicators could be incorporated into regime-

detection procedures alongside conventional metrics. Sectoral triple diagnostics may further

assist in identifying structural linkages that are not apparent in pairwise correlation matrices.
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V. Conclusion

This study demonstrates that persistent homology, when applied to time-varying cor-

relation networks, identifies a two-scale topological response to market stress. The results

indicate that incremental predictive information resides in the momentum of topological

reorganization rather than in static configurations, which exhibit high collinearity with aver-

age pairwise correlation. The scale-independent indicator dAvgBirth provides out-of-sample

forecasts of stress onset across multiple horizons, with bootstrap validation confirming sta-

tistical distinguishability from baseline models. Decomposing H1-cycles into sectoral triples

further maps abstract topological features onto interpretable inter-industry linkages.

Methodologically, the findings suggest that static summaries of persistence diagrams

largely recapitulate first-moment correlation statistics, whereas momentum-based transfor-

mations isolate transient structural dynamics associated with regime transitions. This dis-

tinction implies that dynamic feature engineering may yield greater incremental information

than static diagram aggregation in financial network analysis.

Future research should extend this framework to cross-asset networks to assess the

generalizability of the two-scale pattern. Integrating regime-switching calibration for scale

boundaries [14] and evaluating higher-dimensional homological features (H2, H3) may further

characterize multi-sector synchronization. The pipeline is transferable to other domains with

time-varying dependency structures, provided that the distance metric is compatible with

Vietoris–Rips filtration. These results indicate that higher-order topological dynamics con-

tain measurable information about financial regime transitions, complementing conventional

correlation-based diagnostics.

Code and Data Availability

The replication package for this study, including Python scripts for persistent homol-

ogy computation, indicator construction, and out-of-sample forecasting, is publicly available

under the MIT License. Archival version:

https://doi.org/10.5281/zenodo.20476047 [19]
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