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Abstract
A  growing  empirical  literature  uses  pre-built  "AI  occupational  exposure"  scores
(most prominently the AI Occupational Exposure (AIOE) index of Felten, Raj, and
Seamans (2021) and the GPT-4 task-exposure measure of Eloundou et al. (2024))
as  occupation-level  treatments  or  predictors  for  AI's  labor-market  effects.  We
show  that  two  of  the  most-cited  scores,  AIOE  and  Eloundou's  GPT-4
measure,  substantially  re-label  cognitive  task  content  rather  than
capturing AI-specific exposure, a construct-validity problem that does not
extend to  a  third,  differently-built  score (Webb 2020,  patent-based).  This
note  horse-races  these  three  measures  against  transparent  cognitive/manual
task-content indices and the established Autor–Dorn Routine Task Intensity (RTI)
measure.  Across  773  occupations:  (i)  the  ten-plus  AI  "applications"  underlying
AIOE collapse to a single factor (first principal component ≈ 88%); (ii) AIOE and
Eloundou  each  correlate  strongly  with  a  cognitive-ability  index  (+0.85  /  +0.70)
and  negatively  with  a  manual-ability  index  (−0.91  /  −0.83),  correlate  0.86  with
each  other,  but  only  moderately  with  RTI  (−0.33  /  −0.30):  the  confound  is
specifically  cognitive  ability  level,  not  the  classic  routine-task  polarization  axis;
(iii) each score's positive wage association reverses sign controlling for cognitive
content  but  is  barely  affected  by  controlling  for  RTI;  and  (iv)  the  much-cited
pre-ChatGPT "AI foresight" wage-divergence pattern collapses to near-zero under
the cognitive control (not under the RTI control). Critically, this collapse is not
universal: Webb's patent-text-overlap score is essentially uncorrelated with AIOE
(r=0.03)  and  Eloundou  (r=−0.03),  only  weakly  related  to  cognitive  content
(r=0.13),  and  its  modest  wage  associations  do  not  reverse  under  cognitive
control.  The  cognitive-content  collapse  is  a  signature  of  how  a  score  is  built:
subjective  crowd-relatedness  ratings  (AIOE)  or  LLM/human  task  judgments
(Eloundou),  not  an  inherent  property  of  occupational  AI-exposure  measurement.
Studies using relatedness- or judgment-based exposure scores should control for
cognitive  content  and  re-interpret  accordingly;  a  patent-based  measure  is  not
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shown  here  to  have  the  same  problem,  though  its  own  construct  validity  is
untested.
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1. Why this matters
Since 2023, occupation-level AI-exposure scores have been used to estimate AI's
effect  on  employment  and  wages,  to  define  treated  vs.  control  groups  in
difference-in-differences  designs,  and  to  argue  that  AI's  labor-market  footprint
was  already  visible  before  ChatGPT.  The  validity  of  those  exercises  rests  on  an
implicit  assumption:  that  the  score  captures  something  AI-specific,  exposure  to
machine  capability,  rather  than  re-expressing  long-studied  task-content
dimensions  (routine  vs.  abstract,  cognitive  vs.  manual)  under  a  new  name.  This
note  tests  that  assumption  directly,  finds  it  fails  for  the  two  most-cited
relatedness/judgment-based  scores,  and,  testing  a  third,  differently-built  score,
finds the failure is not universal. The point is not that AIOE's or Eloundou's scores
are  wrong,  but  that  they  are  not  what  they  are  taken  to  be:  for  these  two,  "AI
exposure" is substantially a relabeling of cognitive task content, and whether that
is true for any given score depends on how the score was built.

2. Data and measures
All measures are at the occupation level; AI-exposure and task-content measures
are computed fresh from raw inputs.

AIOE  (Felten,  Raj,  and  Seamans,  2021).  AIOE  is  reconstructed  from  the
authors' raw crowd-sourced ability×AI-application relatedness matrix and O*NET
ability  importance×level  scores,  for  773  occupations.  We  retain  all  16
AI-application  columns  (compared  with  the  10  used  in  some  downstream
applications:  the  published  AIOE  is  their  equal-weighted  average,  and  the
"Language Modeling" variant is the language-modeling column).

Eloundou et al. (2024) GPT-4 exposure. The human_rating_beta occupational
exposure  score  is  an  independently  constructed  measure  using  a  different
methodology (LLM/human task ratings).

Webb (2020) patent-based AI exposure.  The ai_score  occupational  measure
from  Webb's  own  published  data  is  built  from  the  textual  overlap  between  AI
patent claims and O*NET task descriptions, a categorically different construction



with  no  human  "is  this  AI-related"  relatedness  judgment  in  the  loop.  This  is  a
third, independent test of whether the cognitive-content confound is universal or
construction-specific. (This genre also includes the earlier Frey & Osborne (2013)
probability-of-computerisation score, built the same judgment-based way as AIOE
via  expert  assessment  of  task  susceptibility;  we  do  not  re-run  it  here,  but  the
same collapse is a natural hypothesis given its shared construction logic.)

Cognitive  and  manual  task  content.  We  use  two  transparent  O*NET  ability
indices:  a  cognitive  index  (comprehension,  expression,  reasoning,  fluency,
information ordering) and a manual index (dexterity, coordination, strength), each
the  importance×level  average  over  its  abilities.  Exact  ability  lists  are  in
results/note_results.json.

Autor–Dorn  Routine  Task  Intensity  (RTI).  This  is  a  standard  O*NET-based
operationalization of Autor & Dorn's (2013) RTI, built from Work Activities/Work
Context  items  (construction  detailed  in  results/note_results.json,
rti_construction),  used  to  check  whether  the  cognitive-content  confound  is
distinguishable from the decades-old routine-task polarization axis.

Wages  and  employment.  We  use  BLS  OEWS  occupation  mean  wages  and
employment data. (The OEWS panel here is a processed artifact reused from prior
work;  its  occupation  mean  wages  were  validated  against  published  BLS  OEWS
figures,  matching  to  the  dollar  for  benchmark  occupations,  and  the  raw  OEWS
state  files  (2013–2025)  are  retained  for  full  re-derivation.  The  central  results  in
§3.1–§3.2  use  only  the  raw  AI-exposure  and  O*NET  inputs.  National  occupation
wage  levels  are  computed  as  a  simple,  unweighted  mean  across  states,  not  an
employment-weighted  national  aggregate;  re-deriving  the  wage-level  and
pre-growth  horse-races  with  an  employment-weighted  state  aggregation  instead
leaves  the  sign  and  approximate  magnitude  of  every  headline  coefficient
unchanged.)

3. Results

3.1 The AI "applications" are one factor
The  16  AI-application  exposure  columns  underlying  AIOE  are  dominated  by  a
single  dimension:  the  first  principal  component  explains  88%  of  their  variance
(first  two:  97%),  and 62% of  application  pairs  correlate  above 0.9.  "Exposure  to
image  recognition,"  "to  translation,"  "to  language  modeling,"  etc.  are,  across
occupations,  nearly  the  same  ranking.  There  is  little  distinct,  capability-specific
variation to exploit.



3.2 That factor is cognitive ability level, not the classic routine-task
axis
The  single  factor  is  interpretable.  AIOE  correlates  +0.85  (95%  CI  [0.83,  0.87],
N=773)  with  the  cognitive  index  and  -0.91  with  the  manual  index;  the
language-modeling  variant  behaves  identically  (+0.83  /  -0.93).  Crucially,  the
independently  built  Eloundou  GPT-4  measure  shows  the  same  pattern  (+0.70  /
-0.83, N=682) and correlates 0.86 with AIOE (N = 682). AIOE is constructed from
O*NET  ability  importance  scores  crossed  with  crowd-sourced  AI-application
relatedness  ratings;  Eloundou et  al.  use  a  wholly  different  approach (GPT-4  and
human assessments of task-level AI exposure aggregated to occupations), so this
convergence  is  not  a  methodological  artefact:  two  measures  built  by  different
teams  with  different  methods  agree  this  strongly  because  both  are,  in  effect,
measuring  how  cognitive  (rather  than  manual)  a  job  is.  This  is  specifically
cognitive  ability  level,  not  the  Autor–Dorn  routine/abstract  polarization
axis:  RTI  correlates  only  moderately  with  AIOE and Eloundou (-0.33  /  -0.30,  vs.
0.70–0.85 for the cognitive index), and, as §3.3–3.4 show, controlling for RTI does
not reverse either score's wage or pre-growth coefficients the way controlling for
cognitive  content  does.  This  does  not  contradict  RTI's  own  construction  (which
nets out a "non-routine cognitive" component): that component is a narrow slice,
three  specific  task  items  (analyzing  data,  creative  thinking,  interpersonal
relationships),  netted against both  a routine-task term and a non-routine-manual
term,  so  RTI  is  fundamentally  a  measure  of  task  structure  (routine  vs.  two
different  non-routine  axes),  not  a  direct,  comprehensive  measure  of  cognitive
ability  level  the  way  our  ten-item  index  is.  A  job  can  be  low  on
routine-task-intensity  without  requiring  high  general  cognitive  ability  (a  skilled
tradesperson doing highly variable physical work is a natural example), which is
why RTI and our cognitive index, while correlated (-0.52 with the cognitive index
itself,  0.21 with the manual  index,  moderate,  not  the 0.85 AIOE shows),  are not
interchangeable. RTI construction details are in the Appendix.



3.3 The wage association is not independently AIOE's or Eloundou's
AIOE's  raw,  unconditional  association  with  wages  is  positive  and  sizable:
higher-AI-exposure  occupations  pay  more,  and  AIOE  alone  explains  33%  of
cross-occupation  log-wage  variation  (standardized  β  =  +0.58,  SE  0.03).  The
question  is  whether  that  association  is  independently  AIOE's,  or  whether  it  is
carried  by  cognitive  content.  Adding  the  cognitive  index  reverses  AIOE's
coefficient  to  -0.33  (SE  0.05)  while  the  cognitive  index  takes  a  large  positive
coefficient  (+1.06;  R²  =  0.63,  N  =  665).  AIOE  contributes  essentially  zero
incremental  R²  beyond  cognitive  content  (ΔR²  =  0.03)  and  its  own  coefficient
reverses  sign:  the  wage  association  is  not  independently  AIOE's;  it  is  carried
almost  entirely  by  cognitive  task  content,  with  AIOE's  residual  association
actually  running  the  opposite  direction.  The  Eloundou  score  behaves  the  same
way  (β  +0.42  alone  →  -0.26  with  the  cognitive  control,  N=661).  By  contrast,
controlling  for  RTI  leaves  both  scores'  coefficients  positive  and  only  modestly
reduced (AIOE: 0.46, N=607; Eloundou: 0.30, N=607). RTI does not dissolve the
wage association the way cognitive content does.



On  collinearity:  AIOE  and  the  cognitive  index  correlate  at  0.85,  and  a  natural
objection  is  that  the  sign  reversal  above  is  a  generic  multicollinearity  artifact
rather than a real finding: high collinearity between a "treatment" and a "control"
can  produce  unstable,  uninterpretable  coefficients.  Two  things  argue  against  a
pure-collinearity  read:  the  variance  inflation  factor  is  3.77,  well  below  the
conventional  concern  threshold  (VIF  >  5–10);  and  AIOE's  standard  error  only
modestly  increases  under  the  control  (0.03  →  0.05,  not  an  order-of-magnitude
blow-up),  unlike  the  large,  unstable  SEs  that  severe  collinearity  typically
produces.  A  genuine  collinearity  artifact  would  show  much  larger  SE  inflation
alongside coefficient instability across specifications; here the reversal is precise
and  moderate,  consistent  with  a  real,  well-identified  relationship  rather  than  an
OLS breakdown.

3.4 The pre-ChatGPT "AI" wage divergence is cognitive content, and
is not the only recent challenge to this stylized fact
A  prominent  claim  in  this  literature  is  that  high-AI-exposure  occupations  were
already on a relative wage decline before ChatGPT, read as evidence the exposure
measure  anticipates  AI's  effects.  We  replicate  the  pattern:  AIOE  predicts  lower
2013–2019  real-wage  growth  (standardized  β  =  -0.30,  SE  0.04).  But  it  is  not
AI-specific.  Controlling  for  cognitive  content  collapses  AIOE's  coefficient  to
0.02  (the  cognitive  index  absorbs  the  relationship,  β  =  -0.37;  N  =  660);  the
Eloundou score collapses identically (-0.22 → +0.05, N=656). Controlling for RTI
instead  barely  moves  either  coefficient  (AIOE:  -0.30  →  -0.27;  Eloundou:  -0.22  →
-0.19);  again,  cognitive  content,  not  RTI,  is  doing  the  work.  The  pre-ChatGPT
divergence attributed to AI exposure is, on these data, a divergence in returns to



cognitive  ability  level.  This  is  one  of  two  independent  2026  challenges  to  the
pre-ChatGPT divergence story:  Frank et  al.  (2026,  "AI-exposed jobs deteriorated
before  ChatGPT,"  arXiv:2601.02554)  attribute  the  same  stylized  pattern  to
concurrent macroeconomic and tech-sector conditions rather than anticipated AI
effects; here the same divergence is instead absorbed by cognitive task content;
the  two  explanations  are  complementary,  not  competing,  and  both  point  away
from the "AI saw it coming" reading.

3.5 Is this universal, or specific to how the score is built? A
patent-based counter-example
Sections  3.1–3.4  establish  the  confound  for  two  of  the  most-cited  AI-exposure
scores. Both are built the same general way: a human, crowd, or language model
is asked to judge how "AI-related" an occupation's tasks are. A natural question is
whether  this  reflects  something  inherent  to  measuring  "AI  exposure,"  or
something  specific  to  that  construction  method.  We  test  this  with  a  third,
independently-built score: Webb's (2020) patent-based AI exposure measure, built
from the textual overlap between AI patent claims and O*NET task descriptions,
with no human or model relatedness judgment involved.

The  result  is  a  sharp  counter-example.  Webb's  score  is  essentially  uncorrelated
with AIOE (0.03, 95% CI [-0.04, 0.10], N=772) and with Eloundou (-0.03, N=682);
both  are  statistically  indistinguishable  from  zero.  It  also  correlates  only  weakly
with  the  cognitive  index  (0.13,  N=772)  and  manual  index  (0.08),  far  below
AIOE/Eloundou's  0.70–0.91  (in  magnitude).  Most  tellingly,  Webb's  modest  wage
association does not reverse sign under a cognitive control: it merely attenuates
(β  0.21  alone  →  0.11  with  cognitive  content  controlled,  N=665),  and  its  weak
pre-growth association behaves the same way (-0.10 → -0.05, N=660).

We offer, as a hypothesis rather than a demonstrated mechanism, that AIOE and
Eloundou's  construction  methods  (asking  a  rater  (human,  crowd,  or  language
model)  to  judge  whether  an  occupation's  tasks  are  "AI-related")  likely  conflate
AI-relatedness  with  general  cognitive  sophistication,  a  halo  effect  that  a
patent-text-overlap measure with no such judgment step would not share. This is
not evidence that Webb's score is a clean, validated AI-exposure signal: its
own construct validity is untested here; it is only evidence that it does not share
AIOE/Eloundou's specific confound. The honest conclusion is narrower and more
useful than "these scores are cognitive content": the cognitive-content collapse
is a signature of relatedness/judgment-based construction, not a universal
property of AI-exposure measurement, a caution that is actionable (check how
an exposure score was built before trusting its "AI" label), not a blanket dismissal
of the category.



4. Implications
For  applied  work  using  relatedness-  or  judgment-based  exposure  scores
(AIOE, Eloundou, and similarly-constructed measures): these should not be
treated as clean, AI-specific signals. Specifications that use them as treatments or
predictors  should  include  cognitive-content  controls;  estimated  "AI"  effects  that
do  not  survive  such  controls  are  better  described  as  effects  of  cognitive  ability
level, not the classic routine-task polarization axis.

For  interpretation:  results  showing  AI  exposure  "predicted"  pre-ChatGPT
labor-market divergence are consistent with, and here fully explained by, ongoing
returns  to  cognitive  ability  level,  a  decades-old  labor-economics  theme,  rather
than anticipation of a 2022 capability shock. A concurrent 2026 paper (Frank et
al.)  reaches  a  complementary  "not  AI  foresight"  conclusion  via  a  different,
macroeconomic mechanism.

For measurement going forward: the confound identified here is not universal
across  all  AI-exposure  measures;  it  appears  specific  to  scores  built  from
relatedness or task-judgment ratings. A patent-based measure (Webb 2020) does
not  show  the  same  pattern,  though  it  has  not  itself  been  validated  as  a  clean
AI-exposure signal. The practical implication: how a score is constructed matters
more than whether it is labeled "AI exposure."

What  relatedness/judgment-based  scores  are  good  for:  they  remain
convenient,  validated  summaries  of  cognitive  task  content;  the  caution  is  only
against the AI-specific causal reading.

5. Limitations
This  is  a  descriptive  measurement  note,  not  a  causal  study.  The  cognitive  and
manual  indices  are  one  transparent  construction;  a  fuller  version  would
additionally horse-race against the Blinder offshorability measure (not done here)
and  report  robustness  across  alternative  index  definitions.  The  Autor–Dorn  RTI
horse-race  and  the  Webb  (2020)  third-score  check,  both  originally  flagged  as
future work, are now included (§3.2–3.5). One further, cheaply-observed fact not
pursued here: Webb's own three sub-scores (AI/software/robot patent exposure),
aggregated to the same occupation level used throughout this note, are noticeably
less  collinear  with  each  other  (pairwise  r  =  0.22–0.65)  than  AIOE's  sixteen
application columns (median pairwise r ≈ 0.93), a possibly useful fact for anyone
considering  patent-based  measures  for  designs  needing  genuinely  distinct
exposure  dimensions,  though  Webb's  published  data  has  no  patent  filing-date
field,  so  it  does  not  by  itself  resolve  the  timing-variation  problem  that  limits



capability-based causal designs. The wage and pre-period results use a processed
OEWS  panel,  validated  here  by  anchor  checks  against  published  BLS  OEWS
figures  (raw  re-derivation  available  if  required).  None  of  this  changes  the  core,
raw-data result of §3.1–§3.2: for AIOE and Eloundou specifically, the AI-exposure
scores are,  to a first  approximation,  cognitive task content,  a finding not shared
by the one differently-constructed score tested here.

Appendix: robustness details
Employment-weighted  check.  All  headline  AIOE/Eloundou  results  are
unweighted (each occupation counts once). Weighting by occupation employment
(OEWS)  leaves  the  pattern  unchanged:  AIOE  correlates  0.84  with  cognitive
content (vs. 0.85 unweighted) and its pre-growth coefficient still  collapses under
cognitive  control  (-0.42  →  0.02);  Eloundou's  collapses  even  further  toward  zero
(-0.32 → -0.01, N=653).

RTI  construction.  See  results/note_results.json  key  rti_construction  for
the  exact  O*NET  Work  Activities/Work  Context  items  and  formula  (Autor–Dorn
2013-style  RTI  = z(Routine)  − z(non-routine cognitive)  − z(non-routine manual),
with  the  "Structured  versus  Unstructured  Work"  item  direction  empirically
verified, not assumed).

Inference. Correlation confidence intervals are Fisher z-transform 95% intervals;
regression  standard  errors  are  classical  (homoskedastic)  OLS  on  standardized
variables.  Given  the  sample  sizes  (N=607–773)  and  effect  sizes  reported
throughout,  formal  inference  is  not  the  basis  of  any  claim  in  this  note;  it  is
reported for completeness.
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